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ABSTRACT

High Dynamic Range (HDR) imaging enables us to capture, manipulate
and reproduce real world lighting with high fidelity. HDR displays are
becoming more common, however, most content, from over 100 years of
media, is Low Dynamic Range (LDR). Dynamic range expansion methods
generate HDR from LDR content, for displaying on HDR displays and
various other applications, attempting to recover missing information from
the original HDR signal that is lost due to saturation or quantisation.
Multiple methods have been proposed, addressing different aspects of
the problem, however most are model-driven and require adjustment of
parameters which may also vary depending on the content.

This thesis proposes using Convolutional Neural Networks (CNNs)
for fully data-driven, end-to-end dynamic range expansion. A novel multi-
branch CNN termed ExpandNet is proposed that processes LDR inputs on
multiple scales without using upsampling layers, which have been observed
to cause artefacts when used in other traditional CNNs, in particular
the UNet architecture. ExpandNet is evaluated and compared against
traditional methods including other CNNs and is found to outperform
all other methods on multiple metrics. An investigation of the effect of
upsampling layers on the spectrum of the network outputs is then presented,
characterising their impact in the Fourier domain, providing a way to assess
the structural biases of CNNs. A new upsampling module is then proposed,
based on the Guided Image Filter that provides spectrally consistent
outputs when used in a UNet architecture, forming the Guided UNet
(GUNet). The GUNet architecture is evaluated similarly to ExpandNet
and is found to perform well, while executing faster and consuming less
memory than ExpandNet. Finally, multiple methods using Generative
Adversarial Networks (GAN) are proposed and evaluated, that hallucinate
content in badly-exposed areas of the input while simultaneously expanding
the range of the well-exposed areas. A single network configuration based
on UNet, termed L-GAN, produces better results qualitatively and also
performs well quantitatively compared to state-of-the-art methods such
as ExpandNet and GUNet.

xiv



Chapter 1

Introduction

High Dynamic Range (HDR) imaging provides the capability to capture,
manipulate and display real-world lighting in its entirety, unlike traditional,
Low Dynamic Range (LDR) imaging. HDR has found many applications
in photography, physically-based rendering, gaming, film, medical and
industrial imaging and recent displays support HDR content [See+04;
Mar+16]. The difference between the capabilities of HDR and LDR
imaging is significant, considering that the Human Visual System (HVS)
can easily adapt to 20 f-stops1 of lighting, which is 4,096 times more than
the 8 f-stop range that LDR imaging can handle [Ban+17].

Using HDR technology, subtle shadows and bright highlights can be
captured simultaneously, as shown in Figure 1.1. LDR imaging cannot
handle the whole range of light and is limited to capturing a single slice
(exposure). All the content outside the bounds of the exposure range
is clipped and becomes flat black pixels (under-exposed) or white pixels
(over-exposed) as shown in Figure 1.1(a), where the bright sky and the
mountain are missing. The HDR version of the image in Figure 1.1(b)
contains significantly more information from the scene. In this case, tone
mapping was applied on the HDR image, an operation that compresses
the dynamic range in an attempt to depict all of the information on an
LDR medium such as paper or an LDR display [Ban+17]. The difference
in light contrast between parts of the image is smaller.

The multiple stages of the HDR pipeline are depicted in Figure 1.2.
Content is created by some real or virtual process and is captured using
a camera sensor or a rendering algorithm. HDR images can be created
using multiple techniques, for example by combining multiple exposures

1f-stop is a log2 unit for measuring the range of lighting.

1



1. Introduction

(a) LDR low exposure (b) LDR medium exposure

(c) LDR high exposure (d) HDR (tone mapped)

Figure 1.1: Example of (a–c) multiple LDR exposures and (d) a tone
mapped HDR image of the same scene. Much of the content from the
scene is not present in the LDR images due to the limited range of the
exposures. HDR images are able to represent more of the light information
in a scene.

of the same scene captured by a camera, or using computer rendering.
Capturing, storing or displaying content in LDR formats means that a
large portion of the originally generated signal is lost. Recovering the lost
information is the task of dynamic range Expansion Operators (EOs), with
the process sometimes termed Inverse Tone Mapping (ITM) [Ban+06].

The captured content can be stored or directly displayed. The signal
is pre-processed for displaying, depending on the display capabilities and
specifications, such that it matches the brightness capability of the display.
Cathode Ray Tube (CRT) monitors can achieve 100cd m−2 as the max-
imum brightness. Higher maximum brightness in displays usually means
a higher dynamic range capability, since higher contrast can be achieved,
assuming the lowest (black-level) brightness is about the same. Liquid
Crystal Displays (LCD) can achieve brightness levels of up to 500cd m−2.
Modern HDR displays achieve brightness levels of up to 10, 000cd m−2

2



1. Introduction

Figure 1.2: The HDR pipeline, from generation to display. The capture,
storage and display stages also have their own individual processes which
change the generated information, for example Camera Response Functions
(CRFs) and gamma encoding.

which is significantly more than before [CD17]. This brightness level
corresponds to that of an average daylight outdoors scene.

1.1 Dynamic Range Expansion

While HDR imaging has seen many advances and is slowly replacing older
LDR standards, LDR remains the status quo in terms of content, given
that the majority of both current and legacy content is predominantly
LDR. In order to gain an improved viewing experience [Aky+07], or to
seamlessly use this content in future HDR pipelines, LDR content needs
to be converted to HDR.

A number of methods that can retarget LDR to HDR content have
been proposed [Ban+17]. These methods make it possible to utilise
and manipulate the vast amounts of LDR content within HDR pipelines
and visualise them on HDR displays or use them for other applications.
However, such methods are primarily model-driven and heavily rely on
parameter settings, which makes them hard to implement and use by
non-experts. In addition, some are not suitable for all types of content,
for example they cannot handle heavily over/under-exposed images easily,
and the parameters of most depend on the type of content.

3



1. Introduction

1.2 Deep Learning

Recent advances in machine learning, and in particular deep learning for
image processing, provide data-driven solutions for imaging problems, by-
passing reliance on human expertise and heuristics. Convolutional Neural
Networks (CNNs) are the current de-facto approach used for many imaging
tasks, due to their high learning capacity as well as their architectural
qualities which make them highly suitable for image processing [Sch15].
The networks allow for abstract representations to be acquired directly
from data, surpassing simplistic pixel-wise processing or heuristic feature
crafting.

CNNs are currently the best performing models for image classi-
fication [KSH12], object detection [Ren+15] and segmentation [RFB15].
They have also been used for inverse problems in imaging, for example
super-resolution [Wu+17] colourisation [ISI16] and HDR applications such
as tone mapping [HDQ17] and recently, dynamic range expansion [Eil+17;
EKM17].

1.3 Research Approach

This thesis attempts to answer the following research question:

Given the current widespread adoption of HDR technology, the abund-
ance of LDR content from over 100 years of media and the emergence of
deep learning based imaging solutions, can deep learning be used to provide
a high fidelity, end-to-end method for converting LDR content to HDR?

The objectives of this work are the following:

1. Complete a literature review for HDR imaging, deep learning and
in particular dynamic range expansion.

2. Develop an approach for best use of the limited HDR data that is
available in deep learning applications.

4



1. Introduction

3. Introduce new methods for dynamic range expansion using deep
learning, based on the limitations of other methods.

4. Evaluate the introduced methods and compare against traditional
and other deep learning based methods.

1.4 Thesis Structure

This section gives an overview of the structure of the rest of the thesis.

Chapter 2 introduces HDR imaging, how HDR content is adap-
ted via tone mapping and how HDR content can be created from
LDR inputs using dynamic range expansion methods, along with a
discussion of the literature for non learning-based ITM and EOs.

Chapter 3 presents background theory on neural networks and
deep learning, and introduces CNNs and Generative Adversarial
Networks (GAN). An overview of deep learning applications ad-
dressing dynamic range expansion and other relevant problems is
presented as well.

Chapter 4 is an overview of the methodology adopted to produce
the main results of the thesis, describing the choices made for the
design of the neural networks, aiming for high fidelity solutions.

Chapter 5 introduces ExpandNet, a novel state of the art CNN
architecture for end-to-end dynamic range expansion, along with a
comprehensive quantitative and qualitative evaluation of previous
expansion operators, including other CNN architectures.

Chapter 6 presents a spectral investigation that studies the effects
of commonly used upsampling layers in the Fourier domain and
proposes the use of the Guided Image Filter (GIF) within a UNet
architecture to create a new hybrid Guided UNet (GUNet). The
proposed GUNet architecture produces image predictions of higher

5



1. Introduction

fidelity due to its spectral consistency while maintaining the speed
and low memory use of UNets compared to ExpandNet.

Chapter 7 presents and compares multiple methods that make
use of GANs to recover missing information due to clipping and
saturation in the over-exposed and under-exposed areas of LDR
content, as well as expanding the range of the well-exposed areas.

Chapter 8 is a discussion of the overall contributions of the thesis
along with conclusions from the work presented and possible future
work.

6



Chapter 2

High Dynamic Range Imaging

This chapter presents background theory and relevant literature on HDR
imaging, starting with luminance, dynamic range and colour spaces in
Section 2.1, followed by a description of the HDR pipeline, from capture to
display, in Section 2.2. Section 2.3 presents tone mapping for the display
of HDR images on LDR displays, while Section 2.4 describes dynamic
range expansion for the conversion of LDR content to HDR, closing with
a presentation of quantitative image comparison metrics in Section 2.5.

2.1 Background

HDR imaging aims to capture, process and display the entire distribution
of visible light of real or simulated scenes. Imaging has a long history of
progress; it is suspected that the Shroud of Turin from the 13th century
might be the first recorded photograph [All93]. The first known photograph
still surviving was captured in the early 19th century [Ger86]. The 20th

century saw an acceleration in the development of photography and
imaging techniques, with advanced cameras, display monitors and the
transitions to colour images and video. The computational techniques
developed for imaging and computational photography have also been
found to be useful in other fields as well, including in capturing the first
picture of a black hole in 2019 [Aki+17] by using large telescopes placed
across the globe, practically simulating a camera the size of earth.

2.1.1 Light and Luminance

Light is electromagnetic energy propagating in space as a wave and as
discrete particles, photons. These waves/particles are associated with

7



2. High Dynamic Range Imaging

specific frequencies of oscillation, ν that correspond to specific wavelengths
λ bound together with a constant, the speed of light in vacuum, c, such
that λν = c. A subset of all possible frequencies/wavelengths forms
the visible part of the light spectrum from “violet” λ ≈ 400nm to “red”
λ ≈ 700nm. Each photon is associated with an energy E = hν, where h
is the Planck constant. While imaging in general deals with the whole
spectrum of frequencies, some disciplines work with specific parts of the
spectrum, for example astronomy uses radio imaging and certain areas in
healthcare use X-ray imaging. This work focuses on imaging of the visible
spectrum.

To measure light distributions, two categories of quantities are con-
sidered, radiometric and photometric. Radiometric quantities measure
light distributions with a direct physical correspondence to the energy of
the light, for example:

• Radiant energy, Qe, measured in joules (J).

• Radiant flux (or power), Φe = ∂tQe measured in watts (W).

• Spectral flux (or power), Φe,λ = ∂λΦe, which is radiant flux per
wavelength, measured in watts per meter (W m−1).

The subscript “e” is to denote these quantities as energetic.
An important radiometric quantity, radiance, Le, measures the radi-

ant flux, Φe emitted from a surface, A, through a solid angle, ω, along a
specific direction, θ, relative to the surface normal:

Le =
1

cos θ

∂2Φe

∂A∂ω
. (2.1)

Radiance is measured in watts per steradian per square meter W sr−1 m−2.
Photometric quantities measure light power by taking into account

the HVS and its response to different frequencies. These quantities are
weighted versions of the radiometric quantities, for example:

• Luminous energy, Qv, measured in candela steradian seconds
(cd sr s).

8
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(a) (b)

Figure 2.1: (a) The photopic [Vos78], V (λ), and scotopic [WS82], V ′(λ), lu-
minous efficiency functions (b) The CIE RGB tristimulous colour matching
functions [SB59].

• Luminous flux (or power), Φv = ∂tQv, measured in candela steradians
cd sr, also known as lumen (lm).

• Spectral luminous flux (or power), Φv,λ = ∂λΦv, which is spectral
flux per wavelength, measured in lumen per meter lm m−1.

where cd (candela) is the SI unit for luminous intensity, Iv:

Iv =
∂Φv

∂ω
(2.2)

with ω being the solid angle dimension. Figure 2.1(a) shows the spectral
luminous efficiency functions that are used to weigh the radiometric
quantities. These functions correspond to the sensitivity of the HVS to
particular frequencies in bright (photopic) and dark (scotopic) conditions.

Radiance as defined in Equation 2.1 fully describes the light field
distribution. However, a photometric quantity is preferred over a ra-
diometric one in the case of imaging, since it is more representative of
what the result looks like to the human observer. Luminance, Lv, is the
photometric quantity that corresponds to radiance, weighing it according
to a response function, typically the photopic luminosity function, V (λ)

from Figure 2.1(a) and formally defined by the Commission internationale
de l’éclairage (CIE) [LPS93] as:

9
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Lv = km

∫ ∞
0

Le,λV (λ) dλ (2.3)

where Le,λ = ∂λLe is the spectral radiance and km = 683.002lm W−1 is the
luminous efficacy of a 555 nm (ideal) source. Luminous efficacy measures
how well a light source produces visible light. Luminance is measured in
candelas per square meter (cd m−2) For the rest of the thesis, the main
quantity of interest used is luminance and is denoted as L for ease of
notation.

2.1.2 Colour

The HVS has two types of receptors, cones, which are sensitive to relat-
ively high luminance levels (photopic vision: 10−2– 108cd m−2), and rods,
which are sensitive to lower luminance levels (scotopic vision: 10−6 – 10

cd m−2) [Ban+17]. While rods are more abundant (10 – 20 times more),
they are of only one type and thus can only produce images of one colour
tone, interpreted as levels of grey by the human brain. This is why colour
cannot be perceived in dark scenarios.

Cones are of three different types, each responding to different
parts of the visible spectrum (with overlap). The combination of these
three different signals is interpreted in the brain and perceived as colour.
The CIE has defined the RGB colour-matching functions, ¯r(λ), ¯g(λ),

¯b(λ), based on the colour matching experiments of Wright and Guild,
as shown in Figure 2.1(b). In these experiments, subjects were tasked
to adjust the levels of a set of three monochromatic light sources such
that their combination matches that of a given single monochromatic
source, thus mapping all the colours using combinations of only three
frequencies [FBH97].

From these functions, given a spectral power distribution, Se,λ(λ),
the CIE RGB colour space can be calculated as follows:
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R

G

B

 =

∫
830

380

I(λ)


r(λ)

g(λ)

b(λ)

 dλ (2.4)

Another important colour space is the CIE XYZ colour space which
was defined using a different set of colour-matching curves such that the
Y component matches the luminance of the pixel. The XYZ colour space
has a direct linear correspondence with the CIE RGB colour space given
by: 

X

Y

Z

 =


0.49 0.31 0.2

0.17697 0.81240 0.01063

0 0.01 0.99



R

G

B

 (2.5)

Many other colour spaces, e.g. Adobe-RGB and sRGB [Rei+08], are
based on or derived from the CIE XYZ colour space, which plays a central
role in colour space transformations. The use of colour spaces is multifold,
since they not only need to describe the light information, but they also,
in many cases, need to correspond to other properties, for example display
capabilities, hence the abundance of colour space standards. Most colour
spaces can be mapped back to CIE XYZ and this is the main way that
the luminance of an image can be computed.

2.1.3 Contrast and Dynamic Range

When describing a scene, be it real world, virtual or in an image, global
or local differences in luminance can be expressed using contrast ratios.
While these can be defined in multiple ways [Ban+17], a typical definition
is the direct ratio, Cr, of maximum and minimum luminance:

Cr =
Lmax

Lmin
, (2.6)

while the Weber contrast, CW , and Michelson contrast, CM are defined as:
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CW =
Lmax − Lmin

Lmin
, CM =

Lmax − Lmin

Lmax + Lmin
. (2.7)

While contrast measures the relative intensity between the maximum
and minimum luminance values, dynamic range can have slightly different
meaning depending on the context. For example, in a real world scene
with a (practically) continuous luminance distribution, the dynamic range
of the scene is synonymous with the contrast ratio. It describes the extent
of the luminance range. However, when the same scene is captured by a
camera sensor, due to the imperfections and noise in the capturing process,
it is more useful to describe the dynamic range of the captured content
using the Peak Signal to Noise Ratio (PSNR):

PSNRcapture = 20 log10

(
Lmax

σnoise

)
. (2.8)

where σnoise is the standard deviation of the noise and Lmax is the maximum
captured luminance.

The definition and meaning of dynamic range can change when the
captured signal is stored in a digital medium, in which case the signal
is quantised. Considering a scenario where the quantisation is binary,
resulting in a black and white image, the contrast ratio and PSNR are
not as descriptive, since the stored values are relative and the absolute
maximum and minimum luminance values of the captured scene are
unknown. In this case, a more descriptive measure of the dynamic range
is the number of bits used to encode the values, i.e. in black and white
images, the dynamic range can be considered to be equal to 1 bit. The
current Standard Dynamic Range (SDR) is 8 bits (sometimes referred to
as dynamic range of 256), which is considered LDR.

Even though the number of bits used to encode the luminance values
of an image can be used to describe the dynamic range of that image
format, it is still not a completely accurate description of the image content.
If a binary black/white image is cast to an 8-bit format, its dynamic range
is still 1 bit, since the actual content is not altered. In this context it is
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worth separating the dynamic range of a specific image format to that of
individual images. The first is just an indicator of the maximum dynamic
range that can be stored in that format whereas the second is a description
of the dynamic range of the image content.

With this into account, the dynamic range of a digitally stored image
can be thought of as a measure of the global contrast ratio, in combination
with the light information/entropy of the contents of the image image,
or alternatively, the minimum number of “grey” levels needed to describe
that image. The more information in the scene, the more bits are required
to encode it digitally.

2.2 High Dynamic Range Pipeline

There are multiple stages involved in the lifetime of an image. The first
stage is the generation of the image content and its capture, followed
by the storage or transmission of the captured scenes. The stored (or
transmitted content) is then processed for display. Figure 1.2 shows an
overview of this process. The rest of this section discusses these stages in
more detail.

2.2.1 Capture

The two main types of content originate from real world scenes that
are captured using camera sensors, or from virtual scenes captured by
rendering, for example Path Tracing [Kaj86]. While rendering can in theory
be performed with arbitrary dynamic range and precision, capturing real
world scenes with a camera is limited by the dynamic range and sensitivity
of the camera sensor.

Camera sensor cells can only receive a certain amount of light before
becoming saturated [Ass+10]. This, combined with the acceptable noise
level of the sensor signal, defines the maximum dynamic range the sensor
can capture and can be described in terms of the PSNR value from
Equation 2.8. If the sensor is exposed to incoming radiation, eventually all
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pixels will become saturated. The exposure time is adjusted to minimise the
saturated cells. However, with low exposure times, dark parts of the scene
might not get enough exposure time and thus become indistinguishable
from sensor noise and are interpreted as black pixels. This sensor limitation
means that it is in many cases impossible to capture the whole dynamic
range of a scene with a single exposure.

The most popular way of capturing HDR content using current
sensor technology is to take multiple exposures with varying exposure
times and then combine them to form a single image [Rei+10], a process
referred to as exposure bracketing followed by exposure fusion. Given N
different exposures, I, with exposure times T , then the resulting image Î
can be computed using:

Î =
1∑N

i=1w(Ii)

N∑
i=1

1

Ti
w(Ii)Ii (2.9)

where w is a weighing function, providing higher weights for well-exposed
mid-range values and less weight for noisy black-level and saturated pixel
values. Equation 2.9 assumes that the camera responses are linear, which
in most cases are not, and the non-linear Camera Response Function
(CRF), fCRF, must be taken into account, such that:

Î =
1∑N

i=1w(Ii)

N∑
i=1

1

Ti
w(Ii)f

−1
CRF(Ii). (2.10)

Due to the nature of most CRFs, Debevec and Malik’s [DM08]
method performs the computation in the logarithmic domain for numerical
stability and reduction of noise, under some assumptions of reciprocity of
the light intensity and exposure time:

Î = e
1∑N

i=1
w(Ii)

∑N
i=1 w(Ii) log(f

−1
CRF(Ii))−log(Ti)

. (2.11)

Another assumption is the spatial correspondence of the pixels
between exposures, which is often not true, since the camera might not be
very stable during or between captures, or the scene might change due to
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motion. Misalignment due to camera shaking can be alleviated by aligning
the images before merging [War03]. Motion in the scene causes ghosting
artefacts, which can be addressed using multiple methods [Tur+15], for
example patch matching [Gal+09], weighted filtering of intensity transfer
functions [Heo+10], or weighted non-parametric models [KAR06].

2.2.2 Storage

Single exposure images from common camera sensors are considered LDR
and are stored using 8 bits per pixel per channel (unsigned 8 bit integers).
This gives 256 possible shades for each colour, resulting in a total of
2563 = 16, 777, 216 different colour combinations. A real world scene
that is HDR but is captured and stored in an LDR format can have the
following information losses:

1. Clipping of all three channels at either of the two ends of the range (0
and 255). These areas will appear completely black (under-exposed)
or completely white (over-exposed).

2. Clipping of one or two out of the three channels at either of the two
ends of the range. These areas will not be completely black/white
but will appear to have a different colour tone (assuming an RGB
colour space is used) since the relative proportions of the three
channels will change. This case is similar to 1, however there is
some local contrast information left due to some channels not being
saturated.

3. Quantisation of all the values that lie within 0 and 255 to integer
values. The floor operator, bLc, is often used.

An additional transformation is performed before storing an image,
gamma correction. Gamma correction applies a monotonically increasing
curve of the form:

Icorr = AIγ (2.12)
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globally on all pixels, where A and γ are constants. It is often assumed
that the scaling constant A = 1. The curve optimises the quantisation of
the signal based on human perception of brightness and the fact that the
HVS is able to discern between levels of dark parts of an image better
than brighter parts. The introduction of gamma correction was initially to
adapt the signal such that it is correctly reproduced on CRT displays, due
to their non-linear response. Coincidentally, the CRT non-linear response
is very similar to the human perception response [Poy12]. An image
encoded with γ = 1 (i.e. unchanged values) is called linear.

There are multiple formats and standards for the storage of LDR
images, for example the Joint Photographic Experts Group (JPEG) [PM92]
format which also uses lossy compression to reduce image size or the
Portable Network Graphics (PNG) [RK99] format which stores a (lossless)
bitmap. Lossy compression results to additional compression artefacts
and information loss in the stored images.

Captured HDR images are usually stored in a digital form using float-
ing point numbers. They are stored as linear RGB (not gamma corrected)
but the luminance values, which can be computed using Equation 2.5, are
usually relative and do not correspond to the real world luminance values.
One of the first formats introduced for storing HDR content was the Ward
RGBE format [Gre91] (.hdr or .rad extension) which was initially used
to store radiance values from rendered scenes. It uses 8 bits per channel,
but introduces a fourth channel E for the exponent of the RGB values
(which are assumed to be close, hence they share an exponent), effectively
using 32 bits instead of 24 for each pixel. The format can also use the
XYZE encoding. The compression used is run-length encoding, which uses
a count-value strategy to represent repeated consecutive values [Rei+10].

A more recent HDR image format, the OpenEXR (.exr extension
- EXtended Range), developed by Industrial Light & Magic (ILM), uses
16 bit half-float precision for each of the three channels but also supports
32 and 24 bit per channel encodings. This results in larger file sizes than
the .hdr format but can represent content much more accurately. The
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EXR format uses the PIZ lossless wavelet compression [Rei+10]. The
JPEG-HDR encoding uses a tone mapped version of the original, along
with a grey-scale ratio image to lossy compress the HDR image.

2.2.3 Display

The final stage of the HDR pipeline is the display of the captured or
stored content. For the display of any type of content, be it LDR or HDR,
there needs to be some adaptation, particularly of the dynamic range
and contrast, such that an accurate and perceptually preferred viewing
experience is achieved.

LDR Displays

LDR Content is linearised (if it was gamma encoded) and its colour space
is adapted according to the display specifications. Its range is matched
to that of the display, so there is no adaptation in terms of contrast or
dynamic range. A gamma correction curve is applied, again depending on
the specifications. Most displays are created with a specific colour space
as a specification and vice versa. DR Content needs to be altered to fit
the dynamic range of the display. This requires for information to be
removed from the HDR image. There are multiple ways to remove this
information, each one resulting in a different viewing experience. These
methods are called Tone Mapping Operators (TMOs) and are discussed
in more detail in Section 2.3.

HDR Displays

LDR Content must be mapped to match the dynamic range of the screen
via some EO. These are introduced and discussed in more detail in
Section 2.4. HDR Content needs to have its dynamic range adapted to
match that of the display, depending on the level of mismatch. This case
is essentially the same as that of HDR content being displayed on an LDR
display (just one with a wider range), since no display can match the

17



2. High Dynamic Range Imaging

(theoretical) real world lighting that HDR content can encode.

2.3 Tone Mapping

Tone mapping is the process of reducing the dynamic range of an image for
display. Dynamic range reduction is performed by compressing, clipping
or quantising the range or most commonly via a combination of the three.
Multiple TMOs have been introduced, each one focusing on different
aspects of the problem, but in general, these operators can be categorised
as either global or local [Ban+17]. Global operators perform an operation
on all pixels in the same fashion, whereas local operators adjust the
operation given local context of the specific pixel neighbourhood. Local
operators may depend on local properties, for example average contrast,
or frequency aspects, for example if an edge exists (detail) or not.

There are multiple properties to consider when tone mapping an
image, for example how global and local contrast is preserved, the average
image brightness, as well as the tonal contrast between different colours.
In the case of 8-bit precision, which is the most commonly used LDR
format, the operation is defined as follows:

ITM = fTM(IHDR), where fTM : R+ → [0, 255] (2.13)

where IHDR is the HDR content, ITM is the resulting tone mapped image
and fTM is the TMO. In most algorithms the image luminance, LHDR, is
first computed by taking the Y channel from the CIE XYZ colour space,
using Equation 2.5 or a variation of it, depending on the colour space of
the LDR input. The tone mapped single channel luminance, LLDR, of
the result is then computed, which is used to scale all three RGB input
channels: 

R

G

B


TM

=
LLDR

LsHDR


R

G

B


s

HDR

(2.14)
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where s ∈ (0, 1] is a factor affecting colour saturation. For display, or
storage of the result, a gamma encoding is applied and the tone mapped
image is quantised and clipped at the two ends (0, 255).

ILDR = bclamp(ITM, 0, 255)γc (2.15)

The simplest way to tone map is to use a linear function. This is a
global operation and is equivalent to taking a single exposure from the
HDR image, as a camera would from a real scene (assuming a linear CRF):

LTM = eLHDR (2.16)

where the factor e adjusts the exposure level. When the number of well
exposed (non clipped) pixels is maximised, then e is called automatic
exposure. Debattista et al. [Deb+15] propose the selection of e such that
the information loss due to the clipping and quantisation of the HDR
histogram is minimised, in which case e is termed the optimal exposure.

Drago et al. [Dra+03] introduce a global adaptive logarithmic func-
tion which adjusts luminance in logarithmic space with the logarithm
base adapted according to the luminance of the given pixel. Logarithmic
spaces better correspond to the HVS sensitivity to brightness. The dis-
play adaptive operator by Mantiuk et al. [MDK08], takes into account
the specific characteristics of the target display (e.g. LCD, OLED or
e-paper) such that visible contrast distortions are minimised, while the
photographic tone reproduction operator (PTR) [Rei+02] uses practices
from photography for improved depiction of tone.

The operator by Durand and Dorsey [DD02] adapts the contrast in
two frequency domains, a detail and base domain, through the use of the
bilateral filter [TM98]. This decomposition allows to adjust and preserve
local contrast along with reducing global contrast in a more efficient way,
with less distortions, compared to the low curvature image simplifier
(LCIS) filter method proposed earlier by Tumblin and Turk [TT99], that
simulates anisotropic diffusion using a partial differential equation.

Fattal et al. [FLW02] process dynamic range in the gradient domain,
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by attenuation of large gradients, i.e. high local contrast, formulating the
process as a solution to the Poisson equation. Mantiuk et al. [MMS06]
introduce contrast mapping, focusing on minimal information loss due to
saturation, while preserving local texture detail, similarly to the gradient
domain method, however taking into account the HVS perception for
the compression curve. Ledda et al. [LSC04] propose an operator using
a local model of eye adaptation based on physiological data. Another
operator that takes into account the HVS is introduced by Reinhard et
al. [RD05], inspired by photoreceptor physiology. The resulting LDR
image is computed by modelling the adaptation of cones to different levels
of luminance.

HDR video is more difficult to tone map since there is an additional
time correlation in effect. Tone mapping video sequences using a simple
frame by frame approach frequently exhibit artefacts, for example bright-
ness flickering [Boi+14a]. The operator by Pattanaik et al. [Pat+00] uses
a time-adaptation based on the HVS. Ramsey et al. [RJH04] adapt the
PTR TMO [Rei+02] to be temporally smooth in terms of luminance.
Boitard et al. [Boi+12] propose a post-processing step that also addresses
object incoherency and brightness incoherency besides temporal flickering.
The method is then improved [Boi+14b] by processing different segments
of the image luminance separately. Eilertsen et al. [EMU17] provide a
comprehensive comparative review of video TMOs.

Tone mapping is a forward, well-defined problem, whose solution
varies depending on the constraints of the user, for example HVS response
or display properties. Reconstructing HDR signals from LDR is the inverse
version of this problem is discussed in the next section.

2.4 Dynamic Range Expansion

EOs, also known as inverse or reverse tone mapping operators, attempt to
generate HDR content from LDR content. EOs can generally be expressed
as:
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ĨHDR = fEO(ILDR), where fEO : [0, 255]→ R+ (2.17)

where ĨHDR is the expanded HDR content and fEO is the EO. In this
context, dynamic range expansion could be considered an ill-posed problem
since there is no unique solution. The missing information that needs
to be recovered could have been one of many valid forms, for example a
single exposure image with over-exposed sky could have had clouds or
clear blue skies.

A variety of methods have emerged that attempt to tackle the issue.
Most non-learning based EOs follow some, or all of five steps [Ban+17].
First, the LDR image is linearised, via the removal of gamma correction
and the application of inverse CRFs. An example of this is the method
introduced by Farid [Far01] that uses spectral analysis to establish the
type of gamma correction based on the added harmonics that it introduces,
to establish an inverse gamma correction curve for linearisation.

Then the range of well-exposed, non-saturated areas is expanded
via some function, locally or globally, depending on the algorithm. The
expansion is computed on the linearised single-channel luminance, which
is ultimately used to scale all three channels. At this point, as an addi-
tional step, some methods attempt to reconstruct badly-exposed areas as
well. The final two steps attempt to reduce artefacts due to quantisation
or compression, and apply colour-corrective algorithms that might be
necessary due to partial saturation of one of the three RGB channels.

The majority of EOs, similarly to TMOs, can be broadly divided
into two categories: global and local methods [Ban+17]. The following
sections discuss these methods in more detail.

2.4.1 Global Methods

Global methods use a straightforward function to expand the content
equally across all pixels. One of the first of such methods was the technique
presented by Landis [Lan02] that expands content for displaying on an HDR
display based on power functions. Given a (linearised) LDR luminance
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channel, LLDR, the expanded luminance, L̃HDR, is given by:

L̃HDR = LLDR +


(
L̃max

HDR − 1
)(

LLDR−R
1−R

)α
LLDR if LLDR > R,

0, otherwise
(2.18)

where L̃max
HDR is the maximum display luminance. R is a parameter

thresholding the expansion set to 0.5, and α is a parameter that con-
trols the stretching of the expansion.

Akyüz et al. [Aky+07] proposed a method that uses a linear trans-
formation with a gamma correction to expand single exposure. The EO is
defined as:

L̃HDR = L̃max
HDR

(
LLDR − Lmin

LDR

Lmax
LDR − Lmin

LDR

)γ
(2.19)

where L̃max
LDR and L̃min

LDR are the minimum and maximum luminance values
of the LDR image. The choice of γ was evaluated using a subjective
experiment. The value γ = 1.0 was found to be the preferred one over 2.2
or 0.45, suggesting a linear transformation might be sufficient.

Another global method by Masia et al. [Mas+09; MSG17] proposes
a multi-linear model for estimation of a gamma value. The expansion is
done similarly to the method by Akyüz et al. The model was developed
using a subjective experiment where participants were asked to choose a
preferred gamma value manually. They note that gamma expansion might
boost noise, and suggest the use of bilateral filtering to remove noise.

2.4.2 Local Methods

Local methods typically expand LDR content to HDR through the use of
an analytical function to expand the range, which unlike global methods,
might depend on local image neighbourhoods. The approach is equivalent
to the local tone mapping methods discussed in Section 2.3, only targeted
for the inverse problem. These methods also use a locally dependent
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expand map.
The ITM method introduced by Banterle et al. [Ban+06], initially

expands the range by applying the inverse of the PTR TMO [Rei+02],
although any other invertible TMO could be used. A smooth low frequency
expand map is generated by selecting a constellation of bright points and
expanding them via density estimation (importance sampling). The
resulting luminance is computed by interpolating between the expanded
luminance, LITM, that was computed via the inverse TMO, and the LDR
image luminance, LLDR, as follows:

L̃HDR = ELITM + (1− E)LLDR (2.20)

where E is the expand map. The role of the expand map is to to avoid
quantisation errors that would arise via inverse tone mapping only and
also reconstruct content in over-exposed areas of the image.

The method by Rempel et al. [Rem+07] also uses an expand map,
termed brightness enhancement function (BEF). However, this is computed
through the use of a Gaussian filter in conjunction with an edge-stopping
function to maintain contrast. The BEF is mapped to the range [1, 4] and
is used to directly scale the linearised luminance.

Kovaleski and Oliviera [KO14] extend the work of Rempel et
al. [Rem+07] by changing the estimation of the BEF. In this method, the
BEF is calculated by applying a cross bilateral filter on the LDR input
luminance and a binary map that indicates the saturated pixels. This
results in fewer distortions than the method by Rempel et al. [Rem+07].
Subsequently, Huo et al. [Huo+14] further extended these methods by
removing the thresholding used by Kovaleski and Oliviera that was used
to compute the saturation binary map.

Classification based methods such as by Meylan et al. [MDS06;
Mey06] and Didyk et al. [Did+08], operate on different parts of the image
by classifying these parts accordingly, for example into diffuse and specular
areas. The classification is performed via thresholding and filtering in
the first method, or by a support vector machine classifier which is also

23



2. High Dynamic Range Imaging

corrected by a user in the second. A method that includes inpainting
of missing content is proposed by Wang et al. [Wan+07]. It is partially
user-based, where the user adds the missing information on the expanded
LDR image. Kuo et al. [Kuo+14] attempt to automatically produce
inpainted content, by using textures that are close to over-exposed areas.
It is however limited in the type of content; the neighbouring textures
must be matching and must be of only one single type. Recently, deep
learning based EOs have been introduced as well. These are reviewed in
the next chapter.

2.4.3 Discussion

The methods presented above attempt to recover the original HDR image
either by using global functions, for example gamma curves or simply
linear stretching of the linearised luminance, or by the combination of
some inverse tone mapping operation with a smooth expand map to
reduce noise and artefacts. Banterle et al. [Ban+09a] provide a detailed
review of some of these methods. Subjective experiments comparing
the quality of different methods have also been performed [Ban+09b;
Aky+07; Mas+09]. The linearisation in many cases is assumed, or is
estimated using heuristics, for example Fourier domain correlations as
in method proposed by Farid [Far01]. Most methods require adjustment
of parameters, something that often requires expertise from the user. In
addition, some only produce sufficient results for well behaved inputs, and
nearly all methods are not data-driven and have a high modelling bias.
Finally, most existing EOs find it difficult to handle badly-exposed LDR
content.

2.5 Evaluation

A variety of methods can be used to quantitatively assess the performance
of an image transformation model. In the case of EOs and for the pur-
poses of this work, the comparison is performed between an HDR image
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2. High Dynamic Range Imaging

prediction, Ĩ, and a ground truth HDR target, I of the same content.
The most straightforward measure of dissimilarity is the PSNR of the two
images. Similarly to Equation 2.8:

PSNR(Ĩ , I) = 20 log10

 Lmax√
1
N

∑N
i=1

(
Ĩi − Ii

)2
 (2.21)

where Lmax is the maximum luminance of the target image and the
denominator is the root mean squared difference of the two images. Higher
PSNR values signify smaller pixel-wise differences on average between the
two images.

While PSNR captures pixel-wise differences, it does not encode image
contrast and similarities in local image neighbourhoods. The Structural
Similarity Index Metric (SSIM) takes into account local structure and
contrast:

SSIM(Ĩ , I) =
∑
k

l(Ĩk, Ik)
αc(Ĩk, Ik)

βs(Ĩk, Ik)
γ (2.22)

l(x, y) =
2µxµy + c1
µ2
x + µ2

y + c1

c(x, y) =
2σxσy + c2
σ2
x + σ2

y + c2

s(x, y) =
σxy + c3
σ2
xσ

2
y + c3

(2.23)

where k denotes a local neighbourhood of pixels in both images, µ is the
mean, σ is the standard deviation, and c1, c2 and c3 are small constants.
The exponents α, β and γ adjust the luminance, l, contrast, c and structure
s components of the metric respectively. Usually α = β = γ = 1 and
the original implementation of the metric uses local neighbourhoods of
size 11 × 11 [Wan+04]. The Multi-Scale version of the metric (MS-
SSIM) [WSB03] performs the same computations for the three components
multiple times by iteratively resizing the image and then combining them
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2. High Dynamic Range Imaging

to form the final single value of the metric.
The operators above are defined for and applied to gamma corrected

LDR 8-bit images and cannot be directly applied to HDR images. For
HDR image comparisons, the metrics can be adjusted to take into account
perceived image quality by performing a global Perceptual Uniformity
(PU) encoding on the inputs, introduced by Aydin et al. [AMS08]:

M̃(Ĩ , I) = M(fpu(Ĩ), fpu(I)) (2.24)

whereM is the LDR metric, fpu is the PU encoding and M̃ is the adjusted
metric.

Based on the Visual Difference Predictor (VDP) model [Dal92], that
predicts the degree of noticeable differences between two images by taking
into account the HVS, Mantiuk et al. [Man+05] introduced the HDR-VDP
metric. The metric takes into account the physiology of the eye and the
interaction of light with the lens and retina of the eye, as well as the
response of the photoreceptors. The latest version of the metric [Nar+15],
HDR-VDP-2.2, improves on some parameters and is recalibrated based
on more datasets.

2.6 Summary

This chapter presented an overview of HDR Imaging and the various stages
of the HDR pipeline. The process of tone mapping for display of HDR
content was also presented, followed by an overview of the dynamic range
expansion problem, which is the main focus of this thesis, and the various
methods that have been proposed for addressing it. The following chapter
presents an overview of deep learning and its use in imaging applications
and in particular HDR.
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Chapter 3

Deep Learning

This chapter presents background theory deep learning followed by an
overview of the literature regarding the use of neural networks in HDR
Imaging. Section 3.1 provides an overview of deep learning followed
by a presentation of neural networks in Section 3.2 and optimisation
in Section 3.3. CNNs are presented in Section 3.4 followed by GAN in
Section 3.5. Section 3.6 presents applications of deep learning for HDR
imaging and relevant literature.

3.1 Introduction

Deep learning is a sub-discipline of Machine Learning, which at its core
is applied Statistics and Probability theory. From a Computer Science
perspective, Machine Learning is a set of statistical tools that help create
programs by incorporating learned patterns from data, instead of hard-
coded instructions by a programmer as illustrated in Figure 3.1. This is
particularly useful in situations where the task at hand is hard to describe
using a programming language. For example, in image classification tasks
for computer vision, it is hard (or virtually impossible) for a programmer

Figure 3.1: Comparison of traditional computing and ML based computing
workflows. In ML, the “program” is the model, trained using sample data.
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3. Deep Learning

to devise a set of instructions that will make a computer program decide if
there is a cat in a given image or not, given that the only thing a computer
can “understand” is numeric pixel values.

What differentiates deep learning from other ML tools is its use of a
specific set of models, namely neural networks. Neural networks are power-
ful parametric functions that can fit large and complex datasets [Sch15].
Training a neural network requires large amounts of data and computa-
tional resources. Advances in hardware and specifically the improvements
in Graphics Processing Units (GPUs), along with the creation of large
datasets gave prominence to the use of neural networks for a variety of
tasks, including Natural Language Processing (NLP) [HM15], Computer
Vision (CV) [LBH15] and image processing [XXC12]. The next section
describes neural networks in more detail.

3.2 Neural Networks

Inspired by biological neural networks, and the way electrical signals
between neurons are propagated, the perceptron model [Ros58] has been
introduced for single output binary classification. Given an input feature
vector of u dimensions x ∈ Ru, the scalar binary output ŷ is given by:

ŷ = f(x) = H(wTx + b) (3.1)

where w ∈ Rn is a vector of learnable weights and b is a learnable scalar
bias. H is the Heaviside step function (also known as the hard-sigmoid
function):

H(z) =

1, if z > 0

0, otherwise
(3.2)

H can be thought of as an activation function, in the sense that it only
propagates a signal (the value 1) when the linear combination of its inputs
is higher than the (negative) threshold bias, i.e. wTx > −b. Multiple
other activation functions can be used, and are discussed in Section 3.2.2.
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3. Deep Learning

This model can be generalised for a vector output of v dimensions, ŷ ∈ Rv,
by stacking multiple perceptrons together, i.e. by making the learnable
vector weights and scalar bias be a matrix W ∈ Rv×u and a vector b ∈ Rv:

ŷ = f(x) = H(Wx + b) (3.3)

with the activation H now being applied separately on each of the v
dimensions of the output vector.

Multiple (multivariate) perceptrons can be composed to form the
so called multilayer perceptron, which is most commonly referred to as a
feed-forward neural network, or simply a neural network. The activation
function can in principle be any non-linear scalar function, the choice of
which can depend on factors independent of the neural network model,
including the optimisation procedure and the data distribution.

Thus, a feed-forward neural network is a parametric function com-
posed of multiple layers of non-linear transformations. A network with a
depth of D layers can be expressed as follows:

fNN (x) = (lD ◦ lD−1 ◦ · · · ◦ l2 ◦ l1)(x) =
D

©
i=1
li(x) (3.4)

where li is the ith layer of the network and ◦ is the composition operator.
Each layer accepts the output of the previous layer, hi−1, and applies a
linear mapping followed by a non-linear activation α:

hi = li(hi−1) = α(Wihi−1) (3.5)

where hD is the network output and h0 = x. The intermediate layers
are often referred to as the hidden layers, since their outputs have no
direct correspondence to any interpretable variables from the dataset, or
any data statistics. The size of the hidden layers (the number of stacked
perceptrons at that layer) is often referred to as the width of the network.
The bias, b, is folded in the weight matrix and x for ease of notation.
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3.2.1 Width and Depth

The universal approximator theorem [Hor91] states that a single layer
neural network with a bounded continuous activation can approximate any
scalar real valued continuous function over a compact space to arbitrary
precision, given enough (finite) hidden units. A consequence of the theorem
is that increasing the width of a network increases the expressive ability of
the network. However, increasing the width requires larger weight matrices
Wi something that can be computationally prohibitive. In addition, the
guarantees of the universal approximator theorem are for an exponentially
bounded number of hidden units [Lu+17].

Cohen et al. [CSS15] prove that “besides a negligible set, all functions
that can be implemented by a deep network of polynomial size, require
exponential size in order to be realised (or even approximated) by a shal-
low network ”. This provides theoretical justification on why deep but
(relatively) thin networks can be more expressive than shallow but wide
ones, hence why deep neural networks are so successful. However, there
is no theoretical foundation for determining the exact number of layers
and the width of each layer. The width and depth parameters referred
to as hyperparameters, to differentiate from the learnable weight and bias
parameters. The choice depends on the specific problem at hand as well
as computational and memory restrictions. Empirically, small changes in
width and depth do not change the result by much [TL19].

3.2.2 Activations

The activation function needs to be non-linear, otherwise any network
would be equivalent to a linear transformation, since compositions of
multiple linear functions are equivalent to a single linear function. Tradi-
tionally, the sigmoid and scaled sigmoid (hyperbolic tangent) functions
are used as activations, which produce outputs in the (0, 1) and (−1, 1)

ranges respectively:
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sigm(x) =
1

1 + e−x
(3.6)

tanh(x) =
ex − e−x

ex + e−x
(3.7)

The derivatives of these functions approach zero as |x| gets larger,
which leads to the vanishing gradient problem for deep networks. The
gradient signal that is backpropagated for the optimisation step, is pro-
portional to the derivative of each activation it is propagated through.
When it reaches the earliest layers of the network, its magnitude is reduced
dramatically, which causes the parameter updates from Equation 3.19 to
be extremely small, essentially halting the optimisation process.

Glorot et al. [GBB11] demonstrated the effective use of the Rectified
Linear Unit (ReLU) which alleviates the effects of the vanishing gradients :

ReLU(x) = max(0, x) =

x, if x > 0

0, otherwise
. (3.8)

ReLUs can sometimes deactivate some units/perceptrons such that
they never propagate a signal, a phenomenon referred to as the dying
ReLU problem. Multiple variations of the ReLU attempt to address this
problem, including the Leaky ReLU [MHN13] which allows negative values
through with a small slope λ:

LReLU(x) =

x, if x > 0

λx, otherwise
(3.9)

where λ = 0.01 or in some other variations λ = 0.2 [RMC15]. The
Parametric ReLU [He+15] adds λ to the parameter set to be learned
during optimisation. The Exponential Linear Unit (ELU) [CUH15] uses a
smoother exponential curve for the negative values, which also provides
continuity for the derivative at zero:
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ELU(x) =

x, if x > 0

α(ex − 1), otherwise
(3.10)

3.2.3 Normalisation

Even though the ReLU family of activations can alleviate the vanishing
gradient problem, the training of neural networks is still slow and sens-
itive to weight initialisation. The introduction of Batch Normalisation
(BN) [IS15] has allowed for faster convergence by stabilising training when
using higher learning rates. The BN module keeps track of batch statist-
ics of the activation inputs, x, of each layer (if used at that layer) and
attempts to normalise them to follow a unit normal distribution:

BN(x) = γ
x− E[x]√

Var[x]
+ β (3.11)

where γ and β are optional learnable scalar parameters which learn a
linear scaling of the transformation. At training time E[x] and Var[x] are
estimated using batch statistics (sometimes termed training mode), while
at inference time the tracked statistics over the whole dataset are used
(termed evaluation mode). A variation of BN, Instance Normalisation
(IN) [UVL16] relies only on single sample statistics, and was found to
improve style transfer results:

BN(xi) = γ
xi − E[xi]√

Var[xi]
+ β. (3.12)

Each sample is normalised using its own statistics, both at training and
inference times.

3.2.4 Residual Networks

He et al. [He+16a] introduced the idea of residual connections which allow
for the training of very deep networks, of up to 1,000 layers deep, which
in turn boost network performance. Residual modules can be formulated
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as follows:

res(x) = F(x) + x (3.13)

where F is a standard combination of neural network layers. This design
allows for better gradient propagation through the “shortcut” connection
+x.

3.3 Learning via Optimisation

All statistical models “learn” from data by fitting an objective function to
the dataset under consideration using some form of optimisation algorithm.
The optimisation algorithm is selected based on the nature of the model,
the data and the type of problem to be solved. The main two categories
of learning that are relevant to dynamic range expansion are supervised
and unsupervised learning problems.

Supervised problems target conditional data distributions where the
dataset exhibits an input-output correspondence. The model describes
the relationship between the input features and targets. Regression and
classification problems fall into this category. Given a dataset D =

{(xi,yi)}N of N datapoints, with inputs x ∈ Ru and outputs y ∈ Rv, the
modelM attempts to approximate the conditional distribution:

M (x) = p (y|x,D) . (3.14)

A parametric model f , e.g. a neural network, with a parameter vector
θ ∈ Rq of q dimensions, explicitly models the relation:

ŷ = f (x,θ) (3.15)

where ŷ is the model prediction and θ is the flattened parameter set:

θ =
{
Wi,bi : ∀i ∈

[
1, D

]}
. (3.16)

In a Bayesian setting, the parameters θ are drawn from a distribu-
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tion which is learned from the data, thus inducing a distribution on the
prediction ŷ as well. The frequentist approach, which is the one followed
in this work, attempts to find a single parameter set θ which approximates
the Maximum Likelihood Estimation (MLE), which is equivalent of the
Bayesian Maximum A Posteriori (MAP) prediction in the case of large
datasets and under some mild assumptions.

In a supervised setting, the objective function to be optimised is
formulated using the predictions and the targets, over the whole dataset. In
deep learning applications, the objective is most commonly a differentiable
loss function L which is minimised to provide the optimal parameter set
θ̂:

θ̂ = argmin
θ
L (M,D,θ) (3.17)

L (M,D,θ) =
N∑
n=1

Ln (yn, fNN (xn,θ)) . (3.18)

Neural networks are differentiable functions. This allows for the
use of derivative-based optimisation algorithms, most notably gradient
descent. Gradient descent iteratively approximates the minimal point θ̂:

θ̂j+1 = θ̂j − η∂θL (3.19)

where θ̂0 is a randomly initialised set of parameters and η is the learning
rate, a hyperparameter that adjusts the optimisation procedure. The higher
the learning rate, the faster the convergence, but also the more unstable
the optimisation. Very high learning rates can hamper performance or
might cause the procedure to not converge at all.

The loss, L, is a function of the whole dataset. Thus, for a single
optimisation step, the derivative with respect to all the datapoints needs
to be computed. This is computationally prohibitive for large datasets
with large feature vectors, which is the case for imaging problems. A
more approximative stochastic gradient descent (SGD) procedure is thus
followed, where each step is minimising a partial loss ∂θL̃, computed only
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using a subset of datapoints such that ∂θL̃ ≈ ∂θL. This subset is called
the mini-batch or just batch. The batch size is yet another hyperparameter
that affects the optimisation and the end result. Image transformation
problems are formulated as regression problems and the loss function
is usually a distance metric between the prediction and the target, for
example the L2 (Euclidean) distance or the L1 (Manhattan) distance.

Using the chain rule of differentiation one can derive an expression
for the weight updates required in Equation 3.19:

∂θL = ∂θ

N∑
n=1

Ln (yn, fNN (xn,θ)) (3.20)

=
N∑
n=1

∂fNN
Ln (yn, fNN) ∂θfNN (xn,θ) (3.21)

The gradient of the network with respect to its parameters, ∂θfNN ,
is computed using the backpropagation algorithm [RHW+86]. Modern
deep learning libraries, e.g. PyTorch [Pas+17] or TensorFlow [Aba+16]
implement backpropagation using automatic differentiation techniques.

3.4 Convolutional Neural Networks

Using neural networks as presented in Section 3.2 is prohibitive for imaging
problems, for example image classification or image translation, due to
the dimensionality of the input images. A small colour image of size
3× 64× 64 requires a dense matrix multiplication layer of (3× 64× 64)2 =

150, 994, 944 parameters to represent a single layer linear transformation.
This computational and memory overhead gave prominence to the use
of convolutional layers [LeC+98] to replace the dense linear layers of
standard feed-forward neural networks for imaging problems.

A CNN consists of convolutional layers, ci, which use sparse para-
meter matrices with repeated values, to replace the dense matrices from
Section 3.2. The sparsity and repetition structure is such, so that the
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Figure 3.2: Illustration for the equivalence of convolution and matrix
multiplication in one dimension. Convolutions reduce the number of
weights from O(N2) to O(N) (sparse) by inducing sparsity and then
further reduce it to O(1) by repetition.

linear product can be expressed as a convolution, ∗, between a learnable
parameter filter w̃ and the input to the layer.

ci(oi−1) = α(w̃i ∗ oi−1) (3.22)

Figure 3.2 shows an example of how sparsity and repetition in matrix
multiplication is equivalent to a convolution. This formulation is analogous
for higher dimensions (also considering that high dimensional arrays can be
flattened to one dimension). In the scope of this work, images and hidden
layers of CNNs are three-dimensional arrays (channels/features × height ×
width). The parameter matrices are unfolded into four-dimensional arrays1

to match the dimensionality of the layer inputs and outputs without having
to flatten them to one-dimensional arrays.

The parameter arrays are of size hout × hin × kh × kw, where hin and
hout are the channel sizes of the input and outputs of the layer respectively.
kh and kw are the sizes of the convolution kernels in the two spatial
dimensions. For image processing CNNs, the convolutions are usually
performed on the width and height dimensions, while the third dimension
is fully connected (dense tensor dimension).

Convolutional layers are extremely suitable for images since they
exploit local spatial correlations and symmetries, and dramatically reduce
the number of learnable parameters compared to fully connected networks.
They closely resemble traditional imaging filters, for example the Sobel

1often incorrectly referred to as Tensors, even though strictly are Holors [MS05].
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filter [BT88] which are sometimes learned automatically in the first layers
of a CNN [KSH12]. Convolutional layers also allow for efficient implement-
ations on GPUs [Sch15], making use of fast approximation algorithms e.g.
the fast Fourier transform and the massive parallelisation capabilities of
GPUs. In addition, fully-convolutional networks, i.e. networks that consist
of only convolutional layers, are independent of input/output size and can
be applied to images of any size.

Figure 3.3: Autoencoder architectures are composed of an encoder (red),
decoder (green) and a bottleneck that connects them. In this case the
encoder downsamples four times, reducing resolution while increasing the
feature size, while the decoder does the reverse.

3.4.1 Autoencoders and UNets

Even though CNNs use less computational and memory resources than
fully connected networks, they are still prohibitive to use for imaging prob-
lems if the networks are very deep and the images are of high resolution.
To reduce the computational and memory overheads most architectures
make use of downsampling layers to reduce the spatial resolution and
perform the bulk of the network computations at lower resolutions. Down-
sampling can be done using a variety of methods, including max-pooling,
average-pooling and strided convolutions. Strided convolutions are equi-
valent to the standard convolutions, but they instead skip pixels as they
raster scan their input (standard convolutions are of stride 1). The lower
resolution feature maps can be upsampled back to full resolution by the
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Figure 3.4: The UNet architecture uses skip connections that propagate
information from the encoder to the decoder directly, thus preserving
detail that is lost due to downsampling, leaving more capacity for the
lower levels to encode different types of information.

use of upsampling layers. Upsampling layers include the learnable trans-
posed convolutions2 [LSD15], or more traditional upsampling algorithms
like nearest neighbour or bilinear interpolation. Transposed convolutional
layers are equivalent computationally to the operations performed when
normal convolutional layers are backpropagated for the gradient computa-
tions.

Figure 3.3 shows an example of the frequently used autoencoder
architecture, consisting of an encoder and a decoder part. The encoder
uses downsampling and convolutional layers to produce a low resolution en-
coding of the input, which is then upsampled and processed by the decoder
to produce the final output. Autoencoder architectures are commonly
used for compression, with the encoding being the compressed version of
the input and the decoder reconstructing the input by decompressing the
encoding.

Ronneberger et al. [RFB15] introduce skip-connections to the au-
toencoder architecture, as seen in Figure 3.4 to form the UNet architecture.
While initially used for semantic segmentation, the UNet architecture has
since become ubiquitous for image transformation problems [Iso+16b;
Zhu+17a; Eil+17; Zhu+17b]. The skip connections concatenate the en-

2Sometimes incorrectly referred to as deconvolutional layers.
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coder with the decoder features at each level bypassing the lower levels
of the encoder. This helps to better propagate details of the input to
the output without having to learn to encode them, thus allowing for the
lower levels to better encode global features. In addition, skip-connections
better propagate gradients from the outputs to the earlier encoder layers
leading to better optimisation and faster convergence.

3.5 Generative Adversarial Networks

In cases when the data has no input-output correspondence, it is modelled
using unsupervised techniques, which usually attempt to learn the joint
distribution of the data. One such technique, GAN, was introduced by
Goodfellow et al. [Goo+14]. The GAN framework attempts to map a
known distribution that can be easily sampled, for example a Gaussian,
to that of the data using a neural network. When converged, the neural
network can be used to generate samples from the data distribution using
inputs sampled from the known distribution, hence the generative aspect
of the method.

The optimisation procedure involves two networks, the generator
and the discriminator, which are used to optimise two competing losses,
in what can be viewed as a two agent minimax game. The discriminator
is optimised such that it can differentiate between real data samples and
fake generated samples from the generator, while the generator attempts
to minimise the discriminator’s performance at recognising fake generated
samples. Given a generator network, G, and a discriminator network D,
the optimisation is defined by:

VGAN(D,G) = min
G

max
D

Ex [log(D(x))] + Ez [log(1−D(G(z)))] (3.23)

where x are samples from the data distribution, pD(x), and z are samples
from a known distribution pz(z). The objective is equivalent to the cross
entropy of a binary classifier, with a probability density function equal to
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D. Essentially, D is trained as a classifier to distinguish real from fake
samples.

It can be shown that if D is optimal, then the objective is equivalent
to minimising the Jensen-Shannon divergence (JSD), DJS, between the
data distribution, pD, and the distribution induced by the generator, pG(z):

DJS(pD(x), pG(z)) =
1

2
DKL (pD(x), q) +

1

2
DKL (pG(z), q) (3.24)

where q = 1
2
(pD(x) + pG(z)) and DKL is the Kullback-Leibler (KL) diver-

gence (relative entropy):

DKL(p, q) = Ep [log(p(x))− log(q(x))] (3.25)

which given two distributions p and q, measures the expected information
difference between them under the p distribution measure. Given a
divergence minimisation approach, a multitude of GAN variants have
been proposed, including Wasserstein GAN (WGAN), f-GAN [NCT16]
and Info-GAN [Che+16] each one proposing alternative objectives, VGAN,
for Equation 3.23.

The above methodology can also be applied to model conditional
distributions [MO14]. In this case, the objective VGAN from Equation 3.23
can be modified to model a conditional data distribution, pD(x|y) as
follows:

VGAN(D,G) = min
G

max
D

Ex [log(D(x|y))] + Ez [log(1−D(G(z|y)))]

(3.26)
This formulation is relevant to dynamic range expansion, and image
translation problems in general, since the mapping from LDR to HDR
can be modelled as a conditional distribution p(IHDR|ILDR).

Viewing GAN from the perspective of the generator network, then
the discriminator is equivalent to a loss function which the generator is
minimising. From this perspective, the discriminator is a learned loss
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function, something very useful in cases when a loss function does not exist
or is hard to formulate, for example in image generation problems when
there is no loss function that fully characterises what is an image or not
(and is differentiable for SGD). In the case of GAN, the discriminator learns
this loss function on the fly. In practice, the weights of both networks are
updated sequentially using backpropagation and the methods presented
earlier. In some cases updating the discriminator more frequently helps
reach a better optimum, but that largely depends on the objective and
other hyperparameters.

Perceptual Loss

Even though not directly a GAN based loss, the perceptual loss, initially
used for for style transfer [JAF16], is a CNN feature based loss, similar to
the loss provided by the discriminator to the generator. The loss measures
the distance of two images in the feature spaces of layer activations of a
pre-trained classification CNN. Given a pre-trained CNN with layers φi,
the perceptual loss of two images, x and y, is given by:

Lperc(x, y) =
N∑
i=1

siL(φi(x), φi(y)) (3.27)

where si are scale factors normalising each layer according to its dimensions
and L is a scalar distance measure. The first 5 layers of a pre-trained
VGG [SZ14] network are usually used along with the L1, or L2 distance
as the feature distance.

Feature Matching Loss

Wang et al. [Wan+18] introduced a loss similar in concept to the perceptual
loss but instead of a pre-trained network’s features, it uses the features of
the discriminator network during the GAN optimisation procedure:

Lfm(x, y) =
N∑
i=1

si,DL(φi,D(x), φi,D(y)) (3.28)
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where Lfm is the feature matching loss, φi,D is the ith feature map of the
discriminator and si,D are the scale factors. This loss was found to improve
stability and quality of the results for high resolution image translation
problems.

3.6 Deep Learning for HDR Imaging

Deep learning has been extensively used for image processing problems
recently. In image-to-image translation [Iso+16b] the authors present
a method based on conditional GAN and the UNet architecture to dir-
ectly transform images from one domain to another, for example from
map images to satellite view. In an improvement to the method Cycl-
eGAN [Zhu+17a] models the translation back to the initial image space
in a consistent manner.

Many approaches have also been developed for other kinds of ill-posed
problems, including image super-resolution and upsampling [Don+16;
KLL15; YKK17] as well as inpainting/hallucination of missing inform-
ation [ISI17]. The automatic colourisation [ISI16] network, ColorNet,
converts grey scale to colour images using a CNN that uses two routes
of computation, fusing local and global context for improved image co-
herency. The approach taken in this paper deviates from the UNet type
architectures by downsampling only twice and fuses global features by
replication of a global feature vector.

In visualisation, graphics and HDR imaging, neural networks have
been used for a multitude of tasks. Satilmis et al. [Sat+17] use a neural
network to interpolate HDR environment maps for relighting outdoor
scenes. Hold-Geoffroy et al. [Hol+16] use a CNN to predict parameters
such as sun position and camera settings in order to reproduce the lighting
information from captured LDR images. Other methods target denoising
of Monte Carlo renderings [KBS15; Cha+17]. Bako et al. [Bak+17], use a
CNN to predict locally dependent kernels for the denoising task.

Zhang and Lalonde [ZL17a] predict HDR environment maps from
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captured LDR panoramas used for rendering. The method by Kalantari
and Ramamoorthi [KR17] reduces artefacts such as ghosting when fusing
multiple LDR exposures to create HDR content using a CNN. A CNN
based tone mapping approach is introduced by Hou et al. [HDQ17] which
uses a perceptual loss.

Concurrently to this work, two other deep learning approaches that
expand LDR content to HDR using CNNs have been developed. Eilertsen
et al. [Eil+17], use a UNet like architecture to predict values for saturated
areas of badly exposed content, whereas non-saturated areas are linearised
by applying an inverse camera response curve. Endo et al. [EKM17] use a
modified UNet architecture that predicts multiple exposures from a single
exposure which are then used to generate an HDR image using standard
merging algorithms.

The first method does not suffer greatly from artefacts produced from
upsampling that are common with UNet and similar architectures [ODO16]
since only areas of badly exposed content are expanded by the network.
In the latter, the authors mention the appearance of tiling artefacts in
some cases and attribute it to the use of the adversarial loss in their
ablation study. However, there are other examples in literature when fully
converged UNet like networks exhibit artefacts, for example in image-to-
image translation tasks [Iso+16a], semantic segmentation [ZL17b] and
single image super-resolution [Led+17; SSK18].

Recently, more methods attempting LDR to HDR conversion using
CNNs have been proposed. Lee et al. [LAK18] use a dilated CNN to
infer multiple exposures from a single LDR image sequentially, using a
chain-like structure, which are then fused. Moriwaki et al. [Mor+18]
propose a hybrid perceptual loss with a GAN and compare their results
with other CNN methods, including ExpandNet, the method proposed in
Chapter 5.
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3.7 Summary

This chapter has presented an overview of deep learning starting from
neural networks and learning via stochastic gradient descent. CNNs were
introduced for imaging and computer vision applications as well as GAN
for generative imaging approaches along with an overview of the literature
for deep learning for HDR imaging and dynamic range expansion. The
following chapter presents the methodology followed for the use of deep
learning for dynamic range expansion in the rest of the thesis.
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Chapter 4

Methodology

This work attempts to answer the research question of whether a deep
learning based method can be used for creating HDR content from LDR
content at a high fidelity or better than other methods. This task requires
any proposed model to recover or approximate missing information, a
challenging and not very straightforward task. Given the presentation and
discussion of the background theory and relevant methods in the previous
chapters, this chapter describes the approach taken in the remaining of the
thesis for creating such models. The choices are based on the properties
of existing neural network architectures, the specific selection of modules
within these architectures and the objectives to optimise, all in the context
of end-to-end learning and high fidelity predictions.

4.1 Motivation

This section outlines the motivation for creating an end-to-end deep
learning based solution and describes relevant properties of current CNN
solutions and how these can be used for high fidelity imaging problems.

4.1.1 Deep Learning

Models that target dynamic range expansion and more generally inverse
imaging problems, are required to add missing information to the input
in order to produce a prediction. The missing information must somehow
be encoded in the model and then extracted and applied on the input
at inference time. In non-learning based approaches this information is
hardcoded in the model by the human expert. This inherently induces
biases and is also not sufficient for most cases, since much of the lost
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(a) (b)

Figure 4.1: (a) Illustration of receptive fields. The pixel in the third layer
is dependent on a 5× 5 area of the first layer due to the two compounding
3× 3 convolutions. (b) Example of image with multiple scales of variation.
The sky is mainly composed of low frequencies and is consistent across
the image, while the trees have high frequency variations.

information is hard for a human to encode, for example scene and object
semantics. Deep learning methods bypass these limitations by directly
learning most of the necessary features from data. CNNs specifically learn
more abstract semantic information in their deeper layers. This however
does not rule out modeller bias, which in most cases is expressed in the
network architecture itself. High fidelity results, that are faithful to the
original content that is input to the models and do not introduce artefacts,
require careful design of the models based on the inherent biases of the
individual components that the models use.

4.1.2 CNNs for High Fidelity Imaging

A neural network inevitably uses convolutional instead of fully-connected
layers for end-to-end imaging problems, mainly due to the dimensionality
of the input image, as discussed in Section 3.4. This section describes
the local nature of convolutions and how that affects the end result. This
provides the motivation behind the architectural choices that are made in
the remainder of the thesis.
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Multi-scale networks and Receptive Fields

A CNN is composed of multiple layers of convolutions whose filters are
learned during optimisation. The convolution filters at a specific layer are
of size kh × kw (usually kh = kw) causing each pixel to depend only on a
small local neighbourhood of the previous layer. This local neighbourhood
is termed the receptive field of the layer with respect to the previous one.
The total receptive field of a layer is the neighbourhood of the input to
the network that affects the pixels of that layer. Anything outside of the
receptive field cannot affect that specific pixel.

In Figure 4.1(a), the second hidden layer has a total receptive field
of 5× 5. Networks with small receptive fields can lead to “patchy” outputs,
since there is no information propagated from more spatially distant parts
of the input that lie outside of the receptive field range [ISI16]. Increasing
the depth leads to an increased receptive field, but comes at a high
computational and memory cost. An effective method of increasing the
receptive field is to use downsampling layers as described in Section 3.4.1.
This not only increases the receptive field, but also lowers computational
and memory usage.

Each layer of convolutions and downsampling in the architecture
inevitably acts as a low pass filter, suppressing details and higher frequen-
cies present in the input1. For the higher frequencies to be propagated to
the output, the encoder needs to learn to encode them in the intermediate
features of the network. Image transformation models need to simultan-
eously work on multiple scales and combine local and non-local features.
For example, in Figure 4.1(b) the colour and tone of the sky slowly adapts
over the whole image (global scale - low frequency consistency) while the
tree texture changes rapidly (local scale - high frequency consistency).
This information needs to be combined and inform the final result.

UNet architectures, described in Section 3.4.1, are good at combining
local and global scales since the receptive field of their lower levels is quite

1This is unless the convolution filter only depends on the central pixel (i.e. all other
filter values are zero), or it is of size 1× 1, which does not alter the receptive field.
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large and is progressively upsampled and combined with the more local
scales in the decoder. Despite the success of UNets, the use of upsampling
layers in the decoder can cause checkerboard artefacts or blurring [ODO16],
depending on the type of layer used and the content it is applied on.
Transposed convolutions are prone to checkerboard artefacts [Iso+16a;
ZL17b], while non-learned upsampling methods can cause blurring, since
they are based on pre-defined interpolation. In addition, upsampling layers
cause information bleeding in low contrast areas, particularly ones close to
sharp boundaries, something that becomes evident in large over-exposed
areas present in LDR content. The skip connections help alleviate some
of these problems but are not sufficient as artefacts can be observed in
multiple cases of fully trained UNets, as discussed in Section 3.6.

4.2 Proposed Approach

The literature review in Chapter 2 and Chapter 3 fulfils the first objective
from Section 1.3. The introduction of new methods for objective 3, and
the performance evaluation and comparisons for objective 4 is presented
in multiple stages, in chapters 5 – 7.

First, a CNN architecture is implemented that avoids upsampling
to reduce artefacts and combines multiple scales by processing the input
on multiple branches and then fusing them together. This serves as a
demonstration of the capability of CNNs to be used for end-to-end dynamic
range expansion of well-exposed areas at a high fidelity.

Having established a baseline on the performance of CNNs for dy-
namic range expansion without the use of UNets, improvements on the
baseline in terms of quality, performance and memory use by proposing a
modification in the fusion layers of UNets, thus keeping their computational
performance while boosting the image quality of their predictions.

Finally the GAN framework is utilised for HDR hallucination, and
multiple methods are proposed and evaluated for recovering missing in-
formation in over and under exposed areas of LDR content, while also
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expanding the dynamic range of well-exposed areas. The main contri-
butions of this work are presented in chapters 5 – 7. The rest of this
section describes the approach taken in these chapters to train, validate
and compare the models presented.

Data

High fidelity predictions require high fidelity data, representative of the
data distribution that is to be modelled. A dataset of HDR images is
created in order to train the proposed CNNs for LDR to HDR transform-
ations in a supervised manner. LDR-HDR image pairs are created by
applying the forward transform (taking exposures or tone mapping the
HDR images). The HDR dataset is used to train the CNNs for dynamic
range expansion in Chapter 5 and Chapter 6, and subsequently a larger
HDR dataset is simulated from large readily available LDR datasets for
use in HDR hallucination in Chapter 7, using one of the trained CNNs.
These approaches attempt to fulfil objective 2 from Section 1.3.

Validation

The proposed models are validated by quantitatively comparing their
performance against previously proposed methods using the four metrics
described in Section 2.5 applied on the test set. Qualitative comparisons
are also used to compare features that are not directly captured by the
similarity metrics.
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Chapter 5

Multi-branch CNN for Dynamic

Range Expansion

In this chapter, a novel multi-scale CNN architecture, ExpandNet, is
presented. ExpandNet attempts to expand the range of LDR images to
create high fidelity HDR images with reduced artefacts compared to other
multi-scale architectures. Section 5.1 is an introduction to the chapter,
followed by the presentation of the proposed model architecture in 5.2.
Section 5.3 gives the training and implementation details. Results are
presented in Section 5.4 followed by a summary in Section 5.5.

5.1 Introduction

Dynamic range expansion requires features from multiple scales of the
input image to be incorporated into the model, as discussed in Section 4.1.2.
The frequently used UNet architecture, which has been used in dynamic
range expansion applications [Eil+17; EKM17], has been observed to
produce checkerboard artefacts when used for imaging applications. This
has been attributed to the transposed convolutional layers which are used
for upsampling [ODO16]. The CNN proposed in this chapter avoids the
use of upsampling layers by combining multiple scales through the use of
a multi-branch architecture.

On a local scale, one branch of the network learns how to maintain
and expand high frequency detail, while a dilation branch learns informa-
tion on larger pixel neighbourhoods. A final third branch provides overall
information by learning the global context of the input. The architecture
is designed to avoid upsampling of low resolution features, in an attempt
to reduce blocking and/or haloing artefacts that may arise from more
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straightforward approaches, for example autoencoder and UNet architec-
tures [Ben09]. Results demonstrate an improvement in quality over all
other previous approaches that were tested, including some other CNN
architectures.
In summary, the primary contributions of this chapter are:

• A fully automatic, end-to-end, parameter free method for the ex-
pansion of LDR content based on a novel CNN architecture which
improves image quality for HDR expansion.

• Results which are competitive with the other approaches tested,
including other CNN architectures applied to single exposure LDR
to HDR.

• Data augmentation for limited HDR content via different exposure
and position selection to obtain more LDR-HDR training pairs.

• A quantitative comparison of LDR to HDR expansion methods.

5.2 Model Architecture

This section describes the ExpandNet architecture in detail. The network
is designed to tackle the problem directly via a novel three branch archi-
tecture. Figure 5.1 presents an overview of the architecture. The three
branches of computation are a local, a dilation and a global one. Each
branch is itself a CNN that accepts an RGB LDR image as input. Each
one of the three branches is responsible for a particular aspect, with the
local branch handling local detail, the dilation branch for medium level
detail, and a global branch accounting for higher level image-wide features.

The local and dilation branches avoid any use of downsampling and
upsampling, which is a common approach in the design of CNNs, and the
global branch only downsamples. In image processing CNNs it is common
to downsample the width and height of the input image, while expanding
the channel dimension. This forms a set of more abstract features after
a few layers of downsampling. The features are then upsampled to the
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Figure 5.1: ExpandNet architecture. The LDR input is propagated through the the local and dilation branches, while a
resized input (256× 256) is propagated through the global branch. The output of the global branch is superposed over
each pixel of the outputs of the other two branches. The resulting features are fused using 1× 1 convolutions to form the
last feature layer which then gives an RGB HDR prediction.
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original dimensions, for example in autoencoders. As also mentioned in the
previous section, it is argued [ODO16] that upsampling, especially the fre-
quently used transposed convolutional layers [Shi+16], cause checkerboard
artefacts. Furthermore, upsampling may cause unwanted information
bleeding in areas where context is missing, for example large over-exposed
areas. Figure 5.11 and Figure 5.12 (b) and (c), discussed further in Sec-
tion 5.4, provide examples where such artefacts can arise in upsampling
networks, seen as blocking in (b) due to transposed convolutions, and
banding in (c) due to nearest-neighbour upsampling. ExpandNet avoids
the use of upsampling layers to reduce such artefacts and improves the
quality of the predicted HDR images.

The outputs of the three branches are fused and further processed by
a small final convolutional layer that produces the predicted HDR image.
The input LDR and the predicted HDR are both in the [0, 1] range.

The following subsection presents a detailed the three branches of
the ExpandNet architecture in detail, including design characteristics
for feature fusion, activation functions and the loss function used for
optimisation.

5.2.1 Branches

The three branches play different roles in expanding the dynamic range of
the input LDR. The global branch seeks to reduce the dimensionality of
the input and capture abstract features. It has a sufficiently large receptive
field that covers the whole image. It accepts the entire LDR image as
input, re-sized to 256× 256, and eventually downsamples it to 1× 1 over
a total of seven layers. Each layer has 64 feature maps and uses stride 2

convolutions which consecutively downsample the spatial dimensions by
a factor of 2. All the global branch layers use a convolutional kernel of
size 3× 3, with padding 1 except the last layer which uses a 4× 4 kernel
with no padding, essentially densely connecting the previous layer, which
consists of 4 × 4 features, with the last layer, creating a vector of 1 × 1

features.
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The other two branches provide localised processing without down-
sampling that captures higher frequencies and neighbouring features. The
local branch has a receptive field of 5× 5 pixels and consists of two layers
with 3× 3 convolutions of stride 1 and padding 1, with 64 and 128 feature
maps respectively. The small receptive field of the local branch provides
learning at the pixel level, preserving high frequency detail.

The dilation branch has a wider receptive field of 17× 17 pixels and
uses dilated convolutions [YK15] of dilation size 2, kernel 3 × 3, stride
1, and padding 2. Dilated convolutions are sparse convolutional kernels,
used to quickly increase the receptive field of CNNs at each layer without
having to use a (dense) large kernel. A total of four dilation layers are
used each with 64 features. With an increased receptive field, the dilation
network captures local features with medium range frequencies otherwise
missed by the other two branches whose focus is on the two extremes of
the frequency spectrum.

The effects of each individual branch are presented in Figure 5.2.
Masking the input to an individual branch causes the output appearance
to change, depending on which branch was masked, highlighting its role.
The local branch produces high frequency features, while the dilation
branch adds medium range frequencies. The global branch changes the
overall appearance of the output by adding low frequencies and adjusting
the overall sharpness of the image. Results, shown in Section 5.4.3, further
help to illustrate the advantages posed by the three distinct branches.

5.2.2 Fusion

The outputs of the three branches are merged in a manner similar to the
fusion layer by Iizuka et al. [ISI16]. The local and dilation outputs, which
have the same height and width as the input, are concatenated along the
feature map dimension. The output of the global network is a vector of
64 features which is replicated along the width and height dimensions to
match the dimensions of the other two outputs. The replication superposes
the vector over each pixel of the predictions of the other two branches.
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(a) Local + Dilated + Global (b) Local + Global (c) Dilated + Global

(d) Local + Dilated (e) Local (f) Dilated

Figure 5.2: Illustration of the contribution of each of the three branches of ExpandNet. These images were obtained
by masking one or more branches with zero inputs. The bottom row is produced with the global branch masked. This
causes the overall appearance of the images to be darker and sharper, since there are low frequencies missing. The middle
column masks the dilation branch, resulting in sharp high-frequency images. The right column masks the local branch
which causes most of the fine details to be lost.

55



5. Multi-branch CNN for Dynamic Range Expansion

It is then concatenated with the rest of the outputs along the feature
map dimension resulting in a total of 256 features. The concatenation
is followed by a convolution of kernel size 1 × 1 which fuses the global
feature vector with each individual pixel of the local and dilated features,
thus combining context from multiple scales. The output of the fusion
layer is further processed by a final convolutional layer with 3× 3 kernels,
stride 1 and padding 1.

5.2.3 Activations

All the layers, besides the output layer, use the Scaled Exponential Linear
Unit (SELU) activation function [Kla+17], a variation of the ELU.

SELU(z) = β

z if z > 0

αez − α if z ≤ 0
(5.1)

where β ≈ 1.05070 and α ≈ 1.67326. SELU was introduced for the
creation of self normalising (dense) neural networks and it ensures that
the distributions of the activations at each layer have a mean of zero and
unit variance. It provides a solution to the internal covariate shift problem
during training at a lower memory cost compared to the frequently used
BN layer [IS15]. The SELU unit also preserves all the properties of the
ELU, which in its turn improves on the ReLU as presented in Section 3.2.2.

The final layer of the network uses a Sigmoid activation,

σ(z) =
1

1 + e−z
(5.2)

which maps the output to the [0, 1] range.

5.2.4 Loss function

The loss function, L, used for optimising the network is the L1 distance
between the predicted image, Ĩ, and real HDR image, I, from the dataset.
The L1 distance is chosen for this problem since the more frequently used
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Table 5.1: Parameters used for tone mapping. All images are followed by
a gamma correction curve with γ ∈ [1.8, 2.2]. Values given within ranges
are sampled from a uniform distribution.

TMO Parameters

Photoreceptor
Intensity: [−1.0, 1.0]
Light adaptation: [0.8, 1.0]
Colour adaptation: [0.0, 0.2]

ALM Saturation: 1.0, Bias: [0.7, 0.9]

Display Adaptive Saturation: 1.0, Scale: [0.65, 0.85]

Bilateral Saturation: 1.0, Contrast: [3, 5]
σspace : 8, σcolour : 4

Exposure Percentile: [0, 15] to [85, 100]

L2 distance is suspected to cause blurry results for images [MCL15]. An
additional cosine similarity term is added to ensure colour correctness of
the RGB vectors of each pixel.

Li = ‖Ĩi − Ii‖1 + λ

(
1− 1

K

K∑
j=i

Ĩji · I
j
i

‖Ĩji ‖2‖I
j
i ‖2

)
(5.3)

where Li is the loss contribution of the ith image of the dataset, λ is a
constant factor that adjusts the contribution of the cosine similarity term,
Iji is the jth RGB pixel vector of image Ii and K is the total number of
pixels of the image.

Cosine similarity measures how close two vectors are by comparing
the angle between them, not taking magnitude into account. For the
context of this work, it ensures that each pixel points in the same direction
of the three dimensional RGB space. It provides improved colour stability,
especially for low luminance values, which are frequent in HDR images,
since slight variations in any of the RGB components of these low values do
not contribute much to the L1 loss, but they may however cause noticeable
colour shifts.
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Figure 5.3: General overview of the workflow. (left) The training dataset is sampled and preprocessed on-the-fly to form
256× 256 resolution input-output pairs, which are then used to optimize the network weights. (right) For testing, the
images are full-HD (1, 920× 1, 080). The luminance of the predictions of all methods is scaled either to match the original
HDR image (scene-referred) or that of a 1,000 cd/m2 display (display-referred).
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5.3 Implementation

This section presents the implementation details used for ExpandNet,
including the dataset used and how it was augmented, and implementation
and optimisation details. Results are presented in Section 5.4. Figure 5.3
gives an overview of the training and testing methodology employed.

5.3.1 Dataset

A dataset of HDR images was created consisting of 1,013 training images
and 50 test images, with resolutions ranging from 800× 800 up to 4, 916×
3, 273. The images were collected from various sources, including in-
house images, frames from HDR videos and the web. Only 100 of the
images contained calibrated luminance values, sourced from the Fairchild
database [Fai07]. All the images contained linear RGB values. The 50
test images used for evaluation in Section 5.4 were selected randomly from
the Fairchild images with calibrated absolute luminance. LDR content
for training was generated on-the-fly, directly from the dataset, and was
augmented in a number of ways as outlined below.

At every epoch each HDR image from the training set is used as
input in the network once after preprocessing. Preprocessing consists of
randomly selecting a position for a sub image, cropping, and having its
dynamic range reduced using one of a set of operators. The randomness
entails that at every epoch a different LDR-HDR pair is generated from a
single HDR image in the training set.

Initially, the HDR image has its cropping position selected. The
position is drawn from a spatial Gaussian distribution such that the most
frequently selected regions are towards the centre of the image. The
crop size is drawn from an exponential distribution such that smaller
crops are more frequent than larger ones, with a minimum crop size of
384 × 384. Randomly cropping the images is a standard technique for
data augmentation. Choosing the crop size at random adds another layer
of augmentation, since the likelihood of picking the same crop is reduced,
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but it also aids in how well the model generalises since it provides different
sized content for similar scenes.

The cropped image is resized to 256× 256 and linearly mapped to
the [0, 1] range to create the output. Since only a small fraction of the
dataset images contain absolute luminance values, the network was trained
to predict relative luminance values in the [0, 1] range.

A TMO [TR93] or single exposure operator is applied to form the
input LDR from the output HDR, chosen uniformly from a list of five
operators: dynamic range reduction inspired by photoreceptor physiology
(Photoreceptor) [RD05], Adaptive Logarithmic Mapping (ALM) [Dra+03],
Display Adaptive Tone Mapping (display) [MDK08], Bilateral [DD02] and
Exposure. The OpenCV3 implementations of the TMOs were used. The
Exposure operator was implemented for this work and clamps the top and
bottom percentiles of the image and adds a gamma curve. In addition to
using a random operator for each input-output pair, the parameters of the
operators are also randomised. The parameters of the functions used are
summarised in Table 5.1. The TMO parameter randomisation was done
to ensure that the model performs well under a variety of inputs when
tested with real LDR inputs and does not just learn to invert specific
TMOs. It acts as yet another layer of data augmentation. Results shown
in the following section only use single exposures for generating HDR; the
TMOs are just used for data augmentation during training.

5.3.2 Optimisation

The network parameters are optimised to minimise the loss given in
Equation 5.3, with λ = 5, using mini-batch gradient descent and the back-
propagation algorithm [RHW+86]. The Adam optimiser was used [KB14],
with an initial learning rate of 7e− 5 and a batch size of 12. After the first
10, 000 epochs, the learning rate was reduced by a factor of 0.8 whenever
the loss reached a plateau, until the learning rate reached values less
than 1e− 7 for a total of 1, 600 epochs extra. L2 regularisation (weight
decay) was used to reduce the chance of overfitting. All experiments were
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implemented using the PyTorch library [Pas+17]. Training time took a
total of 130 hours on an Nvidia P100 GPU.

5.4 Results

This section presents an evaluation of ExpandNet compared to other EOs
and deep learning architectures. Figure 5.3 (right) shows an overview of
the evaluation method.

5.4.1 Quantitative

For a quantitative evaluation of the work, four metrics are considered,
PSNR, SSIM, MS-SSIM, and HDR-VDP-2.2 [Nar+15] as described in
Section 2.5. For the first three metrics, a perceptual uniformity (PU)
encoding [AMS08] is applied to the prediction and reference images to
make them suitable for HDR comparisons. HDR-VDP-2.2 includes the
PU-encoding in its implementation. The values from HDR-VDP-2.2 are
those of the VDP-Q quality score.

The ExpandNet architecture is compared against seven other pre-
vious methods for dynamic range expansion/inverse tone mapping. The
chosen methods were the methods of: Landis [Lan02] (LAN), Banterle
et al. [Ban+06] (BNT), Akyüz et al. [Aky+07] (AKY), Rempel et
al. [Rem+07] (REM), Masia et al. [Mas+09] (MAS), Kovaleski and Oli-
veira [KO14] (KOV) and Huo et al. [Huo+14] (HUO). The Matlab imple-
mentations from the HDR toolbox [Ban+17] were used to obtain these
results.

Four CNN architectures are compared, including the proposed Ex-
pandNet method (EXP). Two other network architectures that have been
used for similar problems have been adopted and trained in the same
way as EXP. The first network is based on U-Net [RFB15] (UNT), an
architecture that has shown strong results with image translation tasks
between domains. The second network is an architecture first used for
colourisation [ISI16] (COL), which uses two branches and a fusion layer
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Table 5.2: Average values of the four metrics for all methods for scene-
referred scaling. Bold values indicate the best value.

Method SSIM MS-SSIM PSNR HDR-VDP-2.2

optimal

LAN 0.72 0.78 22.21 39.01
AKY 0.72 0.78 22.70 39.11
MAS 0.75 0.80 23.29 38.98
BNT 0.70 0.73 19.56 37.63
KOV 0.74 0.80 25.03 38.39
HUO 0.74 0.78 19.71 38.04
REM 0.68 0.64 15.68 33.61
COL 0.58 0.69 23.21 31.23
UNT 0.68 0.71 20.52 34.88
EIL 0.72 0.78 22.90 39.06
EXP 0.74 0.79 25.54 39.27

culling

LAN 0.72 0.64 17.15 30.47
AKY 0.72 0.64 17.08 30.75
MAS 0.72 0.63 16.87 30.59
BNT 0.74 0.66 18.91 32.03
KOV 0.75 0.68 18.60 31.92
HUO 0.75 0.64 16.27 29.95
REM 0.63 0.49 13.55 27.34
COL 0.63 0.69 22.08 29.74
UNT 0.77 0.70 19.66 34.65
EIL 0.52 0.53 17.92 28.14
EXP 0.81 0.79 22.58 35.04
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Table 5.3: Average values of the four metrics for all methods for display-
referred scaling. Bold values indicate the best value.

Method SSIM MS-SSIM PSNR HDR-VDP-2.2

optimal

LAN 0.76 0.80 19.89 41.01
AKY 0.76 0.80 20.37 40.89
MAS 0.79 0.82 21.03 40.83
BNT 0.74 0.75 17.22 39.99
KOV 0.80 0.83 23.01 40.00
HUO 0.77 0.77 17.83 38.58
REM 0.66 0.59 14.60 33.74
COL 0.63 0.71 21.00 31.41
UNT 0.72 0.73 18.23 35.68
EIL 0.77 0.80 20.66 41.01
EXP 0.79 0.82 23.43 40.81

culling

LAN 0.31 0.17 9.12 18.01
AKY 0.74 0.66 15.00 31.39
MAS 0.73 0.64 14.77 31.11
BNT 0.36 0.27 9.61 24.51
KOV 0.77 0.69 16.54 31.78
HUO 0.74 0.64 14.85 30.57
REM 0.59 0.46 12.81 27.96
COL 0.66 0.70 19.99 30.26
UNT 0.78 0.69 17.02 35.27
EIL 0.54 0.55 15.96 27.58
EXP 0.83 0.79 19.93 36.21
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similar to the one used for ExpandNet. These three are implemented using
the same PyTorch framework and trained on the same training dataset.
The recent network architecture used for LDR to HDR conversion [Eil+17]
(EIL) is also included. The predictions from this method were created
using the trained network which was made available online by the authors,
applied on the same test dataset used for all the other methods.

The inputs to the methods are single exposure LDR images of the
50 full HD (1920 × 1080) images in the HDR test dataset. The single
exposures are obtained using two methods. The first method (optimal)
finds the optimal/automatic exposure [Deb+15] using the HDR image
histogram, resulting in minimal clipping at the two ends of the luminance
range. The second method (culling) simply clips the top and bottom
10% of the values of the images, resulting in more information loss and
distortion of the input LDR. The resulting test LDR input images are
saved with JPEG encoding before testing. When compared to the 10th

percentile loss for the images generated using culling, on average, the
number of pixels over the test dataset that are over-exposed when using
optimal is 3.89% and the number of pixels under-exposed is 0.35%.

The outputs of the methods are in the [0, 1] range, predicting relative
luminance. The scaling permits evaluation for scene-referred and display-
referred output. Hence, the predicted HDR images are scaled to match the
original HDR content (scene-referred) and a 1,000 cd/m2 display (display-
referred), which represents current commercial HDR display technology.
The scaling is done to match the 0.1 and 99.9 percentiles of the predictions
with the corresponding percentiles of the HDR test images. Furthermore,
scaling is useful as the PU-encoded HDR metrics are dependent on absolute
luminance values in cd/m2. By scaling the prediction outputs, the PU-
encoded metrics can be used to quantify the ability of the network to
reconstruct the original signal.

Table 5.2 and Table 5.3 summarise the results of the four metrics
applied on all the methods, using the optimal and culling, for scene-referred
and display-referred respectively. Box plots for the distribution of the
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Figure 5.4: Box plots for scene-referred HDR obtained from LDR via
optimal exposure.

Figure 5.5: Box plots for scene-referred HDR obtained from LDR via
culling.
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Figure 5.6: Box plots for display-referred HDR obtained from LDR via
optimal exposure.

Figure 5.7: Box plots for display-referred HDR obtained from LDR via
culling.
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four metrics are presented in Figure 5.4 and Figure 5.5 for the scene-
referred results of optimal and culling respectively. Similarly Figure 5.6
and Figure 5.7 show the display-referred results of optimal and culling
respectively. Box plots are sorted by ascending order of median value.
When analysed for significant differences amongst all the methods, a
significance is found for all tests (at p < 0.001) using Friedman’s test.
Pairwise comparisons ranked EXP in the top group, consisting of the
group of methods that cannot be significantly differentiated, in 13 of the
16 results (these consist of all four metrics for both optimal and culling and
for both scene-referred and display referred). The conditions where EXP
was not in the top group were: pu-SSIM (in the cases of scene-referred and
display-referred) and pu-MSSSIM (for scene-referred only); in all three
cases this occurred for the optimal condition.

As can be seen in the overall, EXP performs reasonably well. In
particular for the culling case when a significant number of pixels are over
or under-exposed EXP appears to reproduce HDR better than the other
methods. For optimal, EIL performs very well also, and this is expected as
in such cases the number of pixels that are required to be predicted from
the CNN are smaller. Similarly, the non deep learning based expansion
methods such as MAS perform well especially for SSIM which quantifies
structural similarity.

5.4.2 Visual Inspection

This section presents some qualitative aspects of the results. HDR-VDP-
2.2 visibility probability maps for all the methods are presented, as well as
images from the CNN predictions exhibiting effects such as hallucination,
blocking and information bleeding.

Figure 5.8, Figure 5.9 and Figure 5.10 show the HDR-VDP-2.2
probability maps for the predictions of all the methods from the test set.
The HDRs are predicted from culling LDRs with scene-referred scaling.
The HDR-VDP-2.2 visibility probability map describes how likely it is
for a difference to be noticed by the average observer, at each pixel. Red
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(a) LDR (b) AKY (c) LAN (d) BNT (e) HUO (f) REM

(g) MAS (h) KOV (i) COL (j) UNT (k) EIL (l) EXP

Figure 5.8: HDR-VDP-2.2 visibility probability maps for predictions of
(culling) M3 Middle Pond using all methods. Blue indicates imperceptible
differences, red indicates perceptible differences.

(a) LDR (b) AKY (c) LAN (d) BNT (e) HUO (f) REM

(g) MAS (h) KOV (i) COL (j) UNT (k) EIL (l) EXP

Figure 5.9: HDR-VDP-2.2 visibility probability maps for predictions of
(culling) Devils Bathtub using all methods. Blue indicates imperceptible
differences, red indicates perceptible differences.

(a) LDR (b) AKY (c) LAN (d) BNT (e) HUO (f) REM

(g) MAS (h) KOV (i) COL (j) UNT (k) EIL (l) EXP

Figure 5.10: HDR-VDP-2.2 visibility probability maps for predictions of
(culling) Tunnel View using all methods. Blue indicates imperceptible
differences, red indicates perceptible differences.
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values indicate high probability, while blue values indicate low probability.
Results show EXP performs better than most other methods for these
scenes. EIL also performs well, particularly for the challenging scenario in
Figure 5.10.

Figure 5.11 and Figure 5.12 show single exposure slices (both these
cases are from low exposure slices) from the predicted HDR images for
the four CNN architectures. The input LDR images were created with
culling and are shown in the respective sub figure (f). It is clear that UNT
and COL have issues with blocking or banding and information bleeding,
and this can be observed, to a certain extent, for EIL as well, but to
a much lesser degree. Figure 5.13 and Figure 5.14 present predictions
at multiple exposures comparing EXP and EIL. The images contain
saturated areas of different sizes as well as different combinations of
saturated channels. Figure 5.13a contains blue pixels which after exposure
(scaling and clipping at 255) only have their B channel saturated (e.g.
a pixel [x, x, 243] becomes [x+y, x+y, 255] where B is clipped at 255).
Figure 5.13b contains saturated purple pixels, where both the R and B
channels are clipped. Figure 5.14b contains a saturated colour chart. It
can be noticed that EXP tries to minimise the bleeding of information into
large over-exposed areas, recovering high frequency contrast, for example
around text. It is also worth noting that artefacts around sharp edges
are not completely eliminated, but are much less pronounced and with a
much smaller extend.

5.4.3 Further Investigation

Data Augmentation

The method used to generate input-output pairs significantly affects the
end result. To demonstrate, the ExpandNet architecture was trained on
LDR inputs generated using only the Photoreceptor TMO (EXP-Photo).
In this case it consistently underperforms when tested against EXP trained
with all the TMOs mentioned in Section 5.3.1, giving an average PSNR
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(a) Input LDR (culling) (b) UNT (c) COL

(d) Exposure of original HDR (e) EIL (f) EXP

Figure 5.11: (a) LDR input image created using culling from the Balanced Rock HDR image. (d) Low exposure of the
original HDR image.
(b,c,e,f) Low exposure slices of the predictions from methods that use CNN architectures showing artefacts.
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(a) Input LDR (culling) (b) UNT (c) COL

(d) Exposure of original HDR (e) EIL (f) EXP

Figure 5.12: (a) LDR input image created using culling from The Grotto HDR image. (d) Low exposure of the original
HDR image.
(b,c,e,f) Low exposure slices of the predictions from methods that use CNN architectures showing artefacts.
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(a) Ben Jerrys (b) Las Vegas
Store

Figure 5.13: Examples of expanded images using EXP and EIL at three different exposures. The examples are cropped
from larger images, showing under various lighting conditions and from different scenes. The top row of each sub-figure
shows the input LDR created with culling. The second row of each sub-figure shows the exposures of the original HDR.
The following row shows exposures of predicted HDR using EIL. The last row shows exposures of predicted HDR using
EXP.
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(a) Peppermill (b) Willy Desk

Figure 5.14: Examples of expanded images using EXP and EIL at three different exposures. The examples are cropped
from larger images, showing under various lighting conditions and from different scenes. The top row of each sub-figure
shows the input LDR created with culling. The second row of each sub-figure shows the exposures of the original HDR.
The following row shows exposures of predicted HDR using EIL. The last row shows exposures of predicted HDR using
EXP.
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of 19.93 for display-referred culling. However, if the testing is done on
LDR images produced not by culling, but instead Photoreceptor, then
EXP-Photo produces significantly better results (PSNR of 24.28 vs 21.52

for EXP) since it was specialised to invert the Photoreceptor TMO. This
can be useful if, for example, to convert images captured by commercial
mobile phones which are stored as tone mapped images using a particular
tone mapper back to HDR.

To further investigate the effects of data augmentation, a network
was trained using Camera Response Functions (CRFs) in addition to
the TMOs used for EXP reported in the previous section. Following
the Deep Reverse Tone Mapping [EKM17], the same database of CRFs
was used [GN03], and the same method of obtaining five representative
CRFs by k-means clustering was adopted. The results do not show any
improvement and are almost identical to EXP on all metrics (within
1%). This might be because CRFs are monotonically increasing functions,
which can be approximated in many cases by the randomised exposure
and gamma TMO used in the initial set of results.

Branches

To gain insight on the effect of the individual branches and further motivate
the three-branch architecture, different branch combinations were trained
from scratch. Figure 5.15 shows the training convergence for 10,000 epochs.
It is evident that the global branch which is fused with each pixel makes
the largest contribution. On average, the full ExpandNet architecture
is the quickest to converge and has the lowest loss. The combination of
the local and dilation branches improves the performance of each one
individually.

One can further understand the architecture by comparing figures 5.2
and 5.15. The performance of Dilated + Global is comparable to that of
Local + Global, even though figure 5.2b is visually much better than 5.2c.
This is because the images from figure 5.2 are predictions from an Expand-
Net with all branches (some zeroed out when predicting), where the local
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Figure 5.15: Training convergence for all the possible combinations of
branches. Each point is an average of 10,000 gradient steps for a total
of 254,000 steps, the equivalent of 10,000 epochs (each epoch has 254
mini-batches). Axes are logarithmic.

and dilated branches have acquired separate scales of focus during training
(high and medium frequencies respectively). In figure 5.15, where each one
is trained individually, these scales are not separated; each branch tries to
learn all the scales simultaneously. Separating scales in the architecture
leads to improved performance.

5.5 Summary

This chapter introduced a method of expanding LDR content to HDR
via the use of CNNs. The novel three branch architecture provides a
dedicated solution for this type of problem as each of the branches account
for different aspects of the expansion. Via a number of metrics it was
shown that ExpandNet mostly outperforms the traditional expansion
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operators. Furthermore, it performs better than non-dedicated CNN
architectures based on UNT and COL. Compared to other dedicated
CNN methods [Eil+17; EKM17] it does well in certain cases, exhibiting
fewer artefacts, particularly for content which is heavily under and over
exposed. On the whole, ExpandNet is complementary to EIL which
is designed to expand the saturated areas and does very well in such
cases. Furthermore, EIL has a smaller memory footprint. ExpandNet has
shown that a dedicated architecture can be employed without the need of
upsampling to convert HDR to LDR, however, further challenges remain,
for example speed and memory considerations, full removal of artefacts
and time consistency for video conversion.
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Chapter 6

Spectrally Consistent UNet

The previous chapter introduced ExpandNet, an architecture that achieves
good results for dynamic range expansion, while keeping artefacts to a
minimum. However, ExpandNet performs most of the computation at a
high resolution, which makes it computationally expensive and memory
consuming, compared to other imaging CNNs, for example UNet [RFB15].
This chapter presents a spectral analysis of CNN outputs with respect to
artefacts and a novel neural network architecture based on UNet, that
attempts to expand the dynamic range of its inputs at a lower memory
and computational cost, while minimising artefacts. Section 6.1 gives
an introduction to the chapter, followed by experiments in Section 6.2
regarding the spectral properties of CNNs and in particular the role of
upsampling modules in UNet architectures and how artefacts can be
identified in the Fourier domain. The proposed architecture is introduced
in Section 6.3. Section 6.5 presents the quantitative and qualitative results
for dynamic range expansion using the proposed architecture, followed by
a summary in Section 6.6.

6.1 Introduction

Dynamic range expansion can be achieved at a high fidelity, as shown
in the previous chapter, using end-to-end training of CNNs. However,
expansion operators not only need to produce high fidelity outputs, but
also need to be computationally and memory efficient, for example if
they are to be used for real-time LDR to HDR video conversion. In
addition, CNNs have the potential to perform inpainting of missing areas
due to clipping, e.g. by using GAN [ISI17], something that requires more
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expressive networks with larger feature sizes [BDS18].
Despite the good image quality that ExpandNet achieves for dy-

namic range expansion, it is slower and uses more memory than other
architectures, specifically compared to the frequently used UNet [RFB15],
which was presented in Section 3.4.1 and has been used for dynamic range
expansion applications before [Eil+17; EKM17]. In addition, ExpandNet,
if it were to be made more expressive by increasing depth and width, does
not scale well in terms of memory and performance. This type of scaling
in capacity can be useful for generalising to larger datasets, or improving
robustness to extreme lighting conditions and a larger variety of tone
mapping functions. Adding more parameters for increased expressiveness
on any of the three branches of ExpandNet translates to larger feature sets
on the full image resolution (at the fusion phase) which is computationally
and memory expensive.

Efficiency both in computation and memory for image processing
using CNNs is usually achieved by downsampling and performing the
bulk of the computations on lower resolutions. In the case of CNNs,
downsampling adds the extra benefit of increased receptive fields which
helps assimilate global features in the model. This is the main approach
followed by UNet architectures, which are known to scale well [Li+18],
being able to utilise more parameters by increasing feature sizes at lower
resolutions. However, as discussed in Section 3.6, Autoencoders and UNets
are prone to producing outputs that are blurry and with artefacts [Wu+17],
mainly due to the specific upsampling layers that are used to bring the
result back to full resolution.

To better understand the effects that upsampling layers have on
network predictions, an experiment investigating the structural properties
of CNNs in the spatial frequency domain is presented. The investigation
compares the spectra of the outputs of multiple network configurations,
showcasing the effects that the commonly used upsampling modules cause
on the outputs and the pre-existing biases that UNets have architecturally.
Then, a new module is introduced that uses the Guided Image Filter
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(GIF) to replace the standard upsampling and concatenation modules of
the UNet architecture. The module is used within a UNet architecture to
form what shall be termed Guided UNet (GUNet).

The proposed GUNet architecture attempts to alleviate the effects
shown in the spectral investigation, minimising the structural biases of
traditional UNets, through guided feature upsampling, which preserves
the spectrum of the input. Most importantly, similarly to ExpandNet,
the proposed architecture attempts to diminish the checkerboard artefacts
and/or blurring that arises from using upsampling layers, be it transpose
convolutions, nearest neighbour, or bilinear upsampling. While these
artefacts are kept to a minimum, the efficiency of UNet architectures is
maintained both in memory and computational speed. This is in contrast
to ExpandNet which avoids upsampling and performs a large proportion
of the processing on the full resolution input and features. A GUNet
architecture is then trained and evaluated similarly to the ExpandNet
architecture in Chapter 5 and shown to perform as well, while being faster
and consuming less memory.

In summary, the contributions of this chapter are:

• A novel spectral analysis of the properties of neural networks used
in Imaging.

• A new method that improves the image quality produced by UNet
architectures.

• An HDR pixel transformation function which allows the use of the
L2 norm as a loss function without the need of cosine similarity to
deal with low luminance values.

• A trained GUNet architecture that produces quantitative results sim-
ilar to those of ExpandNet when used for dynamic range expansion
with a much lower performance and memory footprint.
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6.2 Spectral Properties of CNNs

The frequently used UNet architecture uses downsampling and sub-
sequently upsampling layers for improved efficiency, often causing quality
issues. This section presents investigations studying the effect that up-
sampling layers have on CNN network predictions. Section 6.2.1 provides
the motivation for the investigations, while Section 6.2.2 presents an over-
view of the method used, followed implementation details in Section 6.2.3.
Results are presented in Section 6.2.4 followed by a brief discussion in
Section 6.2.5.

6.2.1 Motivation

The proposed investigations aim to identify and explain the sources of
artefacts in UNet architectures. It is hypothesised that the artefacts are
due to the use of upsampling layers. These are used in the decoder, after
the downsampling that is performed in the encoder to reduce compu-
tational and memory costs and increase the receptive field. The most
frequent artefacts are checkerboard-like [ODO16], arising from the use
of transposed convolutional layers [DV16]. These layers are equivalent
to strided convolutions with fractional stride, or equivalently to strided
convolutions but with their linear transformation matrices transposed.
These are used to upsample features in the decoder part of the networks.
Figure 6.1 shows the operation performed by the transposed convolution
for upsampling by a factor of 2. Aitken et al. [Ait+17] propose a special-
ised initialisation method to alleviate the checkerboard artefacts when
used for super-resolution applications. However, It does not provide any
guarantees and does not change the inherent structure of the network.
Other works [ODO16; GMB17] replace these layers with nearest neighbour
or bilinear interpolation to increase the resolution, followed by a convolu-
tion. Due to the regularly repeating nature of the checkerboard artefacts,
it is hypothesised that such artefacts will consistently alter the output
image spectrum due to the introduction or suppression of specific spatial
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Figure 6.1: Illustration of (top) strided convolution used for downsampling
and (bottom) transposed fractionally-strided convolution used for up-
sampling.
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Figure 6.2: Example of the spectrum of an input image (left) using the
(fast) Fourier Transform in 2 dimensions. The spectrum can be HDR,
independently of the input, so exposures are taken (middle 3 images), or
it is tone mapped using the Photoreceptor TMO [RD05] (right) for better
visualisation.

frequencies. This can help identify and compare the effect of different
modules but also provide a way to judge the structural properties of any
alternative proposals. The following section gives an overview of the image
Fourier domain and outlines the specific module configurations that are
considered for the comparisons.

6.2.2 Method

The spectrum of the output of multiple networks will be visualised as
an evaluation of the structural bias of the model architecture. Images
can be decomposed into a set of frequencies that fully characterise them.
These frequencies are of two-dimensional discrete spatial waves of tone
variation that occur over the image and can be analysed using the 2D
Fourier transform. Given a greyscale input image I, its 2D, discrete
Fourier transform (spectrum) S at spectral pixel location (u, v) is given
by:

Su,v =
1√
HW

H−1∑
h=0

W−1∑
w=0

I(h,w)e−2πi(
hu
H

+wv
W ) (6.1)

where H and W are the height and width of the image respectively.
Figure 6.2 shows an example of an image and its spectrum. The

magnitude of the spectrum has a very high dynamic range (even for LDR
images) thus it is tone mapped for displaying, either by exposure or via
some other operator. Figure 6.2 shows multiple exposures and a tone
mapped version using the Photoreceptor operator [RD05]. The rest of the

82



6. Spectrally Consistent UNet

Table 6.1: Summary of the downsampling and upsampling modules used
for the four UNet architectures.

Name U1 U2 U3 U4

Encoder Strided Strided Strided Bilinear
Decoder Transposed Nearest Bilinear Bilinear

figures in the chapter show only exposures of the spectrum magnitudes.
The spectrum is composed of complex values, consisting of a phase

and magnitude. For the purposes of this chapter, the main focus will be on
the spectrum magnitude, which is much more interpretable than the phase
when it comes to describing artefacts. The three channels of coloured
RGB images are calculated separately. The magnitude of the spectrum is
radial from the centre, with high frequencies being more central1. Lower
frequencies are towards the boundaries of the magnitude image. The
brighter the pixel, the higher the magnitude of the corresponding frequency
is in the original image. For example the regular pattern of the colour-
checker boards in the input image of Figure 6.2 causes bright pixels to
appear towards the centre of the spectrum.

Using spectral analysis, the structural properties of modules used in
CNN architectures can be investigated by observing their effects on the
spectrum of the output images. In particular, the effects of upsampling
modules are investigated on the output image spectrum of UNet architec-
tures. The upsampling modules under consideration are the transposed
convolution, nearest neighbour and bilinear interpolation, which are the
most commonly used in CNNs [ODO16]. A total of four UNet architectures
(U1 – U4) are presented and compared, initialised with random weights.
Random weight initialisation is performed to isolate and outline structural
biases. Three of the UNets use the three upsampling modules considered,
one each, and make use of an encoder with strided convolutions. These
provide the basic comparisons for the three upsampling modules under

1Usually high frequencies are depicted on the boundaries, but for better visualisation
of the comparisons in this section they are depicted in the centre.
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consideration. The fourth UNet uses a bilinear encoder with a bilinear
decoder. This configuration aims to show the minimal difference that the
encoder module choice makes. All four UNet configurations are summar-
ised in Table 6.1. The U1 configuration utilising transpose convolutions is
the most commonly used [Iso+16b] and is the one used by Eilertsen et
al. [Eil+17] and Endo et al. [EKM17] for dynamic range expansion. The
U2 configuration is proposed by Odena et al. [ODO16], while Wojna et
al. [Woj+17] study variants of configurations U1–U3.

An additional comparison using a fully trained ExpandNet network
from Chapter 5 is considered as well for completeness.

6.2.3 Implementation

All the UNet networks downsample five times in the encoder and upsample
five times back to the original resolution in the decoder. The encoder
and decoder are composed of features with sizes 8-16-32-64-128 each.
Downsampling and upsampling is always performed with a factor of two.
At each level the encoder features are concatenated with the corresponding
features in the decoder using a skip connection. All convolutional layers
have a kernel size of 4 × 4. This is to avoid the overlap issues when
combining stride two convolutions with 3 × 3 kernels as described by
Odena et al. [ODO16]. The SELU activation is used, as in ExpandNet,
and the network weights are initialised using a normal distribution. A
total of three images are presented for each configuration. The images are
exposures (culling of 10%) of three HDR images from the test set used in
Chapter 5, chosen at random.

6.2.4 Results

Figures 6.3 to 6.7 show the spectra of the inputs and the corresponding
outputs for the architectures listed in Table 6.1 and ExpandNet. Additional
images resulting from equivalent Autoencoder architectures without skip
connections are presented in Appendix B. The first row depicts the input
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Figure 6.3: Spectrum for a UNet with a strided convolution encoder
and transposed convolution decoder (U1). Odd columns are inputs, even
columns are outputs. The outputs are randomised due to the random
weight initialisation. The spectrum has bright points at regular frequency
positions that correspond to the checkerboard patterns in the output.

Figure 6.4: Spectrum for a UNet with a strided convolution encoder and
nearest neighbour upsampling decoder (U2). Odd columns are inputs,
even columns are outputs. The outputs are randomised due to the random
weight initialisation. The dark spots/lines in the spectrum correspond to
missing frequencies in the output (which make it blurry).
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Figure 6.5: Spectrum for a UNet with a strided convolution encoder
and bilinear upsampling decoder (U3). Odd columns are inputs, even
columns are outputs. The outputs are randomised due to the random
weight initialisation. The spectrum is much smoother due to the bilinear
upsampling, however high frequencies are suppressed making the spectrum
appear darker.

Figure 6.6: Spectrum for a UNet with a bilinear downsampling encoder and
bilinear upsampling decoder (U4). Odd columns are inputs, even columns
are outputs. The outputs are randomised due to the random weight
initialisation. Aside from the suppressed darker high frequencies, the
bilinear algorithm’s effect on the spectrum is more pronounced, expressed
as horizontal and vertical lines at the edges of the spectrum images.
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Figure 6.7: Spectrum for predictions from a fully trained ExpandNet. Odd
columns are inputs, even columns are outputs. The first row is the image
domain, while the second and third rows are high and low exposures of the
spectrum magnitude respectively. There is a bias towards high frequencies,
evidenced by the bright spots in the centre of the spectrum.

images and predictions in the spatial domain while the second and third
rows are high and low exposures of the corresponding magnitudes of the
spectra of the images in row 1. The samples are of three LDR images
(odd columns), used as inputs to the randomly initialised networks. The
even columns are the corresponding outputs from the networks for each of
the three inputs. The output image colour and structure is distorted due
to the random initialisation and the structural properties the networks.

Figure 6.3 shows the outcome for the U1 configuration which uses
transposed convolutional layers for upsampling in the decoder. The
checkerboard artefacts in the output image are a result of the transposed
convolution and are translated into regular peaks of dominant frequencies
in the Fourier domain. The central pixel in the spectrum image is one
of the brightest and it corresponds to the smallest checkerboard patterns
(2-pixel period) which are clearly visible in the output.

Figure 6.4 shows results for the U2 configuration, where the trans-
posed convolutions are replaced with nearest neighbour for upsampling
followed by a convolution. In this case, the output tends to be more blurry
which is also shown in the output spectrum where there are patterns of
higher frequencies being suppressed thus appearing darker in the spectrum.

The U3 configuration results are shown in Figure 6.5, while the
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results for the U4 configuration are shown in Figure 6.6. Both these
configurations use bilinear upsampling in the decoder, but the encoder uses
strided convolutions for the first while using bilinear downsampling for the
second. The higher frequencies are suppressed (the overall spectrum slices
are darker than the input spectrum towards the center) but there is much
improvement compared to the effects of the transposed convolution and
nearest neighbour upsampling. Besides the suppressed high frequencies,
the spectrum has minor inconsistencies/artefacts which now appear as
vertical and horizontal lines at the borders of the spectrum, due to the
bilinear algorithm’s specific use of interpolation.

Models that contain such modules are structurally biased towards
producing artefacts. These effects can possibly be diminished by construct-
ing training losses that direct the network weights to counteract these
structural biases. This can be hard (or impossible) for pixel-wise losses, for
example the L1 or L2 norms, since they don’t take into account inter-pixel
correlations which will inform the training procedure with respect to the
spectrum.

Figure 6.7 presents predictions (not tone mapped) made using a fully
trained ExpandNet from Chapter 5. The central pixels of the prediction
spectrum which correspond to high frequency patterns, are much more
pronounced than in the input image. This suggests that ExpandNet is
not completely free of artefacts either, but it is rather biased towards
introducing some high frequencies.

6.2.5 Discussion

The models presented above exhibit persistent artefacts due to their archi-
tectures. Transpose convolutions in the decoder introduce high frequencies
and favour some over the others, while nearest neighbour upsampling
suppresses high frequencies. Bilinear upsampling produces better output
spectra compared to nearest neighbour who severely suppresses specific
frequencies (black lines), and the choice of encoder downsampling does
not alter the result by much. ExpandNet does not use upsampling but
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still introduces some high frequencies, likely proportional to the smallest
receptive field that it uses.

All the networks considered in this section have a configuration space
(different sets of weights) highly populated with artefact producing points,
that either promote or suppress specific frequencies. This does not mean
that a subset of non artefact producing points does not exist, nor that
such a set is not reachable after sufficient training/fine-tuning or by using
a loss which specifically aims to do so. However there are no good reasons
to select an artefact-biased architecture to begin with. On the contrary,
a less biased architecture can lead to improved results, since it must not
un-learn existing biases. The following section proposes an architecture
that does not exhibit such biases.

6.3 Guided UNet

This section introduces the GUNet model, which replaces the upsampling
and concatenation modules of the UNet architecture to improve the
spectral properties of the predictions while maintaining the performance
and efficiency of UNets, that perform the bulk of the computations on
lower resolutions. An overview of the proposed approach is presented in
Section 6.3.1 followed by the presentation of the guided filter fusion module
in Section 6.3.2 followed by the model architecture details in Section 6.3.

6.3.1 Overview

In order to improve image quality and produce high fidelity outputs using
UNet type architectures, the high frequency detail that is gradually lost
in the encoder must be preserved and transferred to the decoder. This
was the initial motivation for the introduction of the skip connections in
autoencoder networks to form the UNet architecture [RFB15]. Despite its
success, the skip connections do not alleviate artefacts, which are due to
upsampling as shown in Section 6.2. A variety of imaging techniques have
been introduced that can transfer detail from one image to another, for
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example the joint bilateral filter [Kop+07] or the GIF [HST13].
Such a technique can be used in this case to transfer detail from the

encoder features directly to the decoder, without using skip connections.
Most importantly, these techniques can leverage higher resolution guides,
to not only transfer detail but to also upsample at the same time using the
high resolution image as a guide. Thus, the proposed module uses the fast
GIF [HS15] to jointly filter and upsample the decoder features, using the
corresponding features in the encoder. The GIF is preferred over bilateral
filtering due to its lower computational cost. The next section describes
the proposed guided feature upsampling module in detail, followed by the
description of a full GUNet architecture.

6.3.2 Guided Feature Upsampling

The proposed network makes use of a new module based on the
GIF [HST13]. The GIF is a differentiable edge preserving filter which can
also be used for guided upsampling [HS15]. To filter an input image p
using a guidance image I, it is first assumed that the resulting image q is
a locally linear model of the guidance I, i.e. for a pixel neighbourhood ωk
of (square) radius r, containing N = (2n+ 1)2 pixels:

qi = ākIi + b̄k,∀i ∈ ωk (6.2)

with the constants (in ωk) āk and b̄k given approximately by using linear
ridge regression by:

āk =
1

N

∑
k∈ωi

1
N

∑
i∈ωk

Iipi − µkp̄k
σ2
k + ε

(6.3)

b̄k =
1

N

∑
k∈ωi

p̄k − ākµk (6.4)

where µk and σ2
k are the mean and variance of the guidance image in ωk.

ε is a regularisation parameter which penalises the effects of the guidance,
by adjusting the value of āk. This approximation does not guarantee that
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āk and b̄k are constants in ωk, however they still preserve large gradients
(strong edges) from the guidance image:

∇q ≈ āk∇I. (6.5)

In the fast GIF implementation [HS15] which can also be used for
guided upsampling, I and p are downsampled to compute ālr

k and b̄lrk on
the lower resolution. The coefficients are then then upsampled back to
the original resolution to form āhr

k and b̄hr
k , using bilinear upsampling, and

are then applied on the full resolution guidance I to compute the final
filtered image:

qi = āhr
k Ii + b̄hr

k . (6.6)

The Fast guided image filter is used in the decoder part of the
architecture and aims to guide its features at each upsampling stage in
the output to be structurally similar to the corresponding feature set of
the input features in the encoder. This is described in more detail within
the context of the whole architecture in the next section.

A similar approach is followed by Wu et al. [Wu+18] where the deep
guided filter is introduced and an analytic form of the derivative of the
filter is derived, which is useful for implementing backpropagation for the
GIF without using an automatic differentiation package, e.g. PyTorch. In
the case of the deep guided filter, a network is used within a guided filter
to model the mapping from the guide to the input, at a lower resolution
and is trained end-to-end along with the filter from scratch. In the case of
the GUNet architecture the opposite is proposed, where the GIF is used
within an architecture as many times as needed, to improve upsampling.

Motivation

As shown in Section 6.2, the upsampling modules in the decoder of UNet
architectures cause artefacts to appear in the output image, which also
distort the spectrum of the outputs, by introducing or suppressing specific
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frequencies. In the encoder part of the architecture, each level that
downsamples from a higher resolution feature set to a lower resolution one,
acts as a low pass filter, discarding high frequencies, which are the ones
that need to be recovered in the decoder. Commonly used upsampling
methods in the decoder are not able to fully recover these high frequencies,
which however are still existent in the corresponding higher level in the
encoder.

Applying the fast guided filter for upsampling the lower resolution
decoder features of each level, using the higher level encoder features as
the guidance “image”, these frequencies can be successfully transferred
to the upsampled features of the decoder. This has not been applied for
feature upsampling before in the context of deep neural networks. The
edge preserving nature of the guided filter (Equation 6.5), allows for high
frequency detail to be transferred.

6.3.3 Model Architecture

Figure 6.8 shows a UNet architecture with a tagged slice at a particular
level of the architecture, which can be thought of as a recursive element
of the architecture. Figure 6.9 shows generalised version of the recursive
element in detail. The input at that level is first pre-processed, with its
feature size increased. The resulting features x are downsampled to form
a lower resolution set y. y is used as the input to a child level of the
same form, or the lowermost bottleneck module. The output of the child
module, z can then be fused with x and y in one of the ways depicted in
the purple boxes. The Pre-Skip, Down and Post-Down components are
part of the encoder, while the fuse and post-fuse components are part of
the decoder.

In the case of autoencoders, z is upsampled and is not combined with
x and y, thus relying only on the information encoded in the bottleneck,
which might be useful in some applications, for example compression. The
UNet architecture performs the same upsampling, but also combines the
features x with the upsampled z and fuses them using a convolutional layer,
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Figure 6.8: The Guided UNet architecture with four levels of downsampling.
At each level the high resolution encoder features are used as a guide along
with the low resolution version to upsample the decoder features. The
purple section denotes the recursive unit that is implemented similarly on
all levels. The unit is described in more detail in Figure 6.9

usually of kernel size 1× 1. The network also uses residual connections at
various points to better propagate gradients. The specific configurations
with regards to the ordering of the normalisation layers, activations and
convolutions are adapted from the proposed sequence described by He et
al. [He+16b].

The GUNet architecture replaces the upsampling/fusion layer with
the Fast Guided Filter. In this case, the features, x, serve as the high
resolution guidance image, while the lower resolution features z are the
filter input. The filter is applied separately on each feature channel. The
low resolution input, y, and child output z are used as the guidance
and input images, in Equation 6.3 and Equation 6.4, respectively, to
compute ālr

k and b̄lrk . These coefficients are then upsampled using bilinear
upsampling and applied on the guidance features x using Equation 6.6.

6.4 Implementation

This section presents the implementation details for training a GUNet
architecture for dynamic range expansion. Section 6.4.1 introduces the
HDR Pixel Transform that adjusts the HDR image distributions for
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Figure 6.9: A generalised UNet module architecture. The design of the fusion module (purple) blocks determines whether
the network is an Autoencoder, a UNet or a GUNet. The diagram showcases a slice of one level of a UNet which is then
recursively used in the child (green) module. Components on the left of the child module are part of the encoder whereas
on its left are part of the decoder. The Guided Filter module makes use of the fast guided filter guide the fused features
according to the edges in the high resolution feature map of the encoder.
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improved training. The exact network architecture used along with the
training procedure is presented in Section 6.4.2.

6.4.1 HDR Pixel Transform

The HDR reconstruction loss used in Chapter 5, comprised of an L1 loss
along with a cosine similarity term. This specific loss, particularly the
cosine similarity term is used to accommodate the unique distribution of
HDR image pixel values, shown in red in Figure 6.10. Together with the
loss, the final output of the model is passed through a sigmoid non-linearity
to match the [0, 1] normalised HDR data range.

It can however be observed that instead of adjusting the training
Loss function to fit the distribution, one can transform the distribution
to fit the training loss function, which in turn can have more theoretical
justifications for its use. The blue histograms in Figure 6.10 show the
HDR pixel distributions after applying a transformation function, such
that the resulting distribution is approximately Gaussian.

To derive the transformation function it is first noted that the HDR
pixels x approximately follow an exponential distribution of the form:

x ∼ λe−λx (6.7)

with the parameter lambda estimated from the HDR dataset to be λ ≈ 1.
To transform an exponentially distributed variableX to become a Gaussian
variable Y the following equation is used:

Y = Φ−1(FY (Y )) (6.8)

where Φ is the Cumulative Distribution Function (CDF) of the Gaussian
distribution and FY is the CDF of the exponential distribution:

Φ(x) =
1

2

[
1 + erf

(
x√
2

)]
. (6.9)

The need for having a Gaussian distribution is twofold. First, the
outputs of Linear modules (e.g. 2D Convolutions) in neural network

95



6. Spectrally Consistent UNet

Figure 6.10: Histograms for HDR pixel distributions before and after the
density transform. The four subfigures represent four different samples of
256 × 256 HDR image mini-batches of size 32. There is some variation
observed in the resulting Gaussian distributions, due to the variation in
HDR content and the approximation that HDR pixels follow an exponential
distribution.

architectures follow Gaussian distributions, especially when combined
with normalising activations, e.g. SELU, and specialised normalising
layers to aid training, e.g. Batch Normalisation. This means that if
the target output is Gaussian, then the model output does not require
a transformation function, for example a Sigmoid, to map the output
to a specific distribution. To retrieve the HDR prediction from a model
outputting pixels that are distributed following a Gaussian distribution,
the inverse of Equation 6.8 is applied to the network output.

Secondly, if the model output and the target distributions are both
Gaussian, then their difference, the error, will also follow a Gaussian
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distribution. In this case, the use of an L2 loss is more appropriate,
since the Mean Squared Error (MSE) minimisation provides a Maximum
Likelihood Estimation solution in the case of linear regression (neural
network regression can be thought of as a Linear Regression problem
with the neural network serving as a basis function estimator from the
data) [Mur12]. Similar pixel distribution transformations have been used
before, for example for colour transfer [Hri+18], but not in the context of
learning and residual distributions of HDR images.

6.4.2 Training

The training and evaluation procedure is the same as in Figure 5.3 and
the data is pre-processed as described in Section 5.3.1. The GUNet
architecture trained follows the design from Figure 6.9. Specifically, the
encoder downsamples four times, with feature sizes 16, 32, 64 and 128,
matched by the decoder. A kernel size of 3 × 3 is used except in the
Pre-Skip and Post-Fuse modules which use 1× 1 convolutions. There are
no repeater units in any of the modules.

The SELU activation is used along with batch normalisation to help
speed up training by using larger learning rates, without causing significant
memory and performance issues. Residual connections are used to better
propagate gradients to the bottleneck part which consists of four residual
blocks of 128 features each containing two convolutional layers, exactly
the same as a Post-Down module from Figure 6.9 with four repeater units.

The guided feature upsampling modules use ε = 0.001 and a kernel
size, r, given by:

r = (max(

⌊
w − 1

2

⌋
, 1), max(

⌊
h− 1

2

⌋
, 1)) (6.10)

where w and h are the spatial dimensions of the input features. It is
worth noting that the size of the filter adapts to the size of the inputs at
inference time to adjust for different image sizes.

The Adam optimiser is used as in Chapter 5 with a learning rate
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Figure 6.11: Spectrum for a randomly initialised GUNet. Odd columns
are inputs, even columns are outputs. The outputs are randomised due to
the random weight initialisation. The input structure is preserved well,
even for an untrained network, something reflected by the high fidelity of
the output spectrum.

of 0.001 and a batch size of 32. The input LDR images are mapped to
the [−0.5, 0.5] range. The loss optimised is the MSE between the pixel
transformed targets and the network outputs. The network is trained for
approximately five days for a total of 700,000 iterations using an Nvidia
1080 GPU. The same training and test data is used as in Chapter 5

6.5 Results

This section presents a spectral comparison of GUNet architectures with
the architectures considered in Section 6.2, followed by a presentation
of quantitative and qualitative results obtained by training the GUNet
architecture described in Section 6.4.2, similarly to Chapter 5. Speed and
memory comparisons with ExpandNet are presented at the end of the
section.

6.5.1 Spectral Comparison Without Training

An example of the spectrum of the output from an untrained GUNet is
shown in Figure 6.11. The network is initialised with random weights,
and has the same configurations as the networks in Section 6.2. It uses
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bilinear downsampling in the encoder and the guided feature upsampling
module in the decoder. There are no apparent artefacts in the spectrum,
which is mostly preserved as expected, even without training. Figure 6.16
compares all the methods presented in Section 6.2 along with ExpandNet
(trained) and a GUNet with random weights. It is observed that GUNet
best preserves the spectrum.

6.5.2 Quantitative

The evaluation method from Section 5.4 is used, using the same testing
data. In particular, comparisons between the trained GUNet described
in Section 6.4.2 and all previously considered methods are presented for
PU-PSNR, PU-SSIM, PU-MS-SSIM and HDR-VDP-2 for both optimal
and culling (clipping of top and bottom 10% of values) exposures, and the
scene-referred and display-referred settings. Figures 6.12–6.15, Table 6.2
and Table 6.3 are reproduced results from Section 5.4 along with GUNet.

GUNet performs well, achieving the highest values in most cases of
the optimal exposure setting. This is in line with its design, which relies
on existing information regarding the structure and edges of the images
to guide the dynamic range expansion in the result. Thus it also performs
better on metrics which measure structural quality (SSIM, pu-SSIM and
HDR-VDP-2) rather than just PSNR which is pixel-wise. In the culling
exposure setting GUNet is on average the second best choice compared to
ExpandNet.

6.5.3 Qualitative

Figure 6.17 shows training samples of GUNet inputs, ground truth targets
and network predictions for four different samples. The spectrum of
the input and output is more accurately represented compared to other
methods discussed in Section 6.2.

To better showcase the importance of the architecture and the
guidance, the example images from Section 5.4 are presented for both
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Table 6.2: Average values of the four (PU encoded) metrics for all methods
discussed in section 5.4 including GUNet for scene-referred scaling. Bold
values indicate the best value.

Method SSIM MS-SSIM PSNR HDR-VDP-2.2

optimal

LAN 0.72 0.78 22.21 39.01
AKY 0.72 0.78 22.70 39.11
MAS 0.75 0.80 23.29 38.98
BNT 0.70 0.73 19.56 37.63
KOV 0.75 0.80 25.31 38.71
HUO 0.74 0.78 19.71 38.04
REM 0.68 0.64 15.68 33.61
COL 0.58 0.69 23.21 31.23
UNT 0.68 0.71 20.52 34.88
EIL 0.72 0.78 22.90 39.06
EXP 0.74 0.79 25.54 39.27
GUN 0.81 0.84 23.94 41.26

culling

LAN 0.72 0.64 17.15 30.47
AKY 0.72 0.64 17.08 30.75
MAS 0.72 0.63 16.87 30.59
BNT 0.74 0.66 18.91 32.03
KOV 0.75 0.68 18.60 31.92
HUO 0.75 0.64 16.27 29.95
REM 0.63 0.49 13.55 27.34
COL 0.63 0.69 22.08 29.74
UNT 0.77 0.70 19.66 34.65
EIL 0.52 0.53 17.92 28.14
EXP 0.81 0.79 22.58 35.04
GUN 0.81 0.78 21.39 33.52
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Table 6.3: Average values of the four (PU encoded) metrics for all methods
discussed in section 5.4 including GUNet for display-referred scaling. Bold
values indicate the best value.

Method SSIM MS-SSIM PSNR HDR-VDP-2.2

optimal

LAN 0.76 0.80 19.89 41.01
AKY 0.76 0.80 20.37 40.89
MAS 0.79 0.82 21.03 40.83
BNT 0.74 0.75 17.22 39.99
KOV 0.80 0.83 23.24 40.27
HUO 0.77 0.77 17.83 38.58
REM 0.66 0.59 14.60 33.74
COL 0.63 0.71 21.00 31.41
UNT 0.72 0.73 18.23 35.68
EIL 0.77 0.80 20.66 41.01
EXP 0.79 0.82 23.43 40.81
GUN 0.83 0.84 21.59 43.23

culling

LAN 0.31 0.17 9.12 18.01
AKY 0.74 0.66 15.00 31.39
MAS 0.73 0.64 14.77 31.11
BNT 0.36 0.27 9.61 24.51
KOV 0.77 0.69 16.54 31.78
HUO 0.74 0.64 14.85 30.57
REM 0.59 0.46 12.81 27.96
COL 0.66 0.70 19.99 30.26
UNT 0.78 0.69 17.02 35.27
EIL 0.54 0.55 15.96 27.58
EXP 0.83 0.79 19.93 36.21
GUN 0.82 0.77 18.69 34.46
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Figure 6.12: Box plots for scene-referred HDR obtained from LDR via
optimal exposure including GUNet.

Figure 6.13: Box plots for scene-referred HDR obtained from LDR via
culling including GUNet.
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Figure 6.14: Box plots for display-referred HDR obtained from LDR via
optimal exposure including GUNet.

Figure 6.15: Box plots for display-referred HDR obtained from LDR via
culling including GUNet.
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Figure 6.16: Comparison of spectra from network outputs. Columns: U1 – U2 – U3 – U4 – ExpandNet (trained) – GUNet
(random) – Input LDR. The first row is the image domain, while the second and third rows are high and low exposures of
the spectrum magnitude respectively.

104



6.
Spectrally

C
onsistent

U
N

et

Figure 6.17: Spectrum of the input, target and GUNet predictions for four samples during training. The target and
prediction HDR images are mapped to [0,1] using the inverse pixel transform and then tone mapped for display. The
three exposures of the spectrum showcase the spectral fidelity of the GUNet predictions.
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ExpandNet and GUNet in figures 6.18–6.19. Low exposures of the pre-
dicted HDR images show some artefacts from ExpandNet which were not
completely removed, even though were significantly reduced compared
to other CNNs. These artefacts likely correspond to the additional high
frequencies observed in ExpandNet predictions in Figure 6.7. The predic-
tions from GUNet are much smoother and handle high contrast areas and
edges with greater fidelity.

6.5.4 Speed and Memory

The GUNet architecture is substantially faster than the ExpandNet archi-
tecture. ExpandNet runs at an average of 204ms (4.90 frames per second)
on a mobile Nvidia GeForce GTX 1050 Ti with Max-Q Design for an
input of size 256× 256. GUNet runs at an average of 13.9ms (71.9 frames
per second), a nearly 15× increase in speed. ExpandNet uses 185MB of
memory on the GPU while GUNet uses 140MB for the same input, a
24% decrease in memory. It is worth noting that in this configuration,
GUNet has 1.67 million trainable weights, about three times more than
ExpandNet’s 0.457 million which means it can be more expressive and
possibly handle a larger variety of scenarios using less memory and at a
lower computational cost.

6.6 Summary

The use of the guided feature upsampling modules improves the prediction
quality of UNet-like architectures by preserving the frequency spectrum.
The proposed GUNet architecture can perform as well as ExpandNet
quantitatively and at the same time preserves the qualities of the UNet
architecture, i.e. speed, memory, expressiveness and multi-scale structure.

Even though the approach in this chapter preserves the structural
integrity of images for end-to-end image transformations, GUNet is no
silver bullet. The problem of dynamic range expansion requires not only
predictions of well exposed areas, where the prediction can rely on the
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Figure 6.18: Comparison of low exposures from the predictions of ExpandNet (left) and GUNet (right) for the Balanced
Rock (top) and Ben Jerry’s (bottom) images. Artefacts near high contrast edges are significantly reduced.107
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Figure 6.19: Comparison of low exposures from the predictions of ExpandNet (left) and GUNet (right) for the Grotto
(top) and Las Vegas (bottom).108
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guidance of the input, but in many cases requires for content to be created
in over and under exposed areas. This problem is addressed in the next
chapter.
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Chapter 7

Deep HDR Hallucination

Chapter 5 and Chapter 6 presented methods for expanding the dynamic
range of LDR content using deep learning, focusing on well-exposed areas of
the image. However, for a full expansion operator, the missing information
in the fully saturated and under-exposed areas of images needs to be
recovered, or approximated, as well. Even though the methods used were
based on deep neural networks that are powerful function approximators,
the trained networks did not in-paint clipped areas. A major factor
contributing to this is the choice of loss function. Recent works on GAN
show promising results in image synthesis [Iso+16b] and inpainting [ISI17],
suggesting that using a GAN loss might contribute to better dynamic
range expansion results.

This chapter presents multiple methods that use the GAN framework,
to recover (hallucinate) missing information from badly exposed areas in
LDR images when producing HDR predictions. Section 7.1 introduces the
problem and the proposed approach followed by Section 7.2 which gives an
overview of the methods, losses and architectures examined. Section 7.3
presents training details along with qualitative and quantitative results,
followed by a summary in Section 7.4.

7.1 Introduction

The problem of dynamic range expansion is essentially one of information
recovery, with its hardest part being the inpainting/hallucination of over-
exposed and under-exposed regions. In this scenario there is not sufficient
local information in the input for interpolation, compared to, for example,
quantisation. In addition, inpainting is content and context specific, while
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other aspects of dynamic range expansion are not very dependent on
semantic aspects of the scene.

Deep neural networks can in theory be used to approximate any
function and CNNs have been shown to be good candidates to target
the inpainting issue [ISI17; Pat+16]. However, in this case, it is not
only the network architecture that needs to be carefully selected, but the
optimisation loss is of paramount importance as well. For example, in the
previous two chapters, the networks trained with a standard regression
losses (L1, L2 and/or cosine similarity), while performing well for well
exposed areas, do not fill in missing information of large saturated areas.

Some networks, for example the UNet with transpose convolutions
and the UNet from the method by Eilertsen et al. [Eil+17], do produce
inpainting in saturated areas, but in many cases, especially for large
saturated areas, the inpainting in these areas is mostly grey and does not
have much colour information, for example Figure 5.12. This can be a
result of the regression losses that are used which are not able to capture
multiple modalities and typically regress to the mean of the distribution,
which in the case of images is grey pixels. This effect is also apparent
in similar problems, for example colourisation, where using an L2 loss
produces flat and desaturated predictions [ZIE16; CYS15]. This might be
good enough for very small saturated areas, as in the case of the method
by Eilertsen et al. [Eil+17], but it is not suitable in general.

GAN can provide a solution to this problem through the introduction
of a learnable loss function, the discriminator network as described in
Section 3.5, which being a CNN itself is powerful enough to capture
multiple modalities. In this chapter multiple methods using GAN for
HDR hallucination are presented and compared. In summary, the primary
contributions of this chapter are:

• The use of a GAN loss to predict missing information in over-exposed
and under-exposed areas of LDR images.

• Comparisons of multiple proposed methods using different network
architectures in various configurations.
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• Comparisons of the effect that activation normalisation modules
have on the result.

• A demonstration of data augmentation for the use of more readily
available LDR datasets to train networks for HDR applications.

7.2 Method

This section presents the proposed methods for dynamic range expansion
and hallucination in detail. First, an overview of the proposed methods is
given, followed by the presentation of the GAN objective that was used.
Finally, the network architectures under consideration are presented.

7.2.1 Overview

HDR hallucination is a difficult problem to address, with no obvious
solution. For completeness multiple potentially successful methods are
presented in order to identify the most successful ones. The proposed
methods adapt different network architectures for HDR hallucination. All
are based on GAN and are evaluated using qualitative and quantitative
methods taking into account multiple models and hyper-parameters. A
total of eight different methods is presented. The goal of all the presented
methods is to expand the range of well-exposed areas as well as fill in
missing information in under-exposed and over-exposed areas. The two
tasks can be performed either by two networks that individually focus
on each of the tasks and are combined through a mask, or by a single
network that attempts both tasks simultaneously. The inpainted content
needs to seamlessly blend with the surrounding areas and be consistent in
colour and content. Six of the eight methods test end-to-end models that
attempt to both expand the range of well-exposed areas and also recover
missing information in badly exposed areas. The two remaining methods
use a dual network configuration, where a GUNet is trained jointly with a
hallucination generator network.
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Masking methods

Since the current task is two-fold, requiring both expansion and hallu-
cination simultaneously, a two network configuration could provide good
results, with each network focusing on a different aspect of the problem
and in the end producing a combined prediction. In the two masking cases
that are proposed, a GUNet focuses to expand the range of well exposed
areas at high fidelity, while the hallucination network attempts to inpaint
missing information. The two predictions are combined using a predefined
mask, in one method using a grey mask and in the other a colour mask.
The two methods are termed M-GAN and MC-GAN respectively.

This approach is similar to the approach followed by Eilertsen et
al. [Eil+17], which combines a pre-defined expansion operator for the
well exposed areas and a UNet for the saturated ones using a grey mask.
Similar approaches are followed for LDR inpainting tasks, where the
inpainting is produced by a network and then combined with the original
image. In the inpainting method by Iizuka et al. [ISI17] the final inpainted
areas are combined with the original LDR, but require post-processing
steps and blending due to frequent mismatching of the inpainted areas
at the boundaries. Given that for HDR hallucination, the task is dual,
the mismatching from two network predictions can be of greater extend.
Thus, end-to-end methods are proposed as well, that use a single network
attempting both tasks.

End-to-end methods

CNNs can in theory approximate any function, therefore an end-to-end
method using only a single CNN could prove to be better than the mask-
ing methods. This is especially true, considering the possible boundary
artefacts that a dual configuration might produce. A single CNN with
shared features is less likely to produce boundary discontinuities.

The G-GAN method makes use of a GUNet which was shown in
Chapter 6 to perform well for dynamic range expansion of well-exposed
areas. AE-GAN uses an Autoencoder network, sometimes termed a
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Table 7.1: Table of methods and their configurations.

Name Network(s) Normalisation Masking

M-GAN GUNet + UNet Instance 3 Grey
MC-GAN GUNet + UNet Instance 3 RGB
G-GAN GUNet Instance 5

AE-GAN Autoencoder Instance 5

BN-GAN UNet Batch 5

IN-GAN UNet Instance 5

NN-GAN UNet None 5

L-GAN UNet Instance 5

context encoder, which was previously used for LDR image inpaint-
ing [Pat+16]. The other four methods use variations of UNet architectures,
which have been successfully used previously for image translation tasks
using GAN [Iso+16b; Wan+18], and also concurrently to this work, for
dynamic range expansion using a GAN framework [Mor+18], similarly to
this approach.

Three of the UNet based methods investigate the effects of Batch
Normalisation (BN-GAN), Instance Normalisation (IN-GAN) and no
normalisation (NN-GAN).The use of normalisation layers allows for
faster learning rates, however their effects on the outputs of networks
used in imaging problems is unclear. It is hypothesised that BN, while
being the most frequently used normalisation layer, can hamper image
generation results qualitatively [UVL16], which is why these normalisation
variations of the UNet based method are proposed and tested.

The final UNet method, termed L-GAN is a larger scale version
of the IN-GAN method, trained on a multi-GPU setting using a larger
network (deeper encoder/decoder with more features) and a larger batch
size.

Implementation

An overview of the methods is presented in Table 7.1. The networks follow
the general UNet architecture presented in Figure 6.8 and Figure 6.9, with
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Figure 7.1: The patch-based discriminator architecture used for all the
methods. Each pixel of the output corresponds to a 70× 70 patch in the
input and measures to what extend is real or fake (produced from the
generator).

adjustments. The main encoder/decoder parts use features with sizes
64-128-256-512 except from the L-GAN method which uses a larger set
of 64-128-256-512-512-512-512-1024. The bottlenecks (except for L-GAN)
are of size 512 and 8 layers deep, with layers 2-7 using dilated convolutions
of dilation size 2-4-8-8-8-8-8 respectively. The L-GAN bottleneck is a
single layer with 1024 features. The feature sizes and bottleneck are larger
from the GUNet in Chapter 6 since they need to be able to encode more
content related information for the hallucination. The sizes are comparable
to those of architectures used in similar methods for inverse imaging
problems [Iso+16b; Wan+18]. All networks use residual connections, the
SELU activation and 4× 4 kernels for all layers except the Pre-Skip and
Post-Fuse modules which use 1×1 kernels. All UNet networks use bilinear
downsampling and upsampling which was shown in Section 6.2 to have
the least distortions in the spectrum compared to other non-guided UNet
configurations. The Guided filter parameters for the GUNet architectures
are the same as in Section 6.4.2.

The discriminator network is similar to the PatchGAN discrimin-
ator used by Isola et al. [Iso+16b] for image translation and is depicted
in Figure 7.1. It consists of five layers with 64-128-256-512-1 features
respectively. The first three layers reduce the spatial dimensionality using
bilinear downsampling with a factor of 2. The final layer output consists
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of a single channel of size 32× 32 (for an input of 256× 256). Each pixel
of the output is a discriminatory measure of an input patch, signalling
whether the input patch is from the data distribution or if it’s a generator
sample. The discriminator uses the Leaky ReLU activation (Equation 3.9),
as was used originally for image translation, with λ = 0.2.

7.2.2 GAN objective

The original optimisation objective for GAN from Equation 3.23 is often
found to be unstable [Kar+17; Sal+16; Kod+17] and many variations
of the loss have been proposed attempting to provide stable alternatives.
The methods in this chapter use a recent proposal [LY17] that utilises the
hinge loss, commonly used for binary classification:

Lhinge(x, y) = max(0, 1− xy) (7.1)

where y is the target label (0 or 1) and x is the classifier prediction (as
a probability). Applying it in the context of GAN, given a generator
network, G, and a discriminator network, D, the GAN losses are given by:

LD,GAN = EIHDR [max(0, 1−D(IHDR))]

+ EILDR [max(0, 1 +D(G(ILDR)))]
(7.2)

LG,GAN = − EILDR [D(G(ILDR))] (7.3)

where IHDR are target HDR images, corresponding to LDR inputs, ILDR

from the dataset. The final predictions, ĨHDR are the generator network
outputs:

ĨHDR = G(ILDR) (7.4)

The hinge loss objective was found to provide stable training for
GAN in imaging problems [Zha+18] including the large scale “BigGAN”
study [BDS18] for image generation. In addition, the generator is optim-
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ising two additional losses which help stabilise the training and improve
the quality of the results, one being the perceptual loss [JAF16] and the
other being the feature matching loss [Wan+18], which is similar to the
first. The following subsections present these losses in detail.

Total Loss

Using the hinge loss as well as the perceptual and feature matching losses
from equations 3.27 and 3.28 respectively, in order to improve stability
and quality of the results, the optimisation loss for the generator network
becomes:

LG,total = LG,GAN + Lperc(ĨHDR, IHDR) + Lfm(ĨHDR, IHDR) (7.5)

while the discriminator loss is the same from Equation 7.2.

Masking

In the M-GAN and MC-GAN methods, masking is used in an attempt to
make the hallucination network focus on saturated areas. An overview of
the methods is presented in Figure 7.2. The mask is computed similarly
to the method used by Eilertsen et al. [Eil+17]. In this case not only
over-exposed areas are considered, but under-exposed as well. The mask,
M , for (LDR) input I (scaled to [0, 1]), is a linear ramp given by:

M =
max(0, I − τ)

1− τ
+

max(0, 1− I − τ)

1− τ
(7.6)

where τ = 0.95. In the case of M-GAN the mask is applied to a single
luminance channel only, while for MC-GAN the mask is applied to each
of the RBG channels individually and is composed of three channels.

The objective is adjusted to accommodate the two network config-
uration and masking. The expansion network is trained using only the
gradient backpropagated from the L2 loss applied on fully reconstructed
HDR predictions that are given by:
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Figure 7.2: Diagram for the training of the masking configurations. The
mask is given as an input to the hallucination network along with the
LDR input and is used to combine the predictions of both networks.
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ĨHDR,rec = (1−M)Ĩe +MĨh (7.7)

where Ĩh = G(ILDR,M) is the prediction from the hallucination generator
network and Ĩe = E(ILDR) is the prediction from the expansion network,
E.

The hallucination network is trained using gradients from both the
GAN objective from Equation 7.5 and from the L2 loss on the final result.
The mask is concatenated to the generator input and is applied to both
the prediction and the target HDR images before they are given to the
discriminator network.

7.3 Results

This section presents the implementation of the methods from the previous
section and discusses the results obtained. First, the training details
are presented along with the data augmentation method that was used
in Section 7.3.1, followed by the presentation of qualitative results in
Section 7.3.2 and quantitative results comparing the best qualitatively
performing method with other CNN based methods Section 7.3.3.

7.3.1 Training

All the methods presented in Table 7.1 are trained for approximately 0.5
million iterations (SGD steps), with each method training for 10 days on
a single GPU, with the exception of L-GAN which was trained on a multi-
GPU setup. The generator and discriminator updates are performed with
the same frequency (alternating every one step). The HDR predictions
and targets use the HDR pixel transform presented in Section 6.4.1. In all
methods, the learning rates used were 1e−4 for the generator and 4e−4 for
the discriminator using the Adam optimiser with β1 = 0.5 and β2 = 0.999.
The batch size and hardware configurations are summarised in Table 7.2.
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Table 7.2: Batch sizes and GPU configuration for each method. Batch
sizes were chosen to maximally use the available GPU memory.

M-GAN MC-GAN G-GAN AE-GAN BN-GAN IN-GAN NN-GAN L-GAN

Batch 12 12 8 12 12 12 12 36
GPU P100 P100 GTX 1080 Titan X P100 P100 Titan X (4x) P100

Two Timescale Update Rule

The generator and discriminator are trained using different learning rates
following the Two Time-scale Update Rule (TTUR) introduced by Heusel
et al. [Heu+17]. The TTUR improves convergence of GAN, providing
theoretical justifications that a local Nash equilibrium is reached for the
minimax game of the generator and discriminator networks, and has been
used in recent state of the art results in natural image synthesis [BDS18].

Spectral Normalisation

Spectral normalisation controls the Lipschitz constant of a network by
limiting the highest singular value (spectral norm) of the linear transform-
ation weight matrices. Lipschitz continuity of the discriminator has been
shown to be important for stable training of GAN and further methods
show that using a spectrally normalised generator also helps with training
stability [Zha+18; BDS18]. All networks (except the GUNets for the
masking methods) make use of spectral normalisation.

Data

Generative imaging problems require large datasets, of the order of tens
of thousands to millions of samples, along with large models for improved
results, as demonstrated by Brock et al. [BDS18]. Readily available HDR
datasets are small in size, for example, in this work and in the work by
Eilertsen et al. [Eil+17] the datasets used are of the order of 1,000 HDR
images. A data augmentation method is proposed in this case, which uses
a pre-trained GUNet model for dynamic range expansion from Chapter 6.
A large readily available LDR dataset is used which is then expanded

120



7. Deep HDR Hallucination

Figure 7.3: Example of a Places365 dataset image, with heavy JPEG
compression artefacts.

using the pre-trained model in order to simulate an HDR dataset. To
create input-output pairs the following procedure is followed:

1. Sample an image, Id from the LDR dataset.

2. Expand the image range using a trained GUNet to predict the HDR
image IHDR.

3. Crop and resize the image to 256 × 256 using the methods from
Section 5.3.1.

4. Use the Exposure operator (clipping of top an bottom 10% of values)
as described in Table 5.1.

The exposure operator on the last step discards information from the
expanded HDR target image which the hallucination network attempts to
reconstruct.

The first four methods from Table 7.2 used the Places365 data-
set [Zho+17], while the rest were performed using images from Flickr [Fli18].
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The change of dataset was due to the lower quality of the images in the
Places365 dataset, frequently with heavy JPEG compression artefacts (e.g.
in Figure 7.3). The Flickr dataset consisted of a set of 46,166 training
images from 17 different categories1. The results are not expected to be
affected greatly, since the places dataset contains images similar in content
to the ones in the Flickr dataset (using these tags). Given that most of
the proposed methods do not use networks as large as the ones in large
scale GAN experiments [BDS18], which are able to capture large dataset
variations, and computational resources are much smaller, the difference
in learned content is expected to be minimal. The only major expected
qualitative difference in the outcome is fewer compression artefacts in
hallucinated areas in the methods using the Flickr dataset.

7.3.2 Qualitative

This section presents qualitative results, and discusses the reconstruction
quality for both for the dynamic range expansion and the hallucination
tasks. Quantitative results are given in the following section that mostly
show the performance methods in the well-exposed areas. Figure 7.4 and
Figure 7.5 show samples from the training set during training for the two
masking methods, M-GAN and MC-GAN, respectively. The well exposed
areas are expanded well by the GUNet, while there is also inpainting from
the hallucination generator network in the badly exposed areas. However,
in both cases, the predictions (third column) are not homogeneous, with
clear boundary mismatching in most samples and with very different
textures in some cases. This is not alleviated by the fact that the mask is
a smooth linear function (and not a step function) and is present in both
the grey and RGB masking cases. These results are not unexpected since
the two networks do not share any features in their computation and are
optimised to target different parts of the image.

From the training samples from the G-GAN method in Figure 7.6 it
1Tags used: cloud, fields, lake, landscape, milkyway, mountain, nature, panorama,

plains, scenery, skyline, sky, sunrise, sunset, sun, tree, water

122



7.
D

eep
H

D
R

H
allucination

Figure 7.4: Training samples for the M-GAN method. Columns 1–3 are the input LDR image and corresponding tone
mapped HDR target and prediction respectively. Columns 4–6 are the mask, masked target and masked prediction
respectively.123
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Figure 7.5: Training samples for the MC-GAN method. Columns 1–3 are the input LDR image and corresponding tone
mapped HDR target and prediction respectively. Columns 4–6 are the mask, masked target and masked prediction
respectively.124
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Figure 7.6: Training samples for the G-GAN method. Columns 1–3 are the input LDR image and corresponding tone
mapped HDR target and prediction respectively. Column 4 is a mask showing the fully saturated ([255, 255, 255]) and fully
under-exposed ([0, 0, 0]) pixels of the input. Columns 5 and 6 show the masked target and masked prediction respectively,
using the mask from column 4.
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is observed that the GUNet network successfully expands the well exposed
areas of the LDR input and also attempts to hallucinate fully saturated
and under-exposed areas. However the hallucinations are predominantly
flat without any texture variations. This is an expected outcome due to
the nature of the GUNet which has a strong guidance from the input
features. The input in those areas is flat, guiding the output to be flat as
well.

The samples in Figure 7.8 are from the Autoencoder method AE-
GAN, which is a network similar to the context encoder network used
by Pathak et al. [Pat+16] for inpainting. While the network provides
hallucinations of varying textures in the badly exposed areas, it greatly
distorts the well exposed areas. The authors used the network only to
predict the missing parts of the image, while the rest was used from the
input. In this case, the network is not suitable since it is required that it
expands the range of well exposed areas while providing predictions for
missing areas at the same time. The lack of faithful reproduction of the
well exposed areas can be attributed to the lack of skip connections.

Figure 7.9 and Figure 7.7 show the effects of layer normalisation
using predictions from the BN-GAN, IN-GAN and NN-GAN methods.
When no normalisation is used the predictions from larger inputs suffer
from spatial tone inconsistencies (Figure 7.9(e)) compared to the more
consistent smaller input predictions (Figure 7.9(d)). Normalisation offers
spatial consistency, as evident from the larger examples in Figure 7.7.

Batch normalisation can be used using the tracked image statistics
from training (evaluation mode), or using sample statistics (training mode),
as described in Section 3.2.3. Some style transfer methods use sample
statistics [Sal+16] for batch normalisation at inference time, however it is
not appropriate in this case, as evident in Figure 7.9(c).

Figure 7.7 compares the effects of using batch normalisation (evalu-
ation mode) and instance normalisation. Batch normalisation tends to
“average out” the hallucination predictions, creating predictions close to
the LDR input. For example, in the figure, the saturated part of the sky
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(a) Input LDR (b) Target HDR

(c) BN-GAN prediction (d) IN-GAN prediction

Figure 7.7: Effects of instance normalisation and batch normalisation.
Instance normalisation prediction is closer to ground truth when it comes
to tone.
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Figure 7.8: Training samples for the AE-GAN method. Columns 1–3 are the input LDR image and corresponding tone
mapped HDR target and prediction respectively. Column 4 is a mask showing the fully saturated ([255, 255, 255]) and fully
under-exposed ([0, 0, 0]) pixels of the input. Columns 5 and 6 show the masked target and masked prediction respectively,
using the mask from column 4.
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(a) Input image (b) BN-GAN eval (c) BN-GAN train

(d) NN-GAN small input (e) NN-GAN large input

Figure 7.9: Comparison of predictions using different normalisation modes. Normalisation layers help to have globally
consistent contrast.

129



7. Deep HDR Hallucination

is more grey/white in the BN-GAN prediction rather than the IN-GAN
where it’s blue. The overall tone of the IN-GAN prediction is closer to the
original image, compared to that of BN-GAN, which suggest that using
instance normalisation might result to better hallucination predictions.

Samples from the larger scale L-GAN method are presented in
Figure 7.10. The predictions show good reconstruction of the well exposed
areas as well as hallucination in badly exposed areas. The hallucinations
blend well with the rest of the image and also exhibit texture variations.
For example in the first row, the sky is reconstructed and varies from blue
to light red towards the horizon. The second and fourth rows introduce
variations in the clouds. However, semantic detail is not reconstructed
fully, for example the shape of the sun in the third row.

Figure 7.11 shows a scan-line plot of a prediction from the HDR test
set, using the L-GAN model along with the LDR input and HDR target
predictions. The LDR input is saturated and constant for most of the line
for all three channels (white), while the target and predictions vary and
have strong correlations. The target and prediction values are scaled to
be close to the LDR values for visualisation purposes. It is observed that
the prediction of the blue channel is lower than the target relative to the
prediction of the other two. This is in agreement with the image, since
the prediction is more yellow along the scan-line whereas the target image
is blue. Even though the tone was not reproduced exactly, it still blends
well with the surroundings.

Figure 7.12 and Figure 7.13 are sample predictions of L-GAN from
the test set at various resolutions. The first column is the LDR input
(culling) while columns 2–4 are (tone mapped) predictions from inputs of
resolutions 256×256, 512×512 and 1024×1024 respectively. It is observed
that the dynamic range expansion is consistent at different resolutions,
however, the hallucinations change structure depending on the input size.
In hard cases that are not common in the dataset, for example the side of
the building in Figure 7.12(a), the inpainting is not of good quality and
the textures do not match the surroundings. The clouds in Figure 7.12(a)
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Figure 7.10: Training samples for the L-GAN method. Columns 1–3 are the input LDR image and corresponding tone
mapped HDR target and prediction respectively. Column 4 is a mask showing the fully saturated ([255, 255, 255]) and fully
under-exposed ([0, 0, 0]) pixels of the input. Columns 5 and 6 show the masked target and masked prediction respectively,
using the mask from column 4.
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(a) Input LDR (b) Target HDR

(c) Scan-line plot (d) Prediction HDR

Figure 7.11: Scan-line plot for prediction using L-GAN. The saturated areas in the LDR are reconstructed well in the
prediction and correlate with the target HDR.
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(a) BenJerrys

(b) BandonSunset(1)

Figure 7.12: Predictions using L-GAN at multiple resolutions. First column is the input LDR, followed by predictions at
256× 256, 512× 512 and 1024× 1024 resolutions respectively.
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(a) Peppermill

(b) MirrorLake

Figure 7.13: Predictions using L-GAN at multiple resolutions. First column is the input LDR, followed by predictions at
256× 256, 512× 512 and 1024× 1024 resolutions respectively.
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that are washed out in the input LDR are reconstructed well. Likewise,
the part of the sky around the sun which is saturated in Figure 7.12(b),
along with the grass in the bottom left which is under-exposed, is also
reconstructed well. Same for the saturated street lights in Figure 7.13(a)
and the washed out sky in Figure 7.13(b).

In summary, end to end methods are preferred since they provide
more consistent results in terms of colour and content and context. From
that, the GUNet architecture is not suitable to hallucinate proper textures
due to its design, while autoencoder architectures do not reproduce the
well-exposed areas faithfully. UNet architectures with bilinear encoders and
decoders give the best results, especially when using instance normalisation,
which reproduces tone more faithfully compared to batch normalisation
and no normalisation. The IN-GAN method and the larger scale L-GAN
methods are the best choices. In the next section, the L-GAN method is
compared quantitatively with other CNN based methods.

7.3.3 Quantitative

Table 7.3 and figures 7.14–7.17 show quantitative results of the L-GAN
method, which had the best qualitative results, compared with the CNN
methods presented in Chapter 5 and Chapter 6 and the method by Eilertsen
et al. [Eil+17], using the same metrics and data as previously.

The results for the L-GAN method are comparable with those of
ExpandNet and GUNet and are not significantly different in the culling
case. Even though L-GAN does not improve on the performance of the
other two methods, especially in the optimal exposure case where most of
the content is well-exposed, these results are important in multiple ways.
First, they indicate that using a pre-trained network for data augmentation
can produce good outcomes. The L-GAN network was trained using data
that was fundamentally LDR unlike the HDR data that the other networks
were trained with. The LDR data was expanded using a GUNet and then
tone mapped using exposure, to remove content and use it as the network
inputs. In addition, the loss used was based solely on GAN and perceptual
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Table 7.3: Average values of the four metrics for all previous CNN methods
including L-GAN for display-referred and scene-referred scaling. Bold
values indicate the best value.

Method SSIM MS-SSIM PSNR HDR-VDP-2.2

scene-referred, optimal

COL 0.58 0.69 23.21 31.23
UNT 0.68 0.71 20.52 34.88
EIL 0.72 0.78 22.90 39.06
EXP 0.74 0.79 25.54 39.27
GUN 0.81 0.84 23.94 41.26
L-GAN 0.77 0.80 22.16 39.75

scene-referred, culling

COL 0.63 0.69 22.08 29.74
UNT 0.77 0.70 19.66 34.65
EIL 0.52 0.53 17.92 28.14
EXP 0.81 0.79 22.58 35.04
GUN 0.81 0.78 21.39 33.52
L-GAN 0.79 0.79 21.22 35.02

display-referred, optimal

COL 0.63 0.71 21.00 31.41
UNT 0.72 0.73 18.23 35.68
EIL 0.77 0.80 20.66 41.01
EXP 0.79 0.82 23.43 40.81
GUN 0.83 0.84 21.59 43.23
L-GAN 0.78 0.79 19.67 40.83

display-referred, culling

COL 0.66 0.70 19.99 30.26
UNT 0.78 0.69 17.02 35.27
EIL 0.54 0.55 15.96 27.58
EXP 0.83 0.79 19.93 36.21
GUN 0.82 0.77 18.69 34.46
L-GAN 0.80 0.78 18.64 36.45
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Figure 7.14: Box plots for scene-referred HDR obtained from LDR via
optimal exposure including G-GAN and L-GAN.

Figure 7.15: Box plots for scene-referred HDR obtained from LDR via
culling including G-GAN and L-GAN.
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Figure 7.16: Box plots for display-referred HDR obtained from LDR via
optimal exposure including G-GAN and L-GAN.

Figure 7.17: Box plots for display-referred HDR obtained from LDR via
culling including G-GAN and L-GAN.
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losses that are CNN based, without using standard regression losses like
in Chapter 5 and Chapter 6, which shows the effectiveness of these losses
in comparison with more traditional ones. These results also demonstrate
that even though hallucination is achieved, it is not at the cost of the
dynamic range expansion of well-exposed areas.

7.4 Summary

This chapter presented and compared multiple GAN based methods that
attempt to expand the range of LDR images and fill in missing information
in over-exposed and under-exposed areas.

Methods involving masking that combine an expansion and a hallu-
cination network each focusing on different aspects of the problem were
inspected. This approach produced visible boundary artefacts and tone
mismatch for both grey and RGB linear masks. End-to-end methods using
a single network provided better results.

Using a GUNet for end-to-end hallucination provided good predic-
tions for well-exposed areas but was too reliant on the input guidance and
did not produce much variation in the inpainted areas. Networks with
no skip connections, similar to context encoders previously used for other
inpainting tasks produced noticeably more artefacts for well exposed areas
and are may not be ideal for a complete end-to-end solution.

UNets with bilinear upsampling and downsampling did not exhibit
visible artefacts in well exposed areas, in agreement with the results
from Chapter 6. Even though higher frequencies might not be accurately
reproduced, a direct spectral comparison is not meaningful, given the
added hallucination information and the induced alteration of the input
frequency spectrum. The methods using UNets provided inpainting results
that blend well.

Normalisation layers have an effect on the global contrast of the
prediction, giving more consistent predictions for larger inputs. Batch
normalisation can cause results to be more desaturated and closer to the
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LDR input in contrast to instance normalisation that gives predictions
closer to the HDR.

Data augmentation using a pre-trained neural network for dynamic
range expansion can give good results, but it would be preferable to have
a large high quality HDR dataset. Improvements can be directed towards
the application of models on larger sized images with larger areas to
hallucinate. In addition, the models can be adjusted such that they are
able to better reproduce semantic details.
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Chapter 8

Conclusions

This thesis has presented multiple deep learning based methods for HDR
image reconstruction from LDR images. Chapter 2 and Chapter 3 presen-
ted background theory on HDR imaging and deep learning respectively.
Chapter 5 introduced a multi-branch CNN architecture, ExpandNet, that
attempts to expand the dynamic range of LDR images without using
upsampling modules in order to reduce artefacts, as well as a data aug-
mentation method for limited HDR data. Chapter 6 demonstrated how
the structural biases of CNN architectures can affect the spectrum of
the predictions and introduced a spectrally consistent CNN architecture,
the Guided UNet (GUNet), for high fidelity dynamic range expansion.
Chapter 7 presented multiple methods for filling missing content in badly
exposed areas of images through the use of the GAN framework, along
with a proposal for simulated HDR datasets through augmentation of
readily available LDR datasets. This chapter summarises all the methods
presented methods and the overall contributions of the thesis and outlines
potential directions for future work.

8.1 Multi-branch CNN for Dynamic Range

Expansion

A CNN architecture termed ExpandNet is introduced that accepts an
LDR input and produces an HDR prediction, expanding the range of the
input’s well-exposed areas. The network is multi-scale and is composed
of multiple branches, a local, a dilation and a global branch, each one
focusing on a different scale of the input. The resulting features from the
branches are concatenated and fused to form the final HDR prediction.
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8. Conclusions

The network operates on a high resolution and avoids the use of upsampling
layers, which have been observed to cause artefacts in other deep learning
based imaging methods [ODO16]. The approach is fully automatic and
data driven; it does not require any heuristics or human expertise. The
network is trained using a dataset of 1,013 HDR images and is evaluated
using a test-set of 50 HDR images. Evaluation is performed using four
HDR metrics, PU encoded PSNR, SSIM, MS-SSIM and HDR-VDP-2.2, in
two scenarios, scene-referred and display-referred, and using two different
LDR generation operators, culling and optimal exposure. The results
are compared with ten other methods, including three CNN based ones.
ExpandNet quantitatively outperforms all other methods and exhibits
much fewer artefacts compared to other dedicated CNN based methods.

8.2 Spectrally Consistent UNet

The structural bias of upsampling modules used in UNet architectures is in-
vestigated by comparing the spectrum of the outputs produced by multiple
UNet configurations in the Fourier domain. Particularly, the transposed
convolution module produces checkerboard artefacts that amplify a specific
set of frequencies in the spectrum, while nearest neighbour and bilinear
upsampling modules suppress some frequencies, particularly higher fre-
quencies. A new CNN module based on the fast GIF is subsequently
introduced and used to replace the upsampling and concatenation modules
in a UNet architecture. The new module uses the features from the encoder
part of the architecture to guide the upsampling of the decoder features.
The new network architecture, termed Guided UNet (GUNet), produces
outputs that are more spectrally consistent with the inputs. Comparisons
of the spectra of the outputs from a GUNet to those of multiple UNet
architecture variations and ExpandNet, show that GUNet better preserves
high frequency detail, thus avoiding blurring, and does not introduce
non existent frequencies, thus avoiding artefacts. A GUNet is trained
and evaluated for dynamic range expansion similarly to ExpandNet and
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is shown to quantitatively be close to the performance of ExpandNet,
outperforming it in some cases. Qualitative assessment shows that GUNet
better preserves detail, especially close to high contrast boundaries and
near saturated areas. GUNet is nearly fifteen times faster than ExpandNet
and uses 24% less memory when used with input images of the same size.

8.3 Deep HDR Hallucination

Multiple methods based on GAN that attempt to hallucinate missing
content in LDR images are proposed and compared. The methods have a
dual task, to fill in missing content in saturated and clipped areas of LDR
images, as well as expand the range of the well-exposed areas. A total
of eight methods are presented. Two of the methods use a two-network
configuration, with one network performing dynamic range expansion and
the other hallucinating missing content. The two outputs are combined
using a greyscale mask in one method and a colour mask in the other.
The rest of the methods use a single network each, that attempts to tackle
both tasks simultaneously, with one method using a GUNet, another using
an Autoencoder, and four methods using different UNet variations. All
methods are trained using a combination of a GAN hinge loss, a perceptual
and a feature matching loss. Data augmentation is performed to leverage
large readily available LDR datasets by expanding their range using a
pre-trained GUNet.

Qualitative results show that the two-network masking based meth-
ods suffer from boundary mismatching and colour differences at the com-
bined areas, while the single-network configurations are much smoother.
The GUNet based method cannot reproduce spatially varying textures
in the hallucinated areas due to its strong guidance from the input im-
age which is flat in those areas. The Autoencoder based method, while
producing textures in the hallucinated areas, does not reproduce the well-
exposed areas faithfully and is artefact prone. The UNet based methods
use bilinear encoders and decoders and provide higher fidelity outcomes
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for the well-exposed areas of the input compared to the Autoencoder
based method, while also providing spatially varying inpainting in badly-
exposed areas. Three of the UNet methods compare the use of batch
normalisation, instance normalisation and no normalisation, with instance
normalisation providing better results in terms of contrast consistency
and tone reproduction. The final method is a variation of the instance
normalisation UNet based method, using a larger network architecture
and trained with a larger batch size. It is compared quantitatively to the
previously proposed CNN based methods for dynamic range expansion
using the same metrics as before and performs well, indicating that it does
not sacrifice quality in the dynamic range expansion of well-exposed areas.

8.4 Overview

This section provides an overview of the research outlining how objectives
were met and answering the research question. Furthermore, contributions
are presented.

8.4.1 Objectives and Research Question

The objectives presented in Section 1.3 were met in the following way:

1. Complete a literature review for HDR imaging, deep learn-

ing and in particular dynamic range expansion. A compre-
hensive literature review was conducted for dynamic range expan-
sion (Chapter 2) and a significant overview of deep learning was
provided (Chapter 3), including an investigation of potential deep
learning solutions for HDR imaging. It was hypothesised that a
straightforward approach using UNets, a traditional method for such
applications, would not provide a high fidelity solution for dynamic
range expansion due to the structural characteristics of UNets to
exhibit checkerboard artefacts.

2. Develop an approach for best use of the limited HDR data
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that is available in deep learning applications. Chapter 5
provided a data augmentation method for small HDR datasets and
Chapter 7 provided another data augmentation method for the use
of readily available LDR datasets in HDR applications.

3. Introduce new methods for dynamic range expansion using

deep learning, based on the limitations of other methods.

The hypothesis about traditional UNet architectures exhibiting arte-
facts was confirmed, and solutions were provided in Chapter 5
and Chapter 6. New methods were introduced in Chapter 5 and
Chapter 6 the first attempting to avoid upsampling artefacts and
the other improving on the UNet architecture through the introduc-
tion of guided feature upsampling. Chapter 7 provided methods for
hallucination of missing information in dynamic range expansion.

4. Evaluate the introduced methods and compare against tra-

ditional and other deep learning based methods. A compre-
hensive evaluation was conducted comparing with multiple other
dynamic range expansion methods in chapters 5–7 and the proposed
methods were found to outperform other methods.

Meeting the objectives has made it possible to answer the research
question:

Given the current widespread adoption of HDR technology, the abund-
ance of LDR content from over 100 years of media and the emergence of
deep learning based imaging solutions, can deep learning be used to provide
a high fidelity, end-to-end method for converting LDR content to HDR?

The methods presented in this thesis demonstrate that deep learning
can be used for end-to-end dynamic range expansion providing higher
fidelity than traditional methods.

8.4.2 Contributions

The contributions of this thesis are the following:
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1. ExpandNet: A novel multi-scale CNN architecture for end-to-end
dynamic range expansion, that outperforms previous expansion oper-
ators on multiple metrics, including other CNN based methods, and
produces fewer artefacts compared to previous CNN architectures.

2. A method for comparing structural bias of models using the spectrum
of predicted outputs to identify the degree of fidelity of the outputs
compared to the model input.

3. GUNet: A spectrally consistent UNet architecture, that makes use
of the Fast Guided Image Filter to replace upsampling layers, for
fast and memory efficient dynamic range expansion at high fidelity.

4. A GAN based method for simultaneous dynamic range expansion
and hallucination of missing content in badly-exposed areas of LDR
images, along with comparisons with multiple other different altern-
ative proposals.

5. A quantitative evaluation of previous dynamic range expansion meth-
ods, including CNN based ones and comparison with the methods
proposed above.

6. Two data augmentation techniques for:

(a) Augmenting existing small HDR datasets, using multiple tone
mapping, cropping and resizing techniques, such that multiple
different contrast scenarios are simulated, for use in training
CNNs as dynamic range expansion operators.

(b) Converting large readily available LDR datasets to HDR in
order to augment the variety of content, for learning based
HDR applications.

7. An HDR pixel distribution adaptation method, for better handling
of the distribution of HDR content, which is skewed towards zero.
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8.5 Future Work

This section outlines improvements and future work.

HDR Imaging

The methods presented were trained using a relatively small HDR dataset
or simulated HDR datasets by augmentation of large LDR datasets. Res-
ults can be improved if larger high quality HDR datasets are used. Such
datasets are not readily available however. In addition, HDR video was
not considered and is the next step forward for extending the presented
methods. Dynamic methods may require further careful design to maintain
temporal coherence and Long Short Term Memory networks [HS97] might
provide the solution for such content. The hallucinated content for filling
in badly-exposed areas can be improved, specifically for more abstract
semantic inpainting situations, for example if part of a persons face is
missing due to extreme lighting conditions and saturation. The methods
can also be adapted such that absolute luminance values are predicted
instead of relative luminance. This will require large calibrated HDR
image datasets, or physical simulations.

Machine Learning

The models presented can be adapted and generalised for use in other
inverse imaging problems that require high fidelity outputs, for example
colourisation of greyscale images or super-resolution. In addition, the
results can be improved through hyperparameter optimisation. This
requires a lot of computational resources, but can be accelerated through
the use of Bayesian techniques, for example Gaussian Processes [RW06].
The model architectures can be optimised themselves such that they
are optimal in terms of computational budget and performance. Recent
developments in neural architecture search [ZL16] and efficient scaling
of neural network architectures [TL19] could provide solutions to this
problem.
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8.6 Final Remarks

The continuing adoption and commercialisation of HDR technology has
brought us closer than ever before to accurately capturing, storing and
reproducing the real world. This work has improved on traditional methods
for HDR content generation from LDR content by introducing high fidelity,
data-driven, end-to-end methods for dynamic range expansion based on
deep learning and CNNs. The improvements presented can be adapted and
used in other imaging problems as well, for example colourisation, image
translation and medical imaging. The problem of dynamic range expansion
is not fully solved, as more improvements are required, for example in
adapting dynamic content for video and semantically improving HDR
hallucination. The contributions of this thesis can form a foundation for
future data-driven methods which can overcome the many limitations of
traditional techniques.
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Appendix A

ExpandNet Supplementary

Figures A.1 – A.8 contain HDR-VDP-2.2 visibility probability maps com-
paring all the methods presented in Chapter 5. Figures A.9 – A.14 show
predictions using all methods from Chapter 5, along with the original
HDR images, at different exposures.

(a) LDR (b) AKY (c) LAN (d) BNT (e) HUO (f) REM

(g) MAS (h) KOV (i) COL (j) UNT (k) EIL (l) EXP

Figure A.1: HDR-VDP-2.2 visibility probability maps for predictions of
(culling) for Hoover Dam using all methods.

(a) LDR (b) AKY (c) LAN (d) BNT (e) HUO (f) REM

(g) MAS (h) KOV (i) COL (j) UNT (k) EIL (l) EXP

Figure A.2: HDR-VDP-2.2 visibility probability maps for predictions of
(culling) for Mason Lake(2) using all methods.
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(a) LDR (b) AKY (c) LAN (d) BNT (e) HUO (f) REM

(g) MAS (h) KOV (i) COL (j) UNT (k) EIL (l) EXP

Figure A.3: HDR-VDP-2.2 visibility probability maps for predictions of
(culling) for Devils Bathtub using all methods.

(a) LDR (b) AKY (c) LAN (d) BNT (e) HUO (f) REM

(g) MAS (h) KOV (i) COL (j) UNT (k) EIL (l) EXP

Figure A.4: HDR-VDP-2.2 visibility probability maps for predictions of
(culling) for North Bubble using all methods.

(a) LDR (b) AKY (c) LAN (d) BNT (e) HUO (f) REM

(g) MAS (h) KOV (i) COL (j) UNT (k) EIL (l) EXP

Figure A.5: HDR-VDP-2.2 visibility probability maps for predictions of
(culling) for Exploratorium(2) using all methods.

(a) LDR (b) AKY (c) LAN (d) BNT (e) HUO (f) REM

(g) MAS (h) KOV (i) COL (j) UNT (k) EIL (l) EXP

Figure A.6: HDR-VDP-2.2 visibility probability maps for predictions of
(culling) for Blooming Gorse(1) using all methods.
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(a) LDR (b) AKY (c) LAN (d) BNT (e) HUO (f) REM

(g) MAS (h) KOV (i) COL (j) UNT (k) EIL (l) EXP

Figure A.7: HDR-VDP-2.2 visibility probability maps for predictions of
(culling) for M3Middle Pond using all methods.

(a) LDR (b) AKY (c) LAN (d) BNT (e) HUO (f) REM

(g) MAS (h) KOV (i) COL (j) UNT (k) EIL (l) EXP

Figure A.8: HDR-VDP-2.2 visibility probability maps for predictions of
(culling) for Four Corners Storm using all methods.
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(a) Original

(b) AKY

(c) LAN

(d) BNT

(e) HUO

(f) REM

Figure A.9: Little River HDR predictions at different exposures. (Rows)
Original - AKY - LAN - BNT - HUO - REM (continued in next figure).
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(a) MAS

(b) KOV

(c) COL

(d) UNT

(e) EIL

(f) EXP

(g) LDR input (cull-
ing)

Figure A.10: Little River HDR predictions at different exposures. (Rows)
MAS - KOV - COL - UNT - EIL - EXP - LDR Input (culling).
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(a) Original

(b) AKY

(c) LAN

(d) BNT

(e) HUO

(f) REM

Figure A.11: RIT Tiger HDR predictions at different exposures. (Rows)
Original - AKY - LAN - BNT - HUO - REM (continued in next figure).
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(a) MAS

(b) KOV

(c) COL

(d) UNT

(e) EIL

(f) EXP

(g) LDR input (cull-
ing)

Figure A.12: RIT Tiger HDR predictions at different exposures. (Rows)
MAS - KOV - COL - UNT - EIL - EXP - LDR Input (culling).
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(a) Original

(b) AKY

(c) LAN

(d) BNT

(e) HUO

(f) REM

Figure A.13: Canadian Falls HDR predictions at different exposures.
(Rows) Original - AKY - LAN - BNT - HUO - REM (continued in next
figure).
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(a) MAS

(b) KOV

(c) COL

(d) UNT

(e) EIL

(f) EXP

(g) LDR input (cull-
ing)

Figure A.14: Canadian Falls HDR predictions at different exposures.
(Rows) MAS - KOV - COL - UNT - EIL - EXP - LDR Input (culling).
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Appendix B

Autoencoder Spectra

Figures B.1 – B.9 show samples of multiple input-output pairs and of their
specra for randomly initialized Autoencoders that use different modules
for upsampling and downsampling in their encoders and decoders.

Figure B.1: Autoencoder spectrum with strided encoder and transposed
convolution decoder.

Figure B.2: Autoencoder spectrum with strided encoder and nearest
neighbour decoder.
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Figure B.3: Autoencoder spectrum with strided encoder and bilinear
decoder.

Figure B.4: Autoencoder spectrum with nearest neighbour encoder and
transposed convolution decoder.

Figure B.5: Autoencoder spectrum with nearest neighbour encoder and
nearest neighbour decoder.
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Figure B.6: Autoencoder spectrum with nearest neighbour encoder and
bilinear decoder.

Figure B.7: Autoencoder spectrum with bilinear encoder and transposed
convolution decoder.

Figure B.8: Autoencoder spectrum with bilinear encoder and nearest
neighbour decoder.
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Figure B.9: Autoencoder spectrum with bilinear encoder and bilinear
decoder.
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