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Abstract

Artificial Intelligent (AI) has become the most potent and forward-looking force

in the technologies over the past decade. It allowed breakthrough applications

that have truly changed the world for the better. Deep Neural Network (DNN),

the back-end of the AI, plays a significant role to bestow computers mind-

boggling abilities in many tasks from computer vision, natural language pro-

cessing, audio understanding to complex signal processing. Despite the rapid

development of AI, training increasingly complex DNN is constrained by many

limiting factors including learning algorithms, data sizes and computing re-

sources. These issues have attracted a range of research on algorithm optimi-

sation and efficient usage of computing resources. In this thesis, we aim to

accelerate the processing of DNN from three aspects: data pruning, distributed

processing and network pruning. Particularly, we first develop a real-time data

pruning approach together with an automatic strategy for adjusting learning

rate. The approach temporarily prunes specific training data items based on

real-time analysis and automatically adjust the learning rate according to anal-

ysed learning trends. The work reduces training time for popular neural net-

works by around 24.46% without sacrificing the training accuracy. Second, we

propose a novel distributed learning strategy to speed up the training process.

It uses the predictors residing in the parameter server to forecast the loss of

the model, which is used to compensate for the delayed model updating in dis-

tributed learning methods. Our strategy outperforms other remarkable methods

in the accuracy. Lastly, we propose a fine-grained pruning method together with

a feature-aware weight pruning method to reduce the complexity of the trained

neural network. The methods prune less important feature maps and weights for

each convolutional layer. The proposed methods can prune 74.2% of operations

on average while maintaining the accuracy close to the original model.
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CHAPTER 1
Introduction

Artificial Intelligence (AI) is certainly the hottest technology buzzword nowa-

days. Deep learning has been the absolute driving force in leading this wave

of AI revolution. Deep learning aims to learn the features from raw datasets

through the constructed neural network, and has seen very exciting successes in

a range of applications. In order to achieve outstanding learning results, on one

hand the neural networks in deep learning grow deeper to hundreds of layers and

contain millions of the training parameters. On the other hand, deep learning

networks have to take a large amount of data as input to learn the reliable fea-

tures effectively. As the result, training a modern deep neural network (DNN)

is very time and resource consuming.

A regular neural network consists of three types of layers: input layer, output

layer and hidden layer. Figure 1.1 illustrates a simple neural network with these

three layers. The neural network takes an input data, and transforms it through

a series of hidden layers. Each hidden layer is made up of a set of neurons, where

each neuron is connected to the neurons in the next layer. The output layer is

the final fully-connected layer. It represents the class scores for example in the

classification settings.

To better understand the work in this thesis, we use a general formula for

deep network training as an example to introduce the basic ideas and logic

behind our accelerating methods. Assume a fully connected neural network

with L layers. Each layer has a number of neurons. Equation 1.1 calculates the

output of the neuron q in the layer l (l ∈ [1, 2, · · · , L]) given the input data item

x (x ∈ X) at the training epoch e.

1



1. Introduction

Output Layer

Input Layer

Hidden Layer 2Hidden Layer 1

Figure 1.1: A regular 3-layer neural network

N (l)
q,e = [σl(

m(l−1)∑
p=1

w(l)
pq,e[· · · [σ2(

m1∑
j=1

w
(2)
jk,e[σ1(

m0∑
i=1

w
(1)
ij,e · n

(0)
i,e (x) + b

(1)
j,e )]

+b
(2)
k,e)] · · · ] + b(l)q,e)],

1 ≤ q ≤ ml, x ∈ X, e ∈ E

(1.1)

where [σc(
∑m(c−1)

i=1 w
(c)
ij,e · n

(c−1)
i,e (x) + b

(c)
j,e)] is the output of the neuron j in the

layer c at the epoch e; σc() represents the activation function of the layer c;

mc represents the number of neurons in the layer c; w
(c)
ij,e represents the weight

between the neuron i in the layer c-1 and the neuron j in the layer c at the

epoch e; n
(0)
i,e (x) is the output of the neuron i in the layer 0 (input layer) at the

epoch e when taking the data item x as input. b
(c)
j,e denotes the bias applied to

the neuron j in the layer c at the epoch e. X is the input dataset. E is the set

of epochs.

The training process is to utilise an optimisation method to update the model

weights w
(c)
ij,e iteratively so that creates a good mapping from the input to the

output. Generally, in an epoch the neural network is trained with all the input

2



1. Introduction

data once. The network training goes through a number of epochs until the

satisfactory mapping between the input and the output is generated. Stochastic

Gradient Descent (SGD), which is a significant and widely used optimisation

method, provides fast convergent rate for DNNs. The research in this thesis are

based on the SGD and variants of the SGD. Equation 1.2 demonstrates how

SGD optimises the neural network.

ωt+1 = ωt − γ∇ωt`(fωt(x), y) (1.2)

where ωt is the learnable weights of the neural network at the iteration t; γ refers

to the learning rate controlling the step size of weight adjustments; ∇ωt
stands

for the gradient of the neural network fωt
at the iteration t; and `(fω(x), y)

is a loss function measuring how wrong the model is in terms of its ability

to estimate the relationship between the input data x and the corresponding

label y. The SGD continually updates the weights of the neural network during

training until the model achieving the convergence.

1.1 Research Challenges

Training DNNs is a challenging process. One of the challenges is the various

qualities of training data. As the neural network training is the process of

finding a set of weights to best map inputs to outputs, the training data is a

necessary component that plays an essential role in the training process. The

data with good qualities contributes to the convergence of the training process,

whereas low-quality data makes fewer contributions and can even slow down the

process. Effectively distinguishing the data quality is a complicated procedure

but meaningful in the training process.

Besides, hyper-parameters directly control the behaviours of the training al-

gorithms and have a prominent effect on the performance of the models. How-

ever, setting the hyper-parameters demands professional knowledge and expert

experience. Replacing the hyper-parameters with automatically controlled set-

3



1. Introduction

tings is an efficient way to reduce the impact of hyper-parameters. Nonetheless,

it is a challenge to define such automatic mechanisms to reduce the hyper-

parameters without sacrificing the accuracy.

Furthermore, training DNN requires a large amount of computing resources.

The device with a limited computing capacity challenges the efficiency of train-

ing increasingly complex neural networks. Parallel training the neural network

is an advanced approach to solve this issue. However, due to the limitation

of the existing parallel training algorithms, there are considerable performance

degradation in the model trained in parallel. Keeping the performance of the

parallel training closed to the accuracy of the sequential training is a crucial

challenge in accelerating the training process.

Apart from the DNN training, there are also a number of challenges in using

the trained DNN. Nowadays, one of the difficulties is to deploy the DNN on the

devices that are constrained by resources (e.g. mobile devices). Pruning the

trained DNN is an widely used method to reduce the computing requirements

so that more resource limited devices can take benefits from the DNN. Gen-

erally, there is a trade-off between the model accuracy and the pruning ratio.

Reducing the network complexity while maintaining the model accuracy is a

popular research topic in deploying the DNN.

1.2 Aims and Objectives

This research aims to accelerate the processing of DNN. In order to solve the

above challenges, the research objectives are as follows:

• Design a fine pruning method for training data so that the training process

costs less while maintaining accuracy.

• Develop an automatic adjustment strategy for the hyper-parameters to

reduce the influence of hyper-parameter settings.

• Further accelerate the training process by a number of computing workers

4



1. Introduction

training in parallel with the accuracy close to that of sequential training.

• Reduce the computational complexity of the trained DNN without scari-

fying the accuracy.

1.3 Our Works

In this thesis, we propose two pruning methods, a hyper-parameter adjustment

strategy and a parallel training algorithm. The proposed methods overcome

the challenges with outstanding performances. Specifically, we first develop a

data pruning technique to accelerate the processing of the DNN. The technique

dynamically drops a subset of data items in the input dataset X based on

the real-time analysis during the training. By doing so, the number of data

items processed in each epoch is reduced. Besides, we propose an automatic

adjustment scheme for the learning rate. The scheme identifies the plateau of the

training process, and advances to the next training stage when the learning curve

is steady for a number of epochs. Therefore, the training process is accelerated.

Second, we develop a distributed learning scheme to train the neural net-

work in parallel. Multiple workers (i.e. computing nodes) train the network in

parallel and send their local training results to a central parameter server for

aggregation. Essentially, different epochs in the epoch set E in Equation 1.1 are

run by different workers in parallel, which consequently speeds up the network

training comparing with running all epochs in a single machine.

The above two techniques are to accelerate the training of a DNN. In this

thesis, we also develop the fine-grained network pruning techniques to accelerate

the inference of a DNN (i.e., use the trained model to generate the output, e.g.,

make the predictions, with the given input). In these techniques, we identify

less important partitions in a feature map and prune the corresponding training

parameters (neurons). This way, the model inference process does not have to

perform some of the operations: w
(c)
ij,e·Y

(c−1)
i,e (x) in Equation 1.1, which therefore

accelerates the model inference and also reduces the size of the DNN without

5



1. Introduction

sacrificing the inference accuracy.

The next three sections introduce our acceleration strategies from these three

aspects in more detail.

1.3.1 Data Pruning Based on Real-time Training Analysis

Scaling up the layers and parameters in modern neural networks improves the

model accuracy dramatically and enables the discovery of sophisticated high-

level features. However, it also presents great challenges such as the training

efficiency.

Many novel training algorithms and neural networks have been designed

and achieved good performance on both benchmark datasets and in industrial

practices. For instance, Convolutional Neural Network (CNN) demonstrates im-

pressive performance in the areas such as image recognition and classification.

Very Deep Convolutional Networks (VGG) use an architecture with tiny convo-

lution filters and show a significant improvement in network performance. Deep

Residual Network (ResNet) is developed to ease the training of the networks

that are substantially deeper than those used previously and gain the excellent

accuracy. Wide Residual Networks (WRN) that advance from ResNet contain

a more complex architecture of network and outperform regular deep ResNet in

terms of both accuracy and efficiency.

Different configurations of the DNN can lead to a different level of model

accuracy and training efficiency (i.e., training time). Therefore, much research

has been conducted to find the better configuration of the networks. Numerous

endeavours have also been devoted to accelerating the training process through

parallel computing. Our work does not focus on the optimisation of the network

configuration. Instead, We assume that the configuration of the network has

been optimised (or is fixed) with the given settings of hyper-parameters such as

batch size and the number of epochs. Learning rate settings play an important

role in converging DNNs. Our aim is to simplify the training process by reducing

the training time of each epoch (regardless of the network configuration) and
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override the learning rate adjustments to lessen the extra overhead caused by

unreasonable learning rate settings. In our approach, we dig into the training

process, monitor and analyse the loss trend of each training instance. A novel

method is developed to reduce the training time by fine-pruning the “bad”

training data that do not appear to contribute to the convergence of the training

process. The pruning is temporary. It does not mean a “bad” data will be

removed from the training permanently, but means it has the less probability of

being selected for training. Moreover, this method analyses the overall network

performance at run-time, and automatically controls the learning rate based on

the analysis results. The experimental results show that comparing to regular

training, our method can reduce the training time by 24.46% while maintaining

the training accuracy.

1.3.2 Distributed Learning Based on Asynchronous Stochas-

tic Gradient Descent and Loss Prediction

Deep learning attracts increasing attention because of its impressive effective-

ness in the areas of image recognition and speech processing [1, 2, 3]. As the

size of the training dataset and the complexity of the training network increase,

it becomes difficult to train Deep Neural Network with Stochastic Gradient De-

scent (SGD) on a single machine. The demand for training large-scale datasets

and models motivate the research in the direction of distributed learning [4, 5, 6].

Synchronous Stochastic Gradient Descent (SSGD) and Asynchronous Stochastic

Gradient Descent (ASGD) [7] are two popular solutions in this direction.

In SGD, the neural network runs on a single machine and the gradients,

which are used to update the model, are computed every time after a batch

of data is processed by the network. Different from SGD, a set of workers is

used in SSGD. Each worker holds the same model and computes the gradients

synchronously. The gradients are then averaged on the parameter server for

weight updating. However, there is a synchronous barrier in the SSGD training

method. The gradient averaging operation has to wait for all workers to finish

7



1. Introduction

their computations. The training process will slow down if the local training in

any worker is delayed.

The ASGD method breaks the synchronous barrier to accelerate the dis-

tributed training process. In ASGD, each worker computes the gradient indi-

vidually based on the model retrieved from the parameter server, and updates

the model in the parameter server asynchronously [8]. Nevertheless, the main

drawback of ASGD is the delayed model update [9]. The delayed model update

is caused by the fact that each worker uses its retrieved version of the network

to compute the gradients and update the model independently, which means

the workers cannot always run their local training starting from the latest state

of the network. This is because while a worker (e.g., worker i) retrieves the

currently latest version of the network model and performs its local training,

other workers may complete their local training and update the network model,

which means that the network model which worker i uses to perform its local

training is not the latest version anymore.

Due to such a drawback of ASGD, the work [10] proposed a delay compen-

sation algorithm named DC-ASGD. It utilises a cheap approximation of the

Hessian matrix to compensate for the delay in the gradient computation per-

formed by local workers. The approximation can help produce a better training

result than both ASGD and SSGD. However, the effective approximation is

limited to a short period of delay as DC-ASGD uses the second-order partial

derivatives for approximation. The training quality in the situation of long delay

cannot be guaranteed.

In this thesis, we propose a novel method, called LC-ASGD (Asynchronous

Stochastic Gradient Descent with Loss Compensation), to release the restriction

of short delay in DC-ASGD. Our method LC-ASGD works similarly as ASGD

in the sense that there is no barrier for the workers, so as to enable each worker

to update the network once it finishes the local training. Different from ASGD,

LC-ASGD applies additional Recurrent Neural Networks (RNN) to predict the

loss in the existence of delays (i.e., compensate for the loss due to the delay).
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It allows the workers to use more accurate loss values to compute the gradi-

ents. Comparing with DC-ASGD, the loss compensations are not limited to the

effective duration of the second-order approximation. Rather, the accuracy of

loss compensation is determined by the performance of the predictor. More-

over, we extend the default Batch Normalisation (BN) scheme to Asynchronous

Batch Normalisation (Asyn-BN) to enhance the training effect in the distributed

training scenario.

The experimental results present that our LC-ASGD applying with 16 work-

ers dramatically reduces the time consumption of the training process by 93.35%

with only 0.37% of loss in accuracy on CIFAR-10 compared with the sequential

training method SGD. On the large-scale dataset ImageNet, the proposed LC-

ASGD delivers the best accuracy among all other distributed training methods

including baselines when training with 4 and 8 workers.

1.3.3 Fine-grained Network Pruning Techniques

Convolutional Neural Networks have been widely used in areas such as computer

vision and impage processing [1, 11] and show outstanding performance in many

real-world applications [12, 13]. To achieve better model accuracy, the training

networks have been designed to be deeper [14, 15, 16], leading to a sharp increase

in the number of the trainable parameters and convolution operations. After a

CNN is trained, the high inference cost caused by the high network complexity

becomes a major obstacle in porting the deep learning techniques to resource-

limited devices, such as mobile devices. Real-world applications, for example,

Next Word Prediction (NWP) of input methods, object detection of security

cameras and AI chat-bots consider more on the cost-efficiency and the response

latency rather than the prediction accuracy. It is worth trading off a small

amount of accuracy for a significant reduction in the inference cost. Therefore,

much attention has been drawn towards CNN pruning recently to reduce the

computational complexity while mitigating the loss in model accuracy [17, 18,

19].
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A number of research studies on network pruning prune the weights from

various layers or specific weight filters. For example, a recent work [20] drops

unimportant weights by evaluating the weight coefficients in frequency domain.

Another work [21] presents a simple but surprisingly effective algorithm for find-

ing sparse sub-networks in a large network that are trainable from scratch. In

addition, several works focus on filter pruning [22, 23], in which the filters are

masked based on the importance of the filters or groups of the filters. These

works deliver prominent results on pruning weights for CNNs. Most of the

pruned networks outperform the reference model with the pruning ratio rang-

ing from 30% to 60%. However, the accuracy is affected in varying degrees

when pruning more. In this thesis, we find that the feature map, which is an-

other indispensable participant in the convolution operations, can provide the

opportunity to further prune the network while preserving the accuracy.

There have been a small number of research studies on pruning the feature

maps. The work in [24] exploits the redundancy in each channel of the feature

maps by minimising the reconstruction errors on their output. Another work

shrinks the sparse feature maps to a compact one so that it reduces the com-

putation complexity [25]. The work [26] identifies the useless feature maps by

counting the number of zeros in each feature map and then removes the entire

sparse feature map. We find that these works are still too coarse-grained for

feature map pruning since removing any features will lead to the permanent

loss of the information that has been gained from prior layers. As a result, the

pruned networks lose non-negligible accuracy with the increase in the pruning

ratio.

In order to prune the feature maps while keeping as many discriminative

features as possible, we develop a fine-grained feature map pruning method in

this thesis. Specifically, we decompose the convolution operations in each layer.

The feature maps are divided into shifting blocks according to the layer settings

(i.e., padding, stride, and kernel size). Then, we prune some of these blocks on

the basis of their importance. This way, the original feature maps will be fully
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kept while the redundant shifting blocks of features are masked. Furthermore,

we propose a feature-aware weight pruning method based on the feature map

pruning results. The weights are pruned corresponding to the pruned feature

map blocks in order to further reduce the convolution operations.

The developed pruning methods are evaluated with commonly used CNN

networks, ResNet and VGG, and the popular benchmark datasets such as

CIFAR-10 and ImageNet. The experimental results show that we can prune

58.7% of the convolution operations in ResNet-32 when processing the Ima-

geNet benchmark dataset, while even slightly outperforming the original model

in terms of accuracy. More importantly, when an average of 74.2% of the op-

erations are pruned, the accuracy only decreases by the averages of 0.29% and

0.37% on CIFAR-10 and ImageNet, respectively. Since scaling up the number

of feature maps in each layer brings extra benefits in the accuracy. Additional

experiments on the wider version (i.e., more feature maps) of the CNN networks

show that our pruning methods prune averaged 73.49% and 71.79% of opera-

tions for ResNet on CIFAR-10 and CIFAR-100 with maximum 0.19% of loss in

the accuracy.

1.4 Research Contributions

The contributions of this thesis are summarised as follows:

Data Pruning. We investigate the loss trend of each training data and

compare it with the global loss trend. Based on the observations, we develop

a fine-pruning approach by analysing each training instance at run-time and

temporarily pruning the training data with less impact on the model conver-

gence. Further, we design a strategy to automatically adjust the learning rate

and accelerate the training process. The experimental results demonstrate that

our method can reduce the training time of different neural networks by around

24.46% while maintaining the training accuracy.

Distributed Training. We investigate the limitations of several existing
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distributed training approaches. We develop a novel distributed training method

which can compensate for the delayed model updating. Furthermore, we extend

the default Batch Normalisation scheme to Asynchronous Batch Normalisation

to enhance the training effect in the distributed setting. We conduct comprehen-

sive experiments to compare our method with the existing distributed training

methods in literature. The evaluation results show that our method can pro-

duce better results than the existing approaches, especially when there are a

large number of workers in the system.

Network Pruning. We analyse the redundant operations in modern CNNs

and propose a fine-grained feature map pruning method. This method can be

easily applied to other existing state-of-the-art weight pruning methods or filter

pruning methods to further reduce their convolution operations. Unlike other

pruning methods, our network pruning method does not need to change the

network architecture. In addition, we propose a feature-aware weight pruning

method. It takes the feature map pruning results into account to identify the

important weights and mask the less important weights. We conducted ex-

tensive experiments to train ResNet and VGG with various configurations on

CIFAR-10, CIFAR-100 and ImageNet. The experimental results verify that our

method can achieve higher pruning ratio than the existing methods in literature

while maintaining model accuracy.

1.5 Thesis Organisation

This chapter gives a brief overview of accelerating the DNNs from three per-

spectives (i.e., data pruning, distributed learning and network pruning, and

introduces the contributions of this thesis in these three perspectives. Chapter

2 reviews the recent literature regarding the research topics in this thesis. Next,

Chapter 3 presents our data fine-pruning approach that monitors and analyses

the learning performance of each training data at real-time to prune the training

data dynamically. In addition, we design a learning rate adjustment strategy
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to automatically control the learning rate based on the model learning curve.

Chapter 4 demonstrates our novel distributed training algorithm that solves the

delay issue in the ASGD. Besides, we extend the regular Batch Normalisation

to the asynchronised version to boost the distributed training performance fur-

ther. In Chapter 5, we propose the feature map pruning method to reduce the

features involved from the convolutional operations in a fine-grained way. Fur-

thermore, we propose a feature-aware weight pruning method that works on the

feature map pruning results to prune less important weights. Finally, Chapter

6 concludes the thesis and discusses the promising future research directions.
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CHAPTER 2
Literature Review

This chapter reviews recent works in accelerating the DNNs. Section 2.1 dis-

cusses the popular acceleration mechanisms and related works on data pruning.

Section 2.2 presents the development of parallelising the training process of

DNNs. Section 2.3 reviews the existing works on neural network pruning.

2.1 Accelerating DNN Training Through Data

Pruning and Algorithm Optimisation

DNN have demonstrated powerful capabilities that can produce much better re-

sults than most of other techniques in many fields, for example face recognition

[27, 28, 29], image classification [30, 31, 32] and Natural Language Process-

ing (NLP) [33, 34, 35]. For instance, the research [28] proposes a novel face

recognition method based on domain-level sampling strategy to largely improve

the unsatisfactory performance due to the limited generalisation of the trained

model. The work [33] designs an automatic CNN architecture search method

based on genetic algorithms to effectively work on the image classification tasks.

The NLP model proposed in [33] achieves outstanding performances on broad

range of tasks, such as language inference and question answering.

However, training the neural networks usually takes a long time and the

computation cost has been increasing quickly [1, 36, 37]. Many efforts have

been put into extending deep learning models [38, 39, 40], improving prediction

performance [12, 41, 42] and reducing training time consumption [43, 44, 45].

The latest acceleration mechanisms for deep learning frameworks can be divided

into two main categories: (i) developing parallel computing techniques to process
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deep network models and large-scale training datasets, and (ii) optimising the

training algorithms to enhance the training efficiency.

2.1.1 Algorithm Acceleration

There are a number of works on optimising training algorithms up to now. Mo-

mentum [46] and Nesterov Accelerated Gradient [47] are the methods that help

accelerate SGD in the relevant direction and dampens the oscillations that often

occur around local optima. The momentum term increases for the dimensions

whose gradients point to the same directions and reduces the updates for the

dimensions whose gradients change the directions. As a result, networks gain

faster convergence and reduced oscillations. Adagrad [48] and its extension

(Adadelta) [49] are the algorithms for gradient-based optimisation, which adapt

the learning rate to the parameters, perform smaller updates for parameters as-

sociated with frequently occurring features and more significant updates for the

parameters associated with infrequent features. Adam [50] is another method

that computes adaptive learning rates for each parameter. It considers the de-

caying averages of the past squared gradients, and updates the parameters in a

similar way as in Adadelta.

Moreover, several distributed training approaches are designed to further

accelerate the training process. Asynchronous Stochastic Gradient Descent

(ASGD) based algorithms [51, 52, 53, 54] purpose allowing many workers to

update the parameters in the parameter server. The work in [55] presents a

distributed method for training deep neural networks, which is called MPCA-

SGD. MPCA-SGD achieves better resource utility and faster convergence rates

comparing to the existed approaches. The work in [56] addresses a critical

problem in ASGD: delayed gradients. The work in [57] designs a novel dis-

tributed training method that applies the pressure forcing models to confluence

the models trained separately by multiple workers. Another significant work for

cross-entropy DNN training is presented in [58], which works well specifically

on speech recognition systems. The work in [59] aims to maximise the accuracy
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by optimising the initial weights of the classifier and applying the artificial bee

colony (ABC) method. The work in [60] designs an approach that can achieve

self-learning to control the general-purpose Distributed Stream Data Process-

ing Systems (DSDPSs). This approach can be fitted to all kinds of models and

minimises the average processing time.

2.1.2 Data Pruning

As the data size keeps growing, training with increasing larger-scale data be-

comes a considerable challenge [61]. Although several data partitioning strate-

gies [4, 7, 62] have been proposed to accelerate the training of deep neural net-

works. Nevertheless, After studying previous works on accelerating the training

process, we find that it is possible to prune the training data and therefore

reduce the training time without sacrificing the training accuracy. We develop

a data fine-pruning method. It does not require making any changes to the

original training settings, but analyses the performance of each training data

item at real time and then make pruning decisions. The pruning decision is not

permanent. It takes effect only temporarily according the performance analysis

outcome at real time.

2.1.3 Automatic Adjustment of Learning Rate

As discussed in Section 2.1.1, some research has been conducted on the auto-

matic adjustment of learning rate. Specifically, Equation 2.1 illustrates how

Adagrad [48] changes the general learning rate γ at each time step t for ev-

ery weight based on all of the past gradients Gt, while ε is a constant used to

avoid division by zero. The main issue of Adagrad is its accumulation of all the

squared gradients in the denominator. The stored sum keeps increasing during

training. Thus the learning rate will eventually become infinitesimally small,

which will result in a situation where the network cannot be updated any more.
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γt =
γ√

Gt + ε
(2.1)

Instead of accumulating all of the previously squared gradients, Adadelta

[49] applies a decaying average of all the past squared gradients calculated by

Equation 2.2. By using Adelta, a default learning rate does not even need to

be set since the learning rate is gained from previous gradients by the updating

rule.

γt =
RMS[∆θ]t−1
RMS[g]t

(2.2)

Adam [50] is another learning rate adjustment algorithm as shown in Equa-

tion 2.3. v̂t is defined to compute the bias-corrected second-moment estimates.

Adam, which is similar to Adadelta, also keeps an exponentially decaying aver-

age of past gradients.

γt =
γ√
v̂t + ε

(2.3)

These previous works draw attention to optimising the learning rate adap-

tively by taking into account all the previous gradients of the neural networks.

However, there is little research on adjusting the learning rate by considering the

changes in network loss. The network applying SGD or its variant algorithms al-

ways requires the parameters to be set empirically. It is a much time-consuming

procedure to obtain a good model, and the situation worsens when dealing with

larger data size.

2.2 Accelerating DNN Training through Paral-

lel and Distributed Processing

The SGD algorithm has been demonstrated to be very useful in training a

variety of DNNs. Some related works have been proposed to speed up the

efficiency of the SGD training through parallel and distributed processing [63,

64, 65]. Hogwild! [8] is a lock-free approach for parallelised SGD, which enables
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the computing units to access a shared memory where the network parameters

are stored. Hogwild can achieve a near-optimal convergence rate for certain

problems. The work in [7] built the DistBelief framework, which adopts ASGD

to train deep networks in a distributed manner. The convergence performance of

ASGD has been extensively examined in many works [10, 66, 67]. In addition,

several works [68, 69, 70] developed the frameworks to adopt the distributed

training algorithm to accelerate the training efficiency further.

2.2.1 Parallel and Distributed Infrastructures

There are numbers of works that construct several training architectures to

apply the distributed training algorithms. The distributed architecture of the

training system proposed by [7] is popular for training DNNs in parallel. The

large models are partitioned across the parameter servers, which enables the

model computations to process in parallel. Because training large models re-

quires a large amount of input data; thus, the system splits the training dataset

according to the number of replicas of the same model involved in parallel com-

puting. As a result, the model replicas are trained in parallel on different par-

titions of the data, while sharing a common set of parameters hosted on the

global parameter server. To further speed up the training process, each model

replica asynchronously pushes the model updates and pulls the latest parame-

ters from the server. The design demonstrates the successful results of training

large models on a visual object recognition task [71].

Although a number of significant works make full use of the CPU cluster,

training deep neural networks with Graphics Processing Unit (GPU) is a popular

emerging trend in recent years. The work in [72] first argues that modern GPUs

far surpasses the computational capabilities of multi-core CPUs. The typical

GPU contains a large number of processing cores, and is equipped with a peak

memory bandwidth that is several times higher than CPUs. On one side, the

GPU has the abilities to work concurrently with thousands of threads, and

can schedule these threads on the available cores with very little overhead.
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On the other side, GPU is limited in the size of its on-board memory. With

the increasingly complex models and the explosion of data size, training deep

networks cost much more than before. It is difficult for the limited size of

GPU memory to handle millions of network parameters with a large number of

training data.

The memory size of a single GPU restricts the size of network model and

training data. To break such a limitation, the works in [73, 74] designs the effi-

cient and scalable deep learning training systems that enable utilising multiple

GPUs at the same time. These systems split the jobs across the GPUs so that

the jobs can be executed in parallel. As a result, the parameters of the network

and the data size that each GPU has to accommodate are reduced.

Besides, there are numerous research studies [75, 76, 77, 78] on designing

the Field Programmable Gate Array (FPGA) to accelerate the training pro-

cess. Such reconfigurable hardware constitutes an alternative platform that can

be integrated into the existing deep-learning ecosystem to strike a reliable bal-

ance among performance, power consumption, and programmability. However,

due to the capacity of FPGA and the scalability of the neural network, a core

limitation of this accelerator is that the hardware cannot always hold a network

with a large number of layers [79].

2.2.2 Distributed Training Algorithms

The work in [80] proposed an Error Compensated Quantized Stochastic Gra-

dient Descent (ECQ-SGD) algorithm to improve the training efficiency in a

distributed training scenario. It quantises local gradients to reduce the commu-

nication overhead and utilises the accumulated quantisation error to speed up

the convergence. Comparing with other related works [81, 82, 83], the ECQ-SGD

applies an error compensation technique to achieve a state-of-art compression

performance. However, the work focuses on reducing the communication band-

width to speed up the training progress, which is a different focus from our

work.
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Federated Learning (FL), first proposed in [84], enables the devices to learn

a global model collectively by using the local data in the devices. A number of

approaches [85, 86, 87, 88] are designed to further FL. These approaches aim to

determine an optimal trade-off between local updates and the global parameter

aggregation in various scenarios. nevertheless, such algorithms are suitable for

the scenarios which requires the preservation of data privacy. In our work, all

the training data can be accessed by all workers.

The DC-ASGD [10] is the notable work closely related to the method pro-

posed in in this thesis (Chapter 4). DC-ASGD utilises the Hessian matrix to

compensate for the delay approximately. DC-ASGD estimates the distance in

model version between a worker and the server, and then utilises a cheap approx-

imation of the second-order partial derivatives to compensate for the delayed

gradients. However, our studies find that such a compensation method works

well when the delay is low. As the number of workers increases, which often

causes the delay in model updating to increase, the performance of DC-ASGD

degrades significantly.

2.3 Accelerating DNN Inference through Net-

work Pruning

Network pruning is a vibrant research direction. In network pruning, a sub-

network is extracted from the network that has been fully trained, so that

the extracted sub-network can be used to perform model inference in resource-

constrained devices and retain the similar model accuracy. This research direc-

tion increasingly attracts research interests since the modern neural networks

are found to be dramatically over-parameterised. The works in this field can

be generally divided into three categories: weight pruning, filter pruning and

feature map pruning.
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2.3.1 Weight Pruning

Weight pruning is also known as unstructured pruning. It can be applied prior to

training [89, 90], during training [91, 92] or after training [93, 94]. Many efforts

have been made to find and remove the dispensable weights while minimising

the sacrifice in the accuracy. The approach in [21] identifies the sub-networks

(called winning tickets) based on the lottery ticket hypothesis, which can learn

faster than the original model and achieve comparable accuracy. The work in

[95] finds better winning tickets in a different way, in which a momentum-SGD-

based optimisation method is designed to compress the network.

In addition, a coreset framework-based approach presented in [96] provides a

provable trade-off between the network compression rate and the approximation

error of the test data. The work in [97] proposes a new gradual pruning technique

that is models/datasets independent and can be seamlessly incorporated into

the training process. The work in [98] solves the spatial redundancy problem

that the previous works [99, 100] may experience, and proposes a frequency-

domain network pruning approach. Some other noticeable works [101, 102, 103]

prune the entire filters from the Bayesian point of view and through the L0

norm regularisation.

However, according to our investigation, most of the feature maps contain

some useful information more or less. Removing an entire filter will lose the

information inside and result in the loss of accuracy. The work in [104] replaces

the original weights with a set of auxiliary parameters and designs the gradient

update rules for these parameters. As the result, the pruned network can be

more robust to noise and less sensitive to hyper-parameters. In principle, the

works on weight pruning evaluate the importance of the weights and search

for the subset of the network that has the best accuracy. However, the work

proposed in this thesis not only analyses the effect of the weights but also take

the input features into account to find the most proper weights to prune.

21



2. Literature Review

2.3.2 Filter Pruning

Different from weight pruning, filter pruning [105, 106, 107] deletes the entire

filters to reduce the network complexity. Various algorithms [108, 109, 110,

111] have been designed to evaluate the importance of the filters in order to

remove as many filters as possible while preserving the model accuracy. The

method in [112] removes a certain number of channels with optimised transitions

by modelling the channel pruning as a Markov process. The work in [113]

introduces a new dropout-based measurement of redundancy. The inter-layer

dependency is reflected by modelling the noise across layers as a Markov chain

so that no additional overhead is required comparing with other existing studies.

A recent work [114] assigns a novel metric to the filters, which is based

on the so-called “HRank” of the corresponding feature maps. The authors

mathematically prove that the filters with lower-rank feature maps contribute

little to the accuracy and can be removed first. The work in [115] designs a

Discrimination-aware Channel Pruning (DCP) to evaluate the discriminative

power of the channels by considering the additional loss and the reconstruction

error.

2.3.3 Feature Map Pruning

Comparing with the weight pruning and the filter pruning, there are less existing

works in feature map pruning. Feature map pruning aims to remove needless

feature maps from a well-trained network. The work in [25] compresses sparse

feature maps and deletes all related incoming and outgoing weights to/from the

feature map.

Besides, a particle filtering approach is presented to locate the pruning can-

didates, which selects the best combination from a number of randomly gener-

ated masks. The approach in [116] detects the feature maps that are activated

less frequently for face recognition applications. The work [117] detects the re-

dundant feature maps by a so-called feature map screening strategy that can
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calculate the discriminability values of the feature maps.

Existing works on compressing the feature map examine the importance of

the feature across the planes to mask the feature in channels. Although it is

beneficial to drop unconsidered feature maps, it is too coarse-grained especially

for those near the borderline of pruning, which lose the feature in the training

and eventually cause the accuracy loss.

2.4 Summary

DNNs are revolutionising the future of artificial intelligence. However, training

and using DNNs are time-consuming and require considerable computing re-

sources. This chapter reviews recent remarkable works that solve the challenges

in accelerating the training process and reducing the computational complex-

ity. We discuss the limitations of the current approaches. In particular, there

are few data pruning techniques designed for DNNs that can analyse the train-

ing data in real-time and prune the data based on the analysis. The works of

automatically optimising the learning rate consider the changes of gradients,

but do not take the loss of the neural network into account. Moreover, the

parallel training methods make well use of powerful computing infrastructures

such as a GPU cluster, however, the existing methods still involve considerable

performance degradations in terms of the accuracy. Last but not least, many

network pruning algorithms focus on pruning weights in either structured or

unstructured manners. Although, a small number of works also pay attention

to prune the feature maps, nevertheless, these feature map pruning methods

are still coarse-grained, and the pruning ratio is limited. In the following chap-

ters, we propose a comprehensive solution to overcome the challenges via three

aspects: data pruning, distributed processing and network pruning.
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CHAPTER 3
Data Fine-pruning and Automatic Learning Rate

Adjustment Training

Neural networks have gained significant attraction in both research and indus-

trial practice because of their effectiveness in applications. The nature of neural

networks needs a large amount of data to train the networks and achieve good

performance (e.g. accuracy and robustness). However, the training process of

the neural network is the most time-consuming process. In this chapter, we

investigate the trend of loss and network performance during the training. We

find that given a fixed set of hyper-parameters, pruning specific types of training

data can reduce the time of the training process while maintaining the accu-

racy of the neural network. The observation of the loss trend indicates that

the values of the loss function for a network typically changes once the learning

rate is adjusted. Based on this observation, we develop a data fine-pruning ap-

proach, which can monitor and analyse the loss trend of each training instance

at real-time. Based on the analysis results, specific training data items are tem-

porarily pruned from the training process. Further, we design an automatic

adjustment strategy to control the learning rate, so as to simplify the hyper-

parameters and further speed up the training process. Finally, the training time

reduced by applying our data fine-pruning approach is analysed and modelled.

Extensive experiments are conducted with different neural networks to verify

the effectiveness of our method. The experimental results show that our work

reduces network training time by around 24.46% while maintaining the training

accuracy.
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3.1 Background and Motivation

DNNs have recently led to a series of breakthroughs in many fields such as

speech recognition and image classification. Many novel learning algorithms are

designed to build an effective model from a set of data and towards a prediction

goal, where the model maps each input data to a prediction. Modern DNNs are

typically powered by a vital training algorithm: Mini-batch Stochastic Gradient

Descent (BSGD). However, there exists a heavy data dependence in the BSGD

training which extremely limits the degree of parallelism.

3.1.1 Mini-batch Stochastic Gradient Descent

BSGD is the most widely used weight updating algorithm in recent notable

neural networks. It takes a batch of data instead of using only one example

each time as the input data for training. The weights of networks are same for

all the instances in a batch during the forward propagation, and the changes

in the weights depend on an average loss of a batch data. One core benefit

of BSGD is that the changes in weights become much steadier than those in

regular Stochastic Gradient Descent (SGD). Moreover, BSGD training can take

advantage of parallel computing by parallelising the calculations within a batch,

so that the processing efficiency can further increase.

ωt+1 = ωt − γ
1

b

b∑
i=1

∇ωt
`(fωt

(xi), yi) (3.1)

where b is the size of a batch data, ω is a weight vector, γ is a learning rate,

and `(fω(x), y) is a loss function measuring the distance between the output of

the model and the expected label y.

3.1.2 Problem Setting

Figure 3.1 shows the loss trends when training a commonly used network –

ResNet with the depth of 18 layers. The sub-figure on the top describes the trend

of the values of the loss function over the testing data, which demonstrates that
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Figure 3.1: A motivation example

there are four main periods. Such different performance levels are closely related

to the changes in the learning rate, where the changing points are manually

pre-configured at 60, 120, 160. The loss falls sharply from 1.5 to 0.67 in the

first interval. However, from the second stage on-wards, the decreasing rate

slows down in each part. It can be observed from the figure that there exists

a plateau in each training period with the corresponding learning rate. Such

plateau always occurs in training no matter which network is used. On the

contrary, the sub-figure at the bottom reflects the accuracy of the network with

the test data. It can be seen that the accuracy increases as the loss decreases

and the accuracy curve also contains the plateaus during the training.

In this chapter, we aim to reduce the time spent on such training plateaus

while achieving similar training results, and automatically control the learning

rate changing point with regard to network overall performance.

3.2 Data Fine-pruning and Automatic Learning

Rate Adjustment

Our data fine-pruning and automatic learning rate adjustment approach reduces

the training time of some specific epoch and therefore reduce the overall training

time. We firstly investigate the loss trends of individual data in Section 3.2.1.
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Secondly, we analyse the type of input data that should be selected for tempo-

rary pruning. Next, we introduce the data selection process and present the data

fine-pruning approach in detail in Section 3.2.2 and Section 3.2.3. Furthermore,

the learning rate controlling algorithm is addressed in Section 3.2.4. Finally,

Section 3.2.5 formulates the time consumption reduced by our approach.

3.2.1 Loss Trends of Individual Data

Figure 3.2 presents the changes in the value of of the loss function over two

representative data in two separate training. The two independent training is

carried out with the same network. The loss of data 1 manifests a trend of con-

tinuous dropping from the beginning to the end in the first training. In contrast,

an increasing trend has been observed with data 2. However, things change in

the second run, where both data 1 and data 2 experience the decrease in loss.

These two data have similar trends as that of overall network performance in

the second run. The results indicate that the individual input data may produce

varied performance in different runs of training even on the same network.

At the end of the training, data 2 cannot be correctly allocated to the cat-

egory that it is supposed to be due to the high loss produced in the first run.

However, it still costs the time and computing power to make the model ad-

justments using data 2 in each epoch. Our approach makes use of the fact that

some data consistently produce bad results but still cost the time and resources

during the training process.

Based on the above analysis, we proposed a pruning method for the training

data. It temporarily prunes some data that have poor performance evaluated

at real-time during training. Our experiments show that temporarily pruning

the data that performed poorly in recent training rounds makes little changes

to the final model.
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Figure 3.2: Comparison of the performance of same data in same network but
different runs.

3.2.2 Loss Monitoring and Pruning Selection

Algorithm 1 outlines the loss monitoring procedure and the selection method for

data pruning. The loss of each data is monitored during the training process.

The DroppingCount is defined for each data to measure its training perfor-

mance and used to decide which data should be selected to prune. A larger

DroppingCount of data x, denoted by DroppingCount[x] indicates a higher

probability for this data item to be pruned. At the end of training in each

epoch, the algorithm examines each loss of the data, denoted by l(fωt
(x), y)

(where y is the label of data x), within the current batch (line 4). Note that

fωt
denotes the network with parameters of ω at the moment of t. Then the

algorithm compares the loss of each data with the loss of the current batch,

denoted by l(fωt
(Batchn)). The loss value of a batch is the average of all losses

in the batch. The algorithm selects the data that perform poorly in this batch

and increase their DroppingCount values (line 5-7).

Considering that a data item shows the varied behaviour through the train-
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ing stages, the DroppingCount of data is held for a window (i.e., a preset

number of epochs) and reset at the end of the window (line 1-3). The algorithm

judges the behaviour of a data item according to the DroppingCount value of

this data item in the latest window. The size of the window is initialised at the

beginning and can be dynamically adjusted during the training. Note that e in

the algorithm is the number of the current epoch.

Algorithm 1 Loss Monitoring and Pruning Selection

1: if e mod Window == 0 then
2: DroppingCount = EmptyDictionary
3: end if
4: for all (x, y) such that (x, y) ∈ BatchData do
5: if `(fωt(x), y) >= `(fωt(Batchn)) ∗ (1 + tolerance) then
6: DroppingCount[x]+ = 1
7: end if
8: end for=0

3.2.3 Data Fine-pruning

In each window, the algorithm records the data losses and count their corre-

sponding DroppingCount. The window size is set according to the changes in

the learning rate. The windows size is set to a factor of the duration (number

of epochs) of the learning rate (e.g., if the duration of the learning rate is 60,

the window size is set to be 60 or 30). The analysis is performed for the entire

window. However, the data pruning is only performed for the later portion of

the window starting from an epoch defined by StartingPoint. A fluctuation of

the accuracy caused by the adjustment of the learning rate typically lasts for

a period and the period becomes shorter as the training progresses. Thus we

start to reduce the StartingPoint by Attenuation after the first window (line

2-4). This measure leads to more pruning rounds so as to further reduce time

consumption.

In the later part of each window (line 5), we select some of the epochs to train

with the pruned data (line 6), while the original data is still used in other epochs.

We only prune the data temporarily because the behaviour of a data varies in
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Figure 3.3: An example of network training with data fine-pruning method

different stages of the training process. In the algorithm, PruningBlock defines

the block of epochs in which the pruned data are used; PruningCount is the

number of the epochs that performs the data pruning. In each data pruning

epoch, the data are ranked in the decreasing order of DroppingCount and the

first PruningNum number of data in the rank list is pruned in the current

epoch (line 7-8). In another word, the data with higher DroppingCount values

will has more chances to be pruned. KeepList stores the indexes of the data

that are kept in training; x is the data index while y is the label of the data.

Then the weights of the network are adjusted by BSGD (line 11) at the end of

each epoch.

Algorithm 2 Data Fine-pruning during Training

1: for e = 1; e <= Epoch; e+ + do
2: if e > PruningWindow then
3: StartingPoint = int(StartingPoint/Attenuation)
4: end if
5: if e mod PruningWindow >= StartingPoint then
6: if e mod PruningBlock < PruningCount then
7: KeepList = minNumData−PruningNum(DroppingCount)
8: (x, y) = (x, y)[KeepList]
9: end if

10: end if
11: ωt+1 = ωt − γ 1

b

∑b
i=1∇ωt`(fωt(xi), yi)

12: end for=0

An example training process using our data fine-pruning method is illus-

trated in Figure 3.3. The numbers in the figure is the index of the training epoch.

The rounds with grey colour are those running with the regular data before

the StartingPoint. The two parameters, PruningBlock and PruningCount,
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jointly determine the allocation of pruning training and regular training.

3.2.4 Automatic Learning Rate Adjustment

Algorithm 3 controls the learning rate on the basis of a set of evaluations on

the changes in neural network loss value. The loss, which is a very important

measure reflecting the performance of the model, is obtained at the end of each

epoch (line 2) by a summary of outputs from a loss function `, where the input

is the result of forward-propagating T numbers of test data into the network

fω. Once the number of loss elements equals or exceeds the sampling interval

i, a standard deviation (std) of these loss value can be calculated. In order

to compare recent model status with that in longer epochs, we also record the

standard deviation (2std) within two intervals 2i and examine the difference

(diff) between std and 2std (line 6-7). The decision of adjusting the learning

rate is made by checking if the standard deviation of the difference (diff) is less

than a pre-defined threshold h (line 8). Finally, the threshold is also optimised

according to the learning rate adjustment (line 9-10). Here, we use h = h− γ2

to do so.

Algorithm 3 Automatic Learning Rate Adjustment

1: for e = 1; e ≤ Epoch; e+ + do
2: losse = 1

T

∑T
i=1∇ωe

`(fωe
(xi), yi)

3: if elements(loss) ≥ i then
4: stde =

√
1
i

∑e
t=e−i(xt − xi)2

5: if elements(std) ≥ i then
6: 2stde =

√
1
2i

∑e
t=e−2i(xt − x2i)2

7: diffe = stde − 2stde
8: if diffe < h then
9: γ = γ ∗ c

10: h = h− c2
11: end if
12: end if
13: end if
14: end for=0

Figure 3.4 presents neural network performance during the training process.

Similar to Figure 3.1, the left-hand side line chart gives the information about
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Figure 3.4: Training performance of a neural network

the changes in the loss of the model. It shows that the loss drops dramatically

just after the points of changing the learning rate (epoch 60, 120 and 180),

but steadily decreases between the two changing points. The line graph in the

right is the recording of the measure that comes from Algorithm 3. We can

find that the trend follows a different pattern comparing with the first chart. It

evaluates the changes in the loss of neural network model in a sampling interval

(previous 10 epochs in this case), compares such changes to a broader interval

(previous 20 epochs), and then calculates the difference of these two results.

According to the nature of standard deviation that quantifies the amount of

variation or dispersion of a set of data values, the higher diff means the neural

network gains more changes in recent epochs, whereas the lower diff indicates

the network is almost unchanged. Algorithm 3 seeks for the bottom points of

the loss evaluation curve, and optimises the learning rate at the epoch following

such points.

3.2.5 Analysis of Performance Improvement

The time consumption of the regular training for a network can be formulated

by Equation 3.2. The time of regular running is denoted by tregular, the number

of epochs by n, the time of forward and backward propagation a batch of data

by T , and the number of batches by b. The total time equals all of the time
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consumed over a set of epochs.

tregular =

n∑
i=1

T ∗ b (3.2)

The number of rounds that are trained with the pruned data is denoted by

nprune, the size of pruning window by w, the pruning count by c, starting point

of pruning by a, the number of iterations using the pruned data by r. According

to Algorithm 2, the value of nprune can be obtained by either Equation 3.3 in

the case where the total number of epochs can be divided by the size of the

pruning window, or Equation 3.4 otherwise.

nprune = (bw − a
r
c ∗ c+ (w − a) mod r) ∗ b n

w
c (3.3)

nprune = (bw − a
r
c ∗ c+ (w − a) mod r) ∗ b n

w
c

+ bn mod w − a
r

c ∗ c+ (n mod w − a) mod r (3.4)

As the number of batches processed in each epoch changes after applying

the data-pruning, the average batches over the entire training can be calculated

based on Equation 3.5.

bprune =
1

n
(

nprune∑
i=1

T +

n−nprune∑
i=1

T ) (3.5)

tprune denotes the training time with the data pruning approach, t0 is the

computing overhead of the approach, tsave is the saved time, which can be ob-

tained by Equation 3.6 and further by Equation 3.7. Note that such saved time

is calculated by time consumption of regular training and data pruning training

without considering automatic learning rate adjustment. This is because the

optimisation status varies in different runs even if the adjustment commonly

saves the number of training epoch, comparing to the running with manually
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configured learning rate settings.

tprune =

n∑
i=1

(T ∗ bprune) +

nprune∑
i=1

(t0) (3.6)

tsave = tregular − tprune (3.7)

3.3 Experiments

Our approaches are deployed on several modern neural networks including Le-

Cun network (LeNet), residual network (ResNet), wide residual network (WRN)

as well as Vgg network (Vgg). Performance of our method is evaluated with

different hyper-parameters and architectures of such networks. The experiments

are conducted on a workstation with a CPU Intel i7-7700K, a GPU Nvidia GTX

1080 Ti, a hard disk Samsung SSD 970 Pro, four 16GB DDR4 2400Hz memory,

Ubuntu 18.04, Cuda 9.0 and cuDNN 7.0.

3.3.1 Data Pruning Method with Pre-configured Learning

Rate

Table 3.1 presents the average value of the best ten results of both regular train-

ing and data-pruning training by given pre-configured learning rate as well as

the percentage of saved time (Speedup in the table). The average time consump-

tion of regular training, data fine-pruned training and the percentage of saved

time (Speedup) on four networks: LeNet, VggNet, ResNet and WRN. The data

we used in the experiments is a popular benchmark dataset Cifar-10. It can

be seen from the table that our data pruning approach can effectively save the

training time. Further, a higher percentage of time can typically be saved with

a larger network. In the best case when WRN-22 is used for training, 14.29% of

the time is saved. Besides, According to our experiments, the overhead of data

pruning approach is very lightweight. It only adds around averaged 4.2 seconds
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Table 3.1: Time consumption of regular training and pruning data training

LeNet VggNet-13 VggNet-16 VggNet-19

Regular 1220.04s 2028.45s 2554.36s 3109.79s

Pruned 1071.73s 1873.67s 2356.74s 2867.7s

Overhead 4.27s 4.33s 4.26s 4.30s

Speedup 11.80% 7.40% 7.56% 7.65%

ResNet-18 ResNet-34 ResNet-50 WRN-10

Regular 1278.01s 2046.89s 3931.14s 3h24m

Pruned 1109.92s 1767.79s 3379.82s 2h56m

Overhead 4.08s 4.21s 4.18s 4.12s

Speedup 12.76% 13.43% 13.92% 13.73%

WRN-16 WRN-22

Regular 5h8m 6h53m

Pruned 4h26m 5h54m

Overhead 4.25s 4.32s

Speedup 13.81% 14.29%

over all the training process.

The aim of our data pruning approach is to reduce the training time while

maintaining accuracy. Table 3.2 compares the accuracy between our approach

and regular training. It can be seen from the table that the difference in accu-

racy is typically less than 0.4% except LeNet with a difference of 0.43%. The

reason why LeNet shows the worse accuracy is because of the limitation of the

net itself. Comparing LeNet to others, LeNet has a quite small number of lay-

ers and parameters, which makes the network more uncertain and unstable.

The smallest difference in accuracy observed in our experiments is 0.01% (with

ResNet-34).

3.3.2 Data Pruning Method with Automatic Learning Rate

Adjustment

The experiments in Section 3.3.1 use pre-configured learning rate. In another

word, the time when the learning rate is going to change is manually defined
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Table 3.2: Accuracy comparison between regular training and pruning data
training

LeNet VggNet-13 VggNet-16 VggNet-19

Regular 75.15% 93.92% 93.79% 93.35%

Pruned 74.72% 93.56% 93.44% 93.30%

ResNet-18 ResNet-34 ResNet-50 WRN-10

Regular 91.25% 92.86% 93.75% 92.13%

Pruned 91.16% 92.85% 93.46% 91.78%

WRN-16 WRN-22

Regular 94.22% 95.08%

Pruned 94.20% 94.71%
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Figure 3.5: Neural network performances comparison between two training
methods

before training. Such settings cannot be updated according to the model perfor-

mance during training. The following experiments are based on Section 3.3.1.

But Algorithm 3 is applied to automatically optimise the learning rate by eval-

uating the loss trends in recent training epochs.

The performance comparison of two training methods applied to the neural

network (ResNet-18) can be found in Figure 3.5. The two curves in the left-

hand side graph show the trends of accuracy on the test dataset, whereas the

lines in another graph indicate the trends of loss on the test dataset. The

blue lines and red lines in the figure represent regular training and automatic
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Table 3.3: Time consumption of regular training and pruning data training with
adaptive learning rate

LeNet VggNet-13 VggNet-16 VggNet-19

Regular 1220.04s 2028.45s 2554.36s 3109.79s

Pruned 988.35s 1744.84s 2194.12s 2648.21s

Overhead 3.89s 4.16s 4.05s 4.01s

Speedup 18.67% 13.75% 13.93% 14.72%

ResNet-18 ResNet-34 ResNet-50 WRN-10

Regular 1278.01s 2046.89s 3931.14s 3h24m

Pruned 1000.34s 1596.08s 3027.56s 2h38m

Overhead 3.78s 3.80s 3.97s 4.02s

Speedup 21.43% 21.86% 22.88% 22.54%

WRN-16 WRN-22

Regular 5h8m 6h53m

Pruned 3h56m 5h12m

Overhead 4.11s 4.18s

Speedup 23.37% 24.46%

learning rate adjustment training, respectively. The accuracy from the training

with two methods remains steady at a very close level in the end. However,

it is evident that the training utilised our approach advances to stabilise the

accuracy. Moreover, the loss trends of the training with the approach achieve a

similar level in advance.

Table 3.3 shows that the further saved time for training with automatic

learning rate adjustment based on the data fine-pruning approach. The time

consumption is measured from the starting point to the epoch where the net-

work achieves the similar performances (loss and accuracy) as those of regular

training. We can find from the table that compared with the data pruning ap-

proach, the adaptive learning rate approach improves the speedup by at least

6% and up to 10%. The best results we obtained can be found on WRN-22,

where a significant 24.46% of the time is saved.

37



3. Data Fine-pruning and Automatic Learning Rate Adjustment Training

3.4 Summary

Training a deep neural network can be a very time-consuming process. In this

chapter, we present a data fine-pruning technique, which analyses the loss of

each training data at real-time and prunes a set of data that performs poorly

in recent training epochs. In addition, an automatic learning rate adjustment

algorithm is proposed to improve the situation that learning rate configurations

are usually empirically set. These achieve a noticeable saving of training time

while maintaining the accuracy of the results.

The proposed algorithms accelerate the training process of DNNs on a single

machine via pruning training data and adaptively tuning the learning rate. Up

to now, we achieve the first two research objectives (i.e. fine pruning training

data and automatically controlling the hyper-parameter) that we introduced in

Chapter 1. In the next chapter, we present our techniques that optimise the

parallel training performance on multiple workers.
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CHAPTER 4
Loss Prediction-based Asynchronous Stochastic Gradient

Descent

Training Deep Neural Network is a computation-intensive and time-consuming

task. Asynchronous Stochastic Gradient Descent (ASGD) is an effective solu-

tion to accelerate the training process since it enables the network to be trained

in a distributed fashion, but with a main issue of the delayed gradient update.

A recent notable work called DC-ASGD improves the performance of ASGD

by compensating the delay using a cheap approximation of the Hessian ma-

trix. DC-ASGD works well with a short delay; however, the performance drops

considerably with an increasing delay between the workers and the server. In

real-life large-scale distributed training, such gradient delay experienced by the

worker is usually high and volatile. In this chapter, we propose a novel algorithm

called LC-ASGD to compensate for the delay based on Loss Prediction. It ef-

fectively extends the tolerable delay duration for the compensation mechanism.

Specifically, LC-ASGD utilises additional models that reside in the parameter

server and predict the loss to compensate for the delay based on historical losses

collected from each worker. Furthermore, we extend the default Batch Normal-

isation (BN) scheme to Asynchronous Batch Normalisation (Asyn-BN) to en-

hance the training effect in the distributed training scenario. The algorithm is

evaluated on the popular networks and benchmark datasets. The experimental

results show that our LC-ASGD significantly improves over existing methods,

especially when the networks are trained with a large number of workers.
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Figure 4.1: ASGD weight updating procedure

4.1 Motivations

SSGD is a straightforward distributed implementation of SGD. The workloads

are simply split among the workers at every iteration. The parameter server

collects and averages the gradients calculated by the workers to update the

weights of the neural network.

ωt+1 = ωt − γ ·
1

M
·
M∑
i=1

(
1

b

b∑
i=1

∇ωt`(fωt(xi), yi)) (4.1)

Equation 4.1 represents how SSGD works, where ωt is the network weight

at time t, γ is a learning rate, M is the number of workers, gm is the gradient

computed by worker m, and b is the batch size of the data. ` is a loss function

for evaluating the difference between the network output fωt
(xi) and the label

yi corresponding to the input xi. The workers compute gradients on their own,

while the server updates the weight of the training network by taking as input

the gradients computed by each worker.

The drawback of SSGD is that the server has to synchronise with all workers

to update the network weights. If any worker straggles for any reason, for

example, a varied computing power or an abnormal communication latency,

then the weight updating process on the server will be suspended until the

worker finishing its jobs.

ASGD, which is asynchronous version of distributed SGD, breaks the syn-

40



4. Loss Prediction-based Asynchronous Stochastic Gradient Descent

chronous barrier in SSGD to accelerate the training process further. In ASGD,

each worker computes its gradients and sends the results to the server individ-

ually. Once the server receives the local results from a worker, it update the

model asynchronously.

The weight updating strategy of ASGD is illustrated in Figure 4.1. A worker

(assume it is worker m in Figure 4.1) obtains a version of the network (i.e., the

network weights wt as in Figure 4.1) and performs its local computations. The

local computations involve a forward propagation computation and a set of

calculations for the gradients. After worker m finishes the local computations,

it sends the gradients back to the parameter server, which uses the gradients

calculated by worker m to update the weights of the global network. However,

while workerm performs its local computation, other workers may have obtained

a different version of the network to complete their local computations, based on

which the server has updated the network to a new version that is different from

the version that Worker m obtained to calculate the gradients. The gradients

calculated by worker m based on the weight wt will be used to update the weight

wt+τ rather than wt. This is the delay in updating the weights in ASGD.

Equation 4.2 represents how the network is updated as described above in

ASGD, in which gm is the local gradient calculated by worker m based on the

network weights at time t, ωt+τ is the network weights at time ωt+τ .

ωt+τ+1 = ωt+τ − γ · g
1

b

b∑
i=1

∇ωt`(fωt(xi), yi) (4.2)

The delay in updating the weights may cause the result that the training by

ASGD cannot achieve the same effect as the training by SGD. Namely, ASGD

does not perform as well as SGD in terms of the accuracy of the trained model.

Due to the limitation of ASGD, the work [10] proposed a delay compensation

algorithm named DC-ASGD, aiming to use a cheap approximation to compen-

sate for the delay in the gradients computation performed by local workers.

Applying such compensation can produce a better result than both the ASGD
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Figure 4.2: Performance of DC-ASGD training ResNet-18 on CIFAR-10 w.r.t.
number of workers

and the SSGD. However, as DC-ASGD utilises the second-order partial deriva-

tives, the accurate duration of the approximation is limited. It means that

DC-ASGD would only work well for a short period of delay.

ωt+τ+1 = ωt+τ − γ · (gm + λtgm ⊗ gm ⊗ (wt − wbak(m))) (4.3)

Equation 4.3 demonstrates how the DC-ASGD method works, where λt is

a variance control parameter, wbak is a backup model that the worker is using,

⊗ indicates the element-wise product, and gm is the gradients computed by the

worker that is as same as the ASGD.

We re-built the DC-ASGD and investigate the learning curve of the DC-

ASGD on a popular DNN ResNet-18 with 4, 8 and 16 workers. The performance

of the DC-ASGD on the CIFAR-10 benchmark dataset is shown in Figure 4.2.

It can be observed that although the performance of DC-ASGD approximates

that of SGD; however, the error rate obviously raises along with the amount of

worker raising. According to the above analyses, we find that DC-ASGD works

fine with conditions of low delay; however, the performance drops significantly

when the delay is high.
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Figure 4.3: Error rates of the global model ResNet-18 with Async-BN as the
training progresses using 4 workers on CIFAR-10
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Figure 4.4: Error rates of the global model ResNet-18 with Async-BN as the
training progresses using 8 workers on CIFAR-10
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Figure 4.5: Error rates of the global model ResNet-18 with Async-BN as the
training progresses using 16 workers on CIFAR-10
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4.2 Distributed Training with Loss Compensa-

tion

We propose LC-ASGD to address a crucial problem in ASGD that is the delayed

updating of weights. In LC-ASGD, the trend of loss values during training is

modelled as a time series that is called the loss time series. An LSTM Recurrent

Neural Network (RNN) is built as a loss predictor to forecast the future values

in loss time series based on both current loss computed by the workers and

historical values, which is the basis of our loss compensation. Moreover, to

define the future step for the loss predictor, another LSTM network is built as

a future step predictor that takes multivariate input data including computing

cost of the worker, communication cost between the server and the worker, and

the interval of the worker interacting with the server.

Our LC-ASGD aims to compensate for the loss caused by the delay. To

achieve this, the order in which the workers finish their local computations is

also modelled as a time series that is called the worker time series. It determines

the order in which the weights of the network are updated in the parameter

server and also the version of the network each worker obtains to start its local

computation. If k numbers of other workers update the network weights in the

parameter server before the worker m completes its local computation with the

network wt, we call that the latest network is km steps away from wt. The larger

value of km, the higher delay is experienced by worker m. We make use of the

worker time series to predict how many steps the network version has evolved

between the time when a work obtains a network version and the time when the

work completes its local computation and sends back updates (i.e., gradients).

We build another LSTM Recurrent Neural Networks (RNN) as a step predictor.

The loss caused by the delay is compensated as follows. When the parameter

server receives a loss value computed by a worker m, it invokes the step predictor

to predict the number of steps that will be experienced by the worker. Assuming

the predicted number of steps is km, the server then invokes the loss predictor
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Algorithm 4 The computations performed by a worker, m

Initialise: statem = {loss : 0,mean : { }, var : { }, tcomm : 0, tcomp : 0},
z ∈ {1, 2, ..., Z}, t0, t1

1: Pull wt from the parameter server at timestamp t0
2: Receive the weights wt at timestamp t1
3: Record the pulling time cost statem[tcomm] = t1 − t0
4: Compute loss `m = `(fwt

(xi), yi)
5: Record the local loss statem[loss] = `m
6: Store mean µz in each BN layer bnz into statem[mean]
7: Store variance σz in each BN layer bnz into statem[var]
8: Push all recordings statem to the parameter server
9: Receive loss compensation `delay from the parameter server at timestamp
t2

10: Compute gradient gm = ∇wt
(`m + λ · `delay), finishing at timestamp t3

11: Record computational time cost statem[tcomp] = t3 - t2
12: Push the gradients gm to the parameter server =0

to predict the loss value at the km-th step ahead, which is the loss value after

compensating the delay corresponding to the km steps. The compensated loss

value is then sent to the worker for its local computation.

As presented above, there are four main components in our LC-ASGD: the

workers, the parameter server, the loss predictor and the step predictor. Next,

we present these four components and the relevant algorithms in more detail.

4.2.1 Worker

Algorithm 4 outlines the computations performed by each worker in the dis-

tributed training. At the beginning of each iteration, the worker requests the

latest network weights wt from the parameter server (Line 1). The time con-

sumption of pulling the network parameters is calculated by the difference be-

tween two timestamps t0 and t1. It is stored as tcomm in a data collection statem

(Line 3). Based on the retrieved network from the parameter server, the worker

takes a batch of training data and performs the forward propagation to compute

a loss value `m (Line 4), following Equation 4.4. Along with the forward propa-

gation, the mean µ and variance σ of each BN layer are also updated according

to the input data.
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`m = `(fwt
(xi), yi) (4.4)

`m, µz and σz are saved in statem (Line 5, 6 & 7), which will be sent to

the parameter server (Line 8). The loss `m is used to calculate a compensation

value, while µ and σ are accumulated to a global mean and a global variance

of each BN layer. The reason of doing accumulations for BN layers across all

workers is that we found such optimisations can deliver better and more stable

performance for the distributed training in many cases.

gm = ∇wt
(`m + λ · `delay) (4.5)

Once the worker receives the compensated loss value from the server (Line

9), it leverages Equation 4.5 to combine the compensation with the current loss

(Line 10). Then do the back-propagation through the network to calculate the

gradients gm. The λ here is a hyper-parameter to fine-tuning the compensated

loss. Similar to tcomm, the time used for the gradient computation is recorded as

tcomp (Line 11). Finally, the worker m pushes the gradients gm to the parameter

server (Line 12) to update the network.

4.2.2 Parameter Server

The functions performed on the parameter server are outlined in Algorithm

5. The parameter server generally receives the requests from the workers and

sends the corresponding response back to the workers. A list iter, which is

maintained in the parameter server, records the sequence of all workers that

send the computing results to the server. The iter is applied to derive the

number of steps experienced by a particular worker. The server receives the

computing results statem from worker m that contains a loss value and the

updates (i.e., mean and variance) for the BN layers. Every time when the

server gets the statem, the worker index m will be appended into the list iter

(Line 2).
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Algorithm 5 LC-ASGD: parameter server

Input: learning rate γ
Initialise: t = 0, Ebnz = 0, V arbnz = 1, w0 is initialised randomly, iter = [ ],
m ∈ {1, 2, ...,M}, z ∈ {1, 2, ..., Z}
repeat

1: if receive statem then
2: Append m to iter
3: Predict step km = stepPredictor(m, statem[tcomm, statem[tcomp], iter)
4: Predict loss `delay for the next km steps by lossPred(statem[loss], k)
5: Send `delay to worker m
6: Update Ez = (1− d) ∗ Ez + d ∗ statem[meanz]
7: Update V arz = (1− d) ∗ V arz + d ∗ statem[varz]
8: else if receive gm then
9: wt+1 = wt − γ · gm

10: t = t+ 1
11: else if receive pull request from worker m then
12: Send wt to worker m
13: end if=0

until forever

The step predictor is invoked to predict the number of steps (assume it is

km) for which the network version will have evolved when the worker m finishes

its computation and send the computing results back to the server (Line 3).

Then, the loss value (i.e., statem[loss]) and the predicted number of steps km

are fed into the loss predictor lossPred to predict the loss delay (denoted by

`delay) at the following km steps (Line 4). The server sends `delay to worker m

(Line 5) so that the worker uses the predicted loss delay to compensate for its

loss value and then performs the back-propagation.

Ez = (1− d) ∗ Ez + d ∗ statem[meanz] (4.6)

V arz = (1− d) ∗ V arz + d ∗ statem[varz] (4.7)

Equation 4.6 and Equation 4.7 shows how the server accumulates the mean

and variance sent by worker m to update the global mean E and the global

variance V ar for each batch normalisation layer bnz, where the z is the index of

47



4. Loss Prediction-based Asynchronous Stochastic Gradient Descent

0 200 400

0

0.2

0.4

0.6

0.8

Seconds

Tr
ai

ni
ng

E
rr

or
SGD

SSGD

ASGD

DC-ASGD

LC-ASGD

(a) Training with M = 4

0 200 400

0.2

0.4

Seconds

Te
st

E
rr

or

(b) Test with M = 4

Figure 4.6: Error rates of the global model ResNet-18 with Async-BN w.r.t.
wall-clock time using 4 workers on CIFAR-10
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Figure 4.7: Error rates of the global model ResNet-18 with Async-BN w.r.t.
wall-clock time using 8 workers on CIFAR-10
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Figure 4.8: Error rates of the global model ResNet-18 with Async-BN w.r.t.
wall-clock time using 16 workers on CIFAR-10

the batch normalisation layer. The E and the V ar are updated by calculating

the new mean and variance across all workers after receiving the local mean and

variance from the worker (Line 6 & 7).
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Algorithm 6 LC-ASGD: loss predictor

Input: loss `m (the loss received from worker m), step km
Initialise: `t (the latest loss of the network)

1: Train lossPred with (data = `t, label = `m)
2: predictions = lossPred(data = `m, future = k)
3: `delay = sum(predictions)
4: `t = `m =0

Return: `delay

Algorithm 7 LC-ASGD: step predictor

Input: worker rank m, tcomm, tcomp, iteration recording iter
Initialise: stepm = 0, tmcomm, tmcomp, m ∈ {1, 2, ...,M}
1: Extract the last iteration stept of worker m from iter
2: Train stepPred with (data = {stepm, tmcomm, tmcomp}, label = stept)
3: km = stepPred(data = {stept, tcomm, tcomp}, future = 1)
4: tmcomm, tmcomp, stepm = tcomm, tcomp, stept =0

Return: km

wt+1 = wt − γ · gm (4.8)

When the server receives the gradients gm from worker m, the server updates

the network weights by Equation 4.8 (Line 9). Finally, the server sends the latest

network parameters wt to the worker who requests for the latest network (Lines

12).

4.2.3 Loss Compensation Predictor

The prediction model lossPred used by the loss compensation predictor is an

RNN network, which resides in the parameter server. The first two layers of the

RNN network are the LSTM layers while the final layer is a linear layer. The

operations performed by the predictor is outlined in Algorithm 6.

Assume that the worker m takes a batch of input data and uses the model

wt to calculate a loss value `t through the forward-propagation. In the next

iteration, the loss value of the training model wt+1 will be `t+1. Then, it will be
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`t+2. Following this pattern, the loss values from each iteration can be regarded

as a time serial data. We utilise an RNN to model the relations among such

data so that the loss value can be predicted. To train the RNN on the server

without disturbing workers’ progress, we implement an online-training process

the loss predictor. The loss predictor takes `t as input and uses `t+1 as the

target every time to train the loss prediction model online. This is indeed how

the loss prediction model is trained.

`delay = sum(lossPred(data = `m, future = km)) (4.9)

Specifically, the loss prediction model lossPred uses `t as input (since `t

is the last loss value at time t coming from the training model) to predict the

loss value at the next time t + 1, i.e., `t+1. When the real loss value `m at

time t+ 1 coming to the server, the `m act as a label to calculate difference to

the prediction `t+1 (Line 1). Such difference will be used to back-propagating

through the network to do updates. The updating procedure is same to the

regular training process of neural networks. Follow this training cycle, the model

lossPred is trained every time when the loss `t+2, `t+3, ..., , `t+n arriving to

the server.

The forward-propagating goes on km iterations to generate the predictions

of the loss for the km steps in the future (Line 2), where the value of km is pre-

dicted by the step predictor to be presented in the next subsection. Following

Equation 4.9, all predicted loss values for the km future steps are summed up.

The total loss is then sent back to the worker m. The reason why we sum up

the loss predictions made for these km steps is because when a worker comput-

ing the gradient at the km-th step, we need to calculate the sum of the partial

derivative of individual loss values at these km steps, which equals to the partial

derivative of the sum of these loss values.
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4.2.4 Step Predictor

The step predictor stepPred also runs on the server. The role of the step

predictor is outlined in Algorithm 7. The number of steps km means the number

of other workers who send updates to the server while the worker m running on

its local computations. According to our analysis, the value of km depends on a

number of system statuses including the computing capacity of each worker, the

network quality between each worker and the server, etc. These system statuses

typically vary in practice. Therefore, we construct a multivariate step predictor

to capture the complex conditions in the distributed training systems, which

can potentially generate more accurate predictions for the km.

The step predictor consists of two LSTM layers in the front of the network

and a linear layer at the end. The size of the hidden layers in the model is

limited, so that reduces the training time of the network. Similar to the loss

predictor lossPred, the step predictor also conducts the online training. We

not only utilise the previous step recordings km but also take communication

cost and computation cost into account. Thus, there are three dimensions in

the input data: communication cost tcomm between worker m and the server,

computing cost tcomp of worker m doing local calculations, and the value of step

km for worker m derived from iter (Line 1).

Following the online training method motioned in Section 4.2.3, the current

step km first acts as a label for training the step predictor stepPred. Then the

step predictor stepPred forecasts the next value of step km for the worker m by

inputting the current value of km, tcomm and tcomp.

k = stepPred(data = {stept, tcomm, tcomp}, future = 1) (4.10)

Equation 4.10 presents the way to make a prediction on the next step value

for the worker m. It is slightly different from predicting the loss delay since

predicting the next step only need to forward-propagating the step predictor

for once.
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Figure 4.9: Error rates of the global model ResNet-50 with Async-BN as the
training progresses using 4 workers on ImageNet
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Figure 4.10: Error rates of the global model ResNet-50 with Async-BN as the
training progresses using 8 workers on ImageNet

4.3 Experiments

In this section, we present the evaluation results for the proposed LC-ASGD

algorithm. The experiments were carried out on a cluster where every node

is equipped with an NVIDIA Tesla V100 GPU. Each node acts as a worker.

The parameter server is equipped with two additional GPUs to accelerate the

training process of loss predictor and step predictor. We tested our algorithm on

ResNet [12] with the benchmark datasets CIFAR-10 and ImageNet. In addition

to LC-ASGD, we also implemented several popular existing distributed training

algorithms including SSGD, ASGD and DC-ASGD, which have been used in

many previous works as baselines [7, 118, 119]. For the sake of fairness, all

experiments based on the same randomly initialised model, and worked with

the same scheduling for learning rate.
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Figure 4.11: Error rates of the global model ResNet-50 with Async-BN as the
training progresses using 16 workers on ImageNet

4.3.1 Experiment Results on CIFAR-10

The CIFAR-10 dataset consists of 60000 colour images in 10 classes, with 6000

images per class. We used 50000 images for training and 10000 images for

the test. For all the algorithms under investigation, we ran the training for

160 epochs with a mini-batch size of 128 and the cross-entropy loss function.

An initial learning rate of 0.3 was used and then was divided by ten after 80

and 120 epochs, following the same practice presented in [12]. Moreover, the

hidden sizes we used for loss predictor and step predictor were 64 and 128,

respectively. The network architecture is constructed following the literature

[12]. We implemented SGD, SSGD, ASGD, DC-ASGD and LC-ASGD with the

same settings as above for a fair comparison. The sequential SGD algorithm

was regarded as a performance baseline to evaluate the distributed methods.

Figure 4.5 shows the learning curve of training error rate and test error rate

of the network ResNet-18 on CIFAR-10 dataset as the training progresses. Table

4.2 details the final test rates of all the algorithms when they run with different

numbers of workers. Table 4.2 also shows the performance degradation over

the baseline algorithm. The following observations can be made from Figure

4.5 and Table 4.2: (1) SGD (the sequential method) delivered a test error of

5.15% in our setting (the test error of SGD reported in [12] was 8.75%). (2) Our

method LC-ASGD (with Async-BN) achieved the lowest error. When training

with 4 workers and 8 workers, LC-ASGD achieved 4.87% and 4.96% of error
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rate, respectively. They were even better than SGD, even though LC-ASGD

was not designed to beat sequential SGD. In addition, LC-ASGD delivered a test

error of 5.52% with 16 workers. (3) Although all the distributed algorithms lost

the accuracy as the number of workers increased, LC-ASGD demonstrated the

lowest degradation. As can be seen from Table 4.2, the performance degradation

of DC-ASGD, SSGD and ASGD with 16 workers were 13.20%, 20.39% and

24.47% respectively, while that of LC-ASGD (with Async-BN) was only 7.18%

in the worst case.

Figure 4.8 presents the convergence rate of the algorithms, namely, the

change in training/test error rate over the time.

Combining Figure 4.8 and Table 4.2, it can be observed that the convergence

rate of these five algorithms were different from their error rates. Although

ASGD had the worst error rate among these algorithms, it converges very fast,

nearly reaching a linear speed-up comparing with SGD in terms of throughput.

SSGD was slightly slower than ASGD due to the synchronisation barrier. DC-

ASGD and LC-ASGD both struck a good balance in error rate and convergence

speed. Their convergence speeds were similar to that of ASGD. We noticed

that LC-ASGD took a longer time than SSGD in the case of 16 workers. This is

because that two additional RNN models were running on the server to predict

the loss and the steps. The loss predictor and the step predictor took slightly

more time when the number of workers increased.

The above results are to be expected. Since ASGD suffers from the delayed

gradients updating and the situation becomes worse as the number of workers

increases. In SSGD, when the number of workers is increased, it is equivalent

to increasing the batch size of the training data. However, increasing the batch

size hurts the training performance of DNN in general.

4.3.2 Experiment Results on ImageNet

To further evaluate the performance of LC-ASGD with large-scale tasks, we

tested these algorithms with the ImageNet dataset. The latest version of Im-
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Figure 4.12: Error rates of the global model ResNet-50 with Async-BN w.r.t.
wall-clock time using 4 workers on ImageNet
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Figure 4.13: Error rates of the global model ResNet-50 with Async-BN w.r.t.
wall-clock time using 8 workers on ImageNet
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Figure 4.14: Error rates of the global model ResNet-50 with Async-BN w.r.t.
wall-clock time using 16 workers on ImageNet

ageNet contains more than 14 millions of annotated images. The data is split

into 27 high-level categories, in which each contains up to 3822 subcategories. In

the experiments, we adopted the same settings presented in [12], used ResNet-

50(V2) with a mini-batch size of 128 and performed the training for 120 epochs
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being reduced by ten times at the 60th and 90th epoch. Because ImageNet is

very large, training with the sequential method SGD on a single machine takes

too long. Thus, we only ran the experiments with distributed algorithms.

Table 4.1: Training performance of ResNet-18 on CIFAR-10.

# Workers Algorithm CIFAR-10 BN CIFAR-10 Async-BN

Test Error (%) Perf. Deg. (%) Test Error (%) Perf. Deg. (%)

1 SGD 5.15 Baseline 5.15 Baseline

4

SSGD 5.67 10.10 5.57 8.16

ASGD 5.73 11.26 5.65 9.71

DC-ASGD 5.33 3.50 5.22 1.36

LC-ASGD 4.98 -3.3 4.87 -5.44

8

SSGD 6.19 20.19 6.01 16.70

ASGD 6.38 23.88 6.27 21.75

DC-ASGD 5.72 11.07 5.58 8.35

LC-ASGD 5.11 -0.78 4.96 -3.69

16

SSGD 6.41 24.47 6.20 20.39

ASGD 6.59 27.96 6.41 24.47

DC-ASGD 6.05 17.48 5.83 13.20

LC-ASGD 5.76 11.84 5.52 7.18

Table 4.2: Training performance of ResNet-50 on ImageNet.

# Workers Algorithm ImageNet BN ImageNet Async-BN

Test Error (%) Perf. Deg. (%) Test Error (%) Perf. Deg. (%)

4

SSGD 24.61 Baseline 24.49 Baseline

ASGD 24.99 1.54 24.90 1.67

DC-ASGD 24.53 -0.33 24.46 -0.12

LC-ASGD 23.91 -2.84 23.86 -2.57

8

SSGD 25.24 2.56 25.11 2.53

ASGD 25.71 4.47 25.64 4.70

DC-ASGD 25.98 5.57 24.89 1.63

LC-ASGD 24.17 -1.79 24.07 -1.71

16

SSGD 25.80 4.84 25.62 4.61

ASGD 25.96 5.49 25.81 5.39

DC-ASGD 25.41 3.25 25.23 3.02

LC-ASGD 24.99 1.54 24.82 1.35

Figure 4.11 and Table 4.2 show the Top-1 error of the SSGD, ASGD, DC-

ASGD and LC-ASGD algorithm training ResNet50 with 1-crop ImageNet. The
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Figure 4.15: Performance of the loss predictor for ResNet-50 w.r.t. the number
of iterations on ImageNet training with 16 workers

result of SSGD with 4 workers was used as a baseline performance which other

algorithms’ performance was compared against. The results of the experiments

with ImageNet were similar to those with CIFAR10. Our LC-ASGD with Async-

BN still produced the best performance among all other distributed algorithms.

Specifically, when training with 4, 8 and 16 workers, it delivered 23.86%, 24.07%

and 24.82% of test error rate respectively. The performance of other algorithms

dropped from 3.02% to 5.39% when training with 16 workers, whilst the pro-

posed LC-ASGD degraded only by 1.35%.

Figure 4.14 shows the convergent rate of four distributed algorithms. The

results were similar to those of training ResNet18 with CIFAR10. SSGD was

slowed down due to the synchronisation barrier, while ASGD and DC-ASGD

had a similar convergence rate. Although our LC-ASGD spent some extra time

in training the additional RNNs (for the loss predictor and step predictor), it

still demonstrated an excellent trade-off between error rate and convergence

speed.

Figure 4.15 compares the loss calculated by the workers and the loss pre-

dicted by the LossPredictor in the experiments of training the ResNet-50 with

ImageNet by 16 workers. Overall, the predictor worked effectively in terms of

accuracy. The curve of the prediction largely overlapped the curve of the actual

loss values. On the one hand, the actual loss value started at 3.176, and then

dropped gradually to 3.144. On the other hand, the prediction also started at
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Figure 4.16: Performance of the step predictor for ResNet-50 w.r.t. the number
of iterations on ImageNet training with 16 workers

3.176, and decreased to a value that was only slightly more than 3.143 at the end

of the period. The reason why the predictor had such outstanding performance

is because RNN is a robust model for dealing with the time series problems. The

previous state was used as the feedback to preserve the memory of the network

over time. The model learned from previous values and trends, so as to make

accurate predictions based on the current state.

Moreover, we also evaluated the performance of the step predictor, which

is shown in Figure 4.16. The brown curve is the order in which the workers

finished their local computations and sent the results back to the server (which

was recorded in iter and was used to derive the actual values of step km for

the worker m). The blue curve is the predictions made by StepPredictor in

a period of training ResNet-50 with ImageNet by 16 workers. Although the

order of workers was generally regular, the variance still occurred during the

training. The variance was typically caused by the reasons discussed previously,

for example, the changes in computing workload and/or the communication

status in the workers. As we can see from the figure, the forecast made by the

StepPredictor were very accurate.

The prediction error of the two predictors in LC-ASGD is mainly due to two

reasons. The error rate is unstable when there are not enough data to train the

predictor, or when the network state is changing significantly. This situation

generally occurs at the beginning of the training process or when the learning
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Table 4.3: Average time of a training iteration on CIFAR-10.

# Workers 4 8 16

Loss Pred. (ms) 1.28 1.29 1.30

Step Pred. (ms) 1.37 1.43 1.48

Total Training (ms) 32.23 32.84 34.64

Overhead (%) 8.22 8.28 8.03

rate is tuned.

4.3.3 Evaluation on Asynchronous Batch Normalisation

In our LC-ASGD, we proposed an asynchronous batch normalisation strategy

to improve the training accuracy in distributed learning. Table 4.2 compares

the training accuracy between the proposed asynchronous batch normalisation

(denoted by Asysc-BN) with the regular batch normalisation (denoted by BN) in

literature. It can be observed that the test error rate of the models training with

Async-BN are generally better than that with the regular BN. As the number

of workers increased, The advantage of Async-BN is more prominent over the

regular BN. The reason why Async-BN outperforms the regular BN is because

the difference in how the batch information is exchanged and updated between

the workers and the server. When training with the regular BN, the parameter

server replaces the mean and variance of all BN layers using the parameter values

received from the latest worker. Our Async-BN strategy updated the mean and

the variance by accumulating all the updates from the workers and re-calculating

the global mean and variance. Consequently, the parameters that the worker

retrieved from the server contained the accumulated mean and variance. This

way, the mean and variance that the workers used to start their training is more

consistent.
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Table 4.4: Average time of a training iteration on ImageNet.

# Workers 4 8 16

Loss Pred. (ms) 1.27 1.29 1.33

Step Pred. (ms) 1.36 1.45 1.50

Total Training (ms) 183.23 185.68 188.71

Overhead (%) 1.44 1.48 1.50

4.3.4 Parameter Server Overhead Analysis

As aforementioned in Algorithm 6 and Algorithm 7, two RNN models ran on

the parameter server in our LC-ASGD to provide the predictions for the loss

compensation. The overhead mainly depends on the complexity of the predic-

tion model. Also there is a trade-off between the complexity and the accuracy

when designing the prediction model. We conducted the experiments to evalu-

ate the overhead incurred by both loss predictor and the step predictor, where

delivered the prediction performance presented in Figure 4.15 and Figure 4.16.

Table 4.3 (with CIFAR-10) and Table 4.4 (with ImageNet) show the average

time spent by the online loss predictor and step predictor in a training iteration

when training with CIFAR-10 and ImageNet, respectively. It can be seen from

the tables that the time cost is steady for different datasets. Also, the time cost

increases slightly as the number of workers increases, which is to be expected

since when there are more workers, more input data to the prediction models and

hence more training time. Overall, the overhead incurred by the predictions is

low compared with the training time of an iteration. The overhead accounts for

around 8% for CIFAR-10, while it is slightly more than 1% for ImageNet. These

results indicate that our loss and step predictor can make accurate predictions

with relatively low overhead.

Moreover, according to the learning curve shown in Figure 4.8 and Figure

4.14, our LC-ASGD achieved the excellent convergence rates while delivering

lower error rates. It beats SSGD as it removes the synchronisation barrier,
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and nearly reached the convergence rate of ASGD when it runs with 4 workers.

These results also reflect that the loss and step predictor do not incur heavy

overhead during the training.

4.4 Summary

In this chapter, we discuss the issue of synchronisation barrier in SSGD, the de-

layed gradient updating in ASGD and the limitation of DC-ASGD. These prob-

lems motivate us to propose a novel distributed training algorithm called LC-

ASGD. LC-ASGD compensates for the loss delay seen in ASGD. It constructs

the RNN models to predict the delayed steps and further predict the value of

the loss function at a specific step into the future. An asynchronous batch nor-

malisation strategy is also proposed in LC-ASGD. The proposed LC-ASGD is

evaluated on popular deep neural networks with the widely used datasets. The

experimental results demonstrate that LC-ASGD is able to train the models

to the outstanding accuracy compared with the existing distributed training

algorithms, especially when training with a large number of workers.

The proposed methods demonstrate outstanding performances on both se-

quential training and parallel training. So far, we have achieved the third ob-

jective (i.e. parallel training) described in Chapter 1. In the next chapter, we

present our pruning algorithm for the trained neural network that dramatically

reduces the computational cost in the CNN so that the trained model can be

easily deployed onto resource limited devices.
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CHAPTER 5
Fine-grained Pruning Techniques for Deep Convolutional

Neural Networks

Deep convolutional neural networks (CNNs) are indispensable to state-of-the-

art computer vision algorithms. The success of CNNs is accompanied by a

significant increase in computation cost. Recent efforts towards reducing the

overheads involve pruning the weights from various layers or pruning specific

weight kernels with the accuracy close to the original networks. However, our

studies show that the existing pruning techniques are still coarse-grained, and

there is room to increase the pruning ratio further while retaining the accuracy

by designing the finer-grained pruning technique. In this work, we develop a

novel accelerating method for CNN training based on fine-grained feature map

pruning. Our method prunes from the convolutional layers a large amount of

blocks on feature maps that are identified as having a small effect on the output

accuracy. We then further prune the weight kernels based on the feature map

pruning results. We conducted extensive experiments to evaluate the effective-

ness of our methods. The experiment results show that our pruning methods

can reduce the inference costs by up to 75.01% for the tested networks includ-

ing ResNet-20, ResNet-32, ResNet-56 and ResNet-110, while maintaining close

accuracy to the original networks. Another advantage of our method is that

the feature map pruning method can be easily applied in addition to other ex-

isting weight pruning or filter pruning approaches. Our experimental results

show that when the existing pruning method is combined with our feature map

pruning method, its pruning ratio can be further increased by up to 30% with

the tolerable accuracy sacrifice.

62



5. Fine-grained Pruning Techniques for Deep Convolutional Neural Networks

Table 5.1: List of symbols

Symbol Description

⊗ 2d convolution operation

� element-wise multiplication

⊕ element-wise addition

D the number of inputs

C the number of input channels

F the number of filters

l a convolutional layer

ih the height of input channel

iw the width of input channel

kh the height of weight kernel

kw the width of weight kernel

oh the height of output channel

ow the width of output channel

ph zero-paddings in heights

pw zero-paddings in widths

sh the stride in heights

sw the stride in widths

pf the pruning ratio of each feature map

pw the pruning ratio of each weight slice

O operations in each channel

5.1 Convolutional operations and Motivation

In this section, we review the classical convolutional operations and discuss the

insights we gained from analysing the convolutional operations, which motivates

this work. We list the notations that are frequently used in Table 5.1.

Let us consider the case of a 2D convolutional layer, which is widely deployed

in the modern CNNs. The case here does not include bias, but the case with

bias can be easily derived. Equation 5.1 describes the 2D convolution in the

layer over an input feature which is composed of several input planes, where x

denotes the input feature maps which has four dimensions: the input data d,

the channels c, the height ih and the width iw of the channel. w represents the

learnable weights in the layer, which has four dimensions: the filter f , channel

c, kernel height kh and kernel width kw. y is the output of the layer with four

dimensions of input data d, filter f , output height oh and output width ow.
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yd,f,oh,ow = xd,c,ih,iw ⊗ wf,c,kh,kw (5.1)

Particularly, the height and the width of the output y can be calculated by

Equation 5.2 and Equation 5.3, respectively.

oh = b ih− kh+ 2 ∗ ph
sh

c+ 1 (5.2)

ow = b iw − kw + 2 ∗ pw
sw

c+ 1 (5.3)

where ph and pw denote the paddings in heights and widths, respectively; sh

and sw represent the stride in height and width, respectively.

The convolutional operations in the 2D layer are complicated but mostly

duplicated. During the forward propagation, each of the weight filters slides

across the width and height of the input feature maps to perform dot products

between the filter and the feature maps at every position. As a weight kernel

slides across on the feature map, a number of blocks of the features are produced

to give responses to every spatial position.

The top half of Figure 5.1 illustrates how the convolutional layer derives the

output from the feature maps. To simplify the visualisation, the convolutional

layer demonstrated here uses (1, 1) padding and (1, 1) stride, which are the

most common settings for convolutional layers. The blue cells are the input

feature map with the size of 4 ∗ 4. The kernel that performs the convolution

operation is the block with the size of 3 ∗ 3 in orange. The green block of the

size 4 ∗ 4 is the output of the convolutional operation. The size of the block

involved in the operations in the feature maps is the same as that of the kernel.

With the stride length being 1, the kernel slides 16 times to traverse the entire

feature map. When the kernel slides to a position, an element-wised matrix

multiplication (a.k.a. Hadamard product) is performed between the block and

the kernel. The matrix multiplication results are finally summed into the output.
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 Decomposed calculations

0 0 0   0 1 -1 0 0 0   0 1 -1 0 0 0   0 1 -1 0 0 0   0 1 -1
0 0 2 ⊙ -1 0 -1 0 2 2 ⊙ -1 0 -1 2 2 2 ⊙ -1 0 -1 2 2 0 ⊙ -1 0 -1

Input x[0,:,:] 0 1 2  1 0 0 1 2 0  1 0 0 2 0 2  1 0 0 0 2 0  1 0 0

0 0 0 0 0 0 Filter w0[0,:,:] 0 0 2 0 1 -1 0 2 2 0 1 -1 2 2 2 0 1 -1 2 2 0 0 1 -1 Output y[0,:,:]
0 0 2 2 2 0 0 1 2 ⊙ -1 0 -1 1 2 0 ⊙ -1 0 -1 2 0 2 ⊙ -1 0 -1 0 2 0 ⊙ -1 0 -1
0 1 2 0 2 0 0 1 -1 0 0 2 1 0 0 0 2 2 1 0 0 2 2 1 1 0 0 2 1 0 1 0 0 -2 -1 -2 -2
0 0 2 2 1 0 ⊗ -1 0 -1 -4 -1 -2 4
0 0 1 1 2 0 1 0 0 0 1 2 0 1 -1 1 2 0 0 1 -1 2 0 2 0 1 -1 0 2 0 0 1 -1 -3 0 -4 1
0 0 0 0 0 0 0 0 2 ⊙ -1 0 -1 0 2 2 ⊙ -1 0 -1 2 2 1 ⊙ -1 0 -1 2 1 0 ⊙ -1 0 -1 -3 -1 -2 0

0 0 1 1 0 0 0 1 1 1 0 0 1 1 2 1 0 0 1 2 0 1 0 0

0 0 2 0 1 -1 0 2 2 0 1 -1 2 2 1 0 1 -1 2 1 0 0 1 -1
0 0 1 ⊙ -1 0 -1 0 1 1 ⊙ -1 0 -1 1 1 2 ⊙ -1 0 -1 1 2 0 ⊙ -1 0 -1
0 0 0 1 0 0 0 0 0 1 0 0 0 0 0 1 0 0 0 0 0 1 0 0

 Decomposed calculations after pruning

0 0 0   0 1 -1 0 0 0   0 1 -1 0 0 0   0 1 -1 0 0 0   0 1 -1
0 0 2 ⊙ -1 0 -1 0 0 0 ⊙ -1 0 -1 0 0 0 ⊙ -1 0 -1 2 2 0 ⊙ -1 0 -1

Block matrix After pruning 0 1 2  1 0 0 0 0 0  1 0 0 0 0 0  1 0 0 0 2 0  1 0 0

b11 b12 b13 b14 b11 b12 b13 b14
0 0 2 0 1 -1 0 2 2 0 1 -1 2 2 2 0 1 -1 2 2 0 0 1 -1 Output y[0,:,:]
0 1 2 ⊙ -1 0 -1 1 2 0 ⊙ -1 0 -1 2 0 2 ⊙ -1 0 -1 0 2 0 ⊙ -1 0 -1

b21 b22 b23 b24 b21 b22 b23 b24
0 0 2 1 0 0 0 2 2 1 0 0 2 2 1 1 0 0 2 1 0 1 0 0 -2 0 0 -2

-4 -1 -2 4

b31 b32 b33 b34 b31 b32 b33 b34
0 1 2 0 1 -1 1 2 0 0 1 -1 2 0 2 0 1 -1 0 2 0 0 1 -1 -3 0 -4 1
0 0 2 ⊙ -1 0 -1 0 2 2 ⊙ -1 0 -1 2 2 1 ⊙ -1 0 -1 2 1 0 ⊙ -1 0 -1 0 0 0 0

b41 b42 b43 b44 b41 b42 b43 b44
0 0 1 1 0 0 0 1 1 1 0 0 1 1 2 1 0 0 1 2 0 1 0 0

0 0 0 0 1 -1 0 0 0 0 1 -1 0 0 0 0 1 -1 0 0 0 0 1 -1
0 0 0 ⊙ -1 0 -1 0 0 0 ⊙ -1 0 -1 0 0 0 ⊙ -1 0 -1 0 0 0 ⊙ -1 0 -1
0 0 0 1 0 0 0 0 0 1 0 0 0 0 0 1 0 0 0 0 0 1 0 0

Figure 5.1: Overview of the proposed fine-grained feature map pruning method
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Based on the above description of the convolutional operation, it can be

found that 16 blocks associated to a single feature map (we call such a block

a sliding feature map block) are involved in the calculation. Although there

are only 16 elements in a 4 ∗ 4 feature map, there are total 100 features (since

there are 100 blue cells in the decomposed calculations in Figure 5.1) used to

perform the matrix product with the kernel. Many elements are reused heavily,

ranging from 4 times to 9 times. For example, the top left blue cell, which has

the value of 0, in the feature map, is reused 4 times, while the blue cell with

the coordinate (3, 3) in the feature map including the padding, which has the

value of 2, is reused 9 times.

This finding gives us the following insights: i) Some reused elements (fea-

tures) in the feature maps may be paid too much attention in the convolutional

operation, especially if the reused elements are actually less important; ii) When

we prune one of the sliding feature map blocks, it only affects the results of the

current calculation of dot products, but the features represented by the corre-

sponding cells in the removed block can still be reflected by other dot product

operations.

However, the existing works on feature map pruning remove the elements

(pixels) in the feature map. This will affect all dot products that the removed

element is engaged in and cause the loss of information carried by this feature,

which is a permanent impact on the features extracted from prior layers. For

instance, if the element in the centre of the feature map is removed (i.e., masked

as 0), all 9 calculations this feature is involved in will loss the information

regarding this feature. Therefore, removing the elements in the sliding feature

map blocks provides a finer-grained pruning method, compared with the existing

work; iii) when we prune the elements in the sliding feature map blocks, the

number of operations will be reduced.

The above insights motivate us to develop a fine-grained, feature map-based

pruning method.
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5.2 Methodology

In this section, we present our proposed methods, including fine-grained feature

map pruning and feature-aware weight pruning.

5.2.1 Fine-grained Feature Map Pruning

As discussed in Section 1 and Section 2, the existing works made remarkable

achievements on pruning weights or filters. The research exploring the feature

map pruning is still limited. As discussed in the previous section, the existing

studies on feature map pruning work by simply masking specific pixels on the

feature map, which will cause the permanent loss of features extracted from

previous layers.

To overcome the above drawback, we propose a fine-grained feature map

pruning algorithm, in which we mask the sliding feature map blocks. There are

two main benefits of masking the sliding feature map blocks: 1) the features

(disregarding the edge padding) masked in a block (i.e., overwrite the features

with 0) are opted out only temporarily from the current computation. The

features in the masked block can be still taken into account in next few steps

of sliding. This way, the feature is not permanently removed; 2) the amount

of pruned calculations can be controlled at a finer granularity compared with

pruning a feature directly from the feature map.

The bottom half of Figure 5.1 illustrates the process of the feature map

masking. The yellow matrix is comprised of all sliding feature map blocks in

the convolutional operations. For example, b11 is the sliding feature map block

[[0,0,0],[0,0,2],[0,1,2]] in the top left corner. During the training process, we work

out a mask of the sliding feature map blocks for every training layer after taking

all training data into account. These masks are then used in the corresponding

layers in the testing process. In the figure, the mask for this particular layer

is [[1,0,0,1][1,1,1,1][1,1,1,1][0,0,0,0]]. Namely, the blocks b12, b13, b41, b42, b43

and b44 are masked. Therefore the elements in these blocks are set to be zero.
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The data in the pruned feature map blocks are highlighted in white in the

“decomposed calculation after pruning” part. Now, the key is how to evaluate

the importance degree of the sliding feature map blocks and derive the masks,

which is presented in the rest of the section. In the rest of this chapter, “sliding

feature map block” is called “block” for brevity unless otherwise stated.

Algorithm 8 Fine-grained feature map pruning

Initialise: pruning ratio p = 0.2
Input: training data

1: for each training data do
2: for each convolutional layer l do
3: for each channel c of the feature maps do
4: for each block b in channel c do
5: Ll,c2 .append([Ll,c,b2 ])
6: end for
7: maskl,cfm = Softmax(Ll,c2 ))
8: end for
9: top = topk(maskfml , p)

10: for each channel c of the feature maps do
11: maskl,cfm[top] = 1

12: maskl,cfm[!top] = 0

13: Apply maskl,cfm to all blocks within channel c

14: freql,c += maskl,cfm
15: end for
16: Do convolution calculations with masked feature maps and original

weights
17: end for
18: end for
19: for each convolutional layer l do
20: for each channel c do
21: top = topk(freql,c, k)

22: maskl,cfm[top] = 1

23: maskl,cfm[!top] = 0

24: Apply maskl,cfm to all blocks within channel c
25: end for
26: end for=0
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Figure 5.2: An example of the first stage in the feature map pruning method
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Algorithm 8 outlines our proposed feature map pruning method. There

are two main stages to generate the masks. The first stage is the importance

evaluation stage, in which the importance degree of the blocks in each input

data is evaluated. The second stage is the mask generation stage, in which the

masks are generated for each network layer (each network layer takes the feature

map generated by the previous layer as input, and its output will be used as

the feature map of next layer) by analysing the statistics over all training data

gathered from the first stage. The process goes through the training dataset

only once. After that, the mask for every network layer is fixed and can be

applied directly in the testing process without any additional calculations.

In the importance evaluation stage, there are five steps to investigate the

importance of each block and select the significant ones for every single input

data.

1) We calculate the L2 norm for all elements in each block (line 5 in Al-

gorithm 8). In this work, we use the L2 norm as the importance criterion to

evaluate the blocks. Note that our method can be easily generalised to other

criteria such as L1 norm [120], APoZ [93], and Taylor expansions [121].

2) We input the L2 norm to the softmax function and derive the importance

degree of the blocks. Here, ISd,c is defined as the importance scores for the

blocks at channel c of input data d. It is calculated by Equation 5.4, where u

(Equation 5.5) and v (Equation 5.6) reflect the locations of each feature on the

channel.

ISd,ci,j = softmax(L2([xu,v, xu+1,v+1, ...

, xu+kw−1,v+kh−1])),∀d, c
(5.4)

u = (i− 1) ∗ sw + 1 (5.5)

v = (j − 1) ∗ sh+ 1 (5.6)
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Input data 1 Input data 2 ... Input data 100

  high
  
  ...
  
  

Block matrix 1 Block matrix 2 ... Block matrix 100

      

    ...   

      

     low

Mask 1 Mask 2 ... Mask 100

1 1 1 0 1 1 1 0 0 0 1 1
1 1 1 1 1 1 1 1 ... 0 0 0 1
0 1 1 1 0 0 1 1 1 1 1 0
0 0 0 0 0 0 1 0 1 1 1 1

The frequency matrix

1 1 1 0 2 2 2 0 80 85 92 36
1 1 1 1 2 2 2 2 ... 90 65 74 89
0 1 1 1 0 1 2 2 15 20 87 75
0 0 0 0 0 0 1 0 32 21 73 64

The fixed mask

1 1 1 0
1 1 1 1
0 0 1 1
0 0 1 0

Figure 5.3: An example of the second stage in the feature map pruning method
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The dimension of an IS matrix is i ∗ j, which is the same as the dimension

of the output channel. For instance, an importance score IS is generated for

each block and stored in the yellow matrix with the size of 4 ∗ 4 in Figure 5.1.

These scores represent the importance degree of the blocks (line 7 in Algorithm

8).

3) We sort the importance scores of the blocks in each channel (every channel

has a ranking table of blocks in terms of importance score) and use the pruning

ratio, which is the hyper-parameter in the pruning setting, to determine which

blocks are less important and select those blocks for pruning (line 9 in Algorithm

8).

4) We generate a mask for each block matrix (i.e., the yellow matrix in

Figure 5.1). The mask stores the importance scores of all blocks associated

with a feature map. For example, in Figure 5.1, the block matrix refers to

the yellow matrix that contains 16 blocks from b11 to b44. b11 in the matrix

records the importance score for the top left block (i.e., [[0,0,0],[0,0,2],[0,1,2]]).

Each mask is another matrix with the same size as the block matrix. The

elements of a mask are filled with either 0 or 1, according to the importance

score of the associated block and the pruning ratio. Namely, if the importance

score of a block is greater than the threshold score corresponding to the pruning

ratio, the mask of this block is set 1; otherwise it is set 0. Then the masks are

applied to the corresponding feature maps (line 11-13 in Algorithm 8).

5) Finally, we define a frequency matrix (i.e., the freql,c in Algorithm 8),

whose size is the same as that of a mask, for each network layer and each

channel. The frequency matrix accumulates the values in the mask for a layer

and a channel over all input data (line 14 in Algorithm 8). After all input

data are trained, the element values in the resulting frequency matrix represent

the frequencies at which the corresponding blocks are used in the convolutional

operations in the training. We then prune the blocks with low frequencies

according to the specified pruning ratio.

Figure 5.2 is a visualisation of the first stage. In this example, we use a
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ResNet model with 18 layers. An image with the size of 32*32 is fed into the

network for forward propagation. Different layers have different widths and

heights. For instance, the size of the feature map in the first layer and the tenth

layer are 32*32 and 16*16, respectively. The size of the feature map generally

contracts as the layer goes deeper. The first and the third column in Figure

5.2 are the visualisation of the feature maps in different channels; the other two

columns show the importance score of every block (calculated by Equation 5.4).

Look at the plot for “layer 1, channel 0”. During the convolutional operation,

there are 1024 blocks of features involved in the calculation. The size of every

block is 3*3, which is the same as the kernel size. The importance score for

each block is plotted in blue line. The pruning rate is set to be 57% in this

example. Then the bottom 57% of the blocks in terms of the importance score

will be pruned. The red dash line in this figure is the threshold importance score

corresponding to the pruning rate of 57%. All the blocks with the importance

score below the threshold will be pruned.

When a input data is trained through the network, a mask will be generated

for every network layer and for every channel of the input data. The masks

in different layers and channels may vary from different input data items. For

example, block bij can be regarded as important in the feature map of a “bird”

figure, but not important in the feature map of a “car” figure. The mask

generation stage in our method generates a fixed mask for every network layer

and every channel after examining the statistics (frequency count) gathered over

all input data from the importance evaluation stage. Such a fixed mask will then

be deployed in the corresponding layer and for the corresponding channel for

the testing data.
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 Decomposed calculations after feature map pruning

0 0 0   0 1 -1 0 0 0   0 1 -1 0 0 0   0 1 -1 0 0 0   0 1 -1
0 0 2 ⊙ -1 0 -1 0 0 0 ⊙ -1 0 -1 0 0 0 ⊙ -1 0 -1 2 2 0 ⊙ -1 0 -1

Input x[0,:,:] 0 1 2  1 0 0 0 0 0  1 0 0 0 0 0  1 0 0 0 2 0  1 0 0

0 0 0 0 0 0 Original Filter 0 0 2 0 1 -1 0 2 2 0 1 -1 2 2 2 0 1 -1 2 2 0 0 1 -1
0 0 2 2 2 0 0 1 2 ⊙ -1 0 -1 1 2 0 ⊙ -1 0 -1 2 0 2 ⊙ -1 0 -1 0 2 0 ⊙ -1 0 -1
0 1 2 0 2 0 0 1 -1 0 0 2 1 0 0 0 2 2 1 0 0 2 2 1 1 0 0 2 1 0 1 0 0
0 0 2 2 1 0 ⊗ -1 0 -1
0 0 1 1 2 0 1 0 0 0 1 2 0 1 -1 1 2 0 0 1 -1 2 0 2 0 1 -1 0 2 0 0 1 -1
0 0 0 0 0 0 0 0 2 ⊙ -1 0 -1 0 2 2 ⊙ -1 0 -1 2 2 1 ⊙ -1 0 -1 2 1 0 ⊙ -1 0 -1

0 0 1 1 0 0 0 1 1 1 0 0 1 1 2 1 0 0 1 2 0 1 0 0

0 0 0 0 1 -1 0 0 0 0 1 -1 0 0 0 0 1 -1 0 0 0 0 1 -1
0 0 0 ⊙ -1 0 -1 0 0 0 ⊙ -1 0 -1 0 0 0 ⊙ -1 0 -1 0 0 0 ⊙ -1 0 -1
0 0 0 1 0 0 0 0 0 1 0 0 0 0 0 1 0 0 0 0 0 1 0 0

Importance score matrix in layer l and channel c 
evolving  as the data are trained Weight selection 

0 0 0 0 0 0 29 70 39 29 70 39
0 0 -2 0 0 -2 … 76 45 64 76 45 64
0 0 0 0 0 0 30 18 41 30 18 41

 Decomposed calculations after weight pruning

0 0 0   0 1 0 0 0 0   0 1 0 0 0 0   0 1 0 0 0 0   0 1 0
0 0 2 ⊙ -1 0 -1 0 0 0 ⊙ -1 0 -1 0 0 0 ⊙ -1 0 -1 2 2 0 ⊙ -1 0 -1
0 1 2  0 0 0 0 0 0  0 0 0 0 0 0  0 0 0 0 2 0  0 0 0

0 0 2 0 1 0 0 2 2 0 1 0 2 2 2 0 1 0 2 2 0 0 1 0 Output y[0,:,:]
0 1 2 ⊙ -1 0 -1 1 2 0 ⊙ -1 0 -1 2 0 2 ⊙ -1 0 -1 0 2 0 ⊙ -1 0 -1
0 0 2 0 0 0 0 2 2 0 0 0 2 2 1 0 0 0 2 1 0 0 0 0 -2 0 0 -2   

-2 1 -2 2   
0 1 2 0 1 0 1 2 0 0 1 0 2 0 2 0 1 0 0 2 0 0 1 0 -1 0 -3 0   
0 0 2 ⊙ -1 0 -1 0 2 2 ⊙ -1 0 -1 2 2 1 ⊙ -1 0 -1 2 1 0 ⊙ -1 0 -1 0 0 0 0
0 0 1 0 0 0 0 1 1 0 0 0 1 1 2 0 0 0 1 2 0 0 0 0

0 0 0 0 1 0 0 0 0 0 1 0 0 0 0 0 1 0 0 0 0 0 1 0
0 0 0 ⊙ -1 0 -1 0 0 0 ⊙ -1 0 -1 0 0 0 ⊙ -1 0 -1 0 0 0 ⊙ -1 0 -1
0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0

Figure 5.4: Overview of the proposed feature-aware weight pruning method
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Recall that the importance evaluation stage records the mask matrix of each

training data and accumulates the mask values of all training data within layer

l and channel c into the frequency matrix freql,c (line 14 in Algorithm 8). The

blocks with lower values of freq are regarded as less important since they are

used less frequently. Therefore, the blocks with the freq values lower than the

threshold corresponding to the specified pruning ratio are removed from the

calculation. Now our fine-grained feature map pruning is completed, and the

generated fixed masks can be directly applied to all input data in the future.

Assume Figure 5.3 refers to a particular network layer and a channel. We

use Figure 5.3 to illustrate how we generate the fixed mask of a feature map

block after training all input data (in this example, there are 100 input data)

and generate their statistics. The training data with the size of 6∗6 are depicted

in the first row. The second row is the matrix of the sliding feature map blocks

(i.e., block matrix) for each input data in this layer and channel, whose size

is 4 ∗ 4 (i.e., 16 blocks). The importance score of each block is stored in the

block matrix. The colour map represents the size of the value of pixels. The

elements in the masks (the third row) are either 0 or 1. In the fourth row,

the values in the masks for all input data are accumulated. The values in the

last mask in the forth row of this figure represents the frequencies at which the

corresponding blocks are used in the convolutional operations in the training.

We then prune the blocks with low frequencies (labelled in grey) according to

the specified pruning ratio. The last row of this figure gives the generated fixed

mask for the layer and the channel.

We now analyse the computation cost of a channel in a convolutional layer,

and compare the computation cost before and after pruning. When a weight

kernel slides around a feature map, it generates oh ∗ ow outputs from the pixels

(oh and ow represent the height and the weight of the output channel, respec-

tively). The output yi,j of the pixel at the position [i, j] can be formulated as

follow:
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yd,fi,j =

kw∑
u=1

kh∑
v=1

x′d,cu+(i−1)∗sh,v+(j−1)∗sw ∗ wf,cu,v,∀d, f (5.7)

where x′ is the feature map combined with zero-paddings.

For each dot product operation between a block and a kernel, there are

kw ∗kh multiplication operations and further kw ∗kh additions, which amounts

to 2 ∗ kw ∗ kh operations. There are oh ∗ ow elements in the output matrix.

So there are in total 2 ∗ oh ∗ ow ∗ kw ∗ kh operations in the original channel

of the feature map. Although the proposed feature map pruning method does

not change the dimensions of the input or output, it prunes a set of sliding

feature map blocks from the convolution operations. Thus, the number of total

operations after pruning become 2∗oh∗ow∗kw∗kh∗pf , where pf is the pruning

ratio.

5.2.2 Feature-aware Weight Pruning

The existing weight pruning methods in literature remove the dispensable weights

by either considering the effects of the weights or selecting a random amount of

weights. In our work, we develop a feature-aware weight pruning method based

on the result of our feature map pruning. It not only takes the influence of the

feature map pruning into account, but also considers the importance of each

weight. Figure 5.4 illustrates our feature-aware weight pruning method. The

sliding feature map blocks have been masked by our feature map pruning. In

the example, our feature-aware weight pruning method aims to mask two thirds

of the weights to compress the network. Algorithm 9 outlines the feature-aware

pruning method, which is explained next.

After the fine-grained feature map pruning, there is a mask for each feature

map indicating which blocks of the feature are omitted from the convolution

operations. We feed the training data into the masked network for forward

propagation, and then use the following two stages to prune the weights in the

kernel: 1) evaluating the importance degree of the weights; 2) selecting less
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important weights to be masked.

In the first stage, we calculate a weight importance score matrix WISl,c for

layer l channel c using Equation 5.8 to evaluate the importance degree of each

weight:

WISl,c =

D∑
d=1

ih∗iw∑
n=1

bl,c,dn � kl,c,∀l, c (5.8)

where D represents the number of training data; ih ∗ iw indicates the number

of the sliding feature map blocks; b is a block of feature maps and k is a weight

kernel. Note that WISl,c matrix has the same height and width as the weight

kernel. In the example in Figure 5.4, the size of the matrix is 3 ∗ 3. As shown

in line 1-9 in Algorithm 9, the algorithm performs the element-wised addition

(a.k.a. matrix addition) to accumulate the results from the element-wised mul-

tiplication between all blocks bl,c,dn and the corresponding weight kernel kl,c.

The algorithm continues to accumulate the values until all training data have

been processed. The values in the final WISl,c are the importance scores of the

corresponding weights.

In the second stage, we compress the network by pruning a set of weights

according to our weight pruning rule (line 12-13 in Algorithm 9). More precisely,

we use the softmax function to normalise the weight importance scores in the

kernel, sort the output of the softmax function, and then mask the weights with

low importance scores according to the weight pruning ratio pw. Finally, we

apply the mask to the corresponding weight kernel (line 16 in Algorithm 9) and

re-train the pruned model to restore the accuracy.

∆Od,c = (1− pd,cf ) ∗ (1− pd,cw ),∀d, c (5.9)

As the result, the number of operations of a channel in a convolutional layer

after weight pruning becomes 2∗oh∗ow∗kw∗kh∗pw. Combined with our feature

map pruning, the number of operations are reduced to 2∗oh∗ow∗kw∗kh∗pf ∗pw.

The amount of the saved operations, denoted by ∆O, can be calculated by
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Equation 5.9.

Algorithm 9 Feature-aware weight pruning

Initialise: pruning ratio p = 1

1: for each training data d do
2: for each convolutional layer l do
3: for each weight channel c do
4: for each block b of the masked feature map do
5: WISl,c⊕ = bl,c,d � kl,c
6: end for
7: end for
8: end for
9: end for

10: for each convolutional layer l do
11: for each weight channel c do
12: maskl,cw = softmax(WISl,c)
13: top = topk(maskl,cw , pw)
14: maskl,cw [top] = 1
15: maskl,cw [!top] = 0
16: Apply maskl,cw to the weight kernel wl,c

17: end for
18: end for=0

5.3 Experiments

In this section, we conduct comprehensive experiments to evaluate our pruning

methods. We have implemented the fine-grained feature map pruning method

and the feature-aware weight pruning method proposed in this work. We evalu-

ate the combination of the above two methods on various ResNets, and compare

the performance of the pruned model with that of the original model. We also

compare our method with the existing works. One benefit of this work is that

our fine-grained feature maps pruning method can be integrated with the exist-

ing pruning methods, including weight pruning and filter pruning, in literature

to further increase the pruning ratio without sacrificing accuracy. So we also

evaluate the performance when our fine-grained feature maps pruning method

is applied to the existing weight pruning and filter pruning methods.
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5.3.1 Experiment Settings

We use three datasets and implement a number of DNNs in the experiments.

The detailed settings are as follows:

Datasets. We evaluate our methods on CIFAR-10 and CIFAR-100. The

CIFAR-10 dataset consists of 60,000 colour images in 10 classes, with 6,000 im-

ages per class. We use 50,000 images for training and 10,000 images for testing.

In addition, we test the proposed methods on CIFAR-100. CIFAR-100 is similar

to CIFAR-10, but has 100 classes with each class containing 600 images. To fur-

ther evaluate the performance on large-scale tasks, we also evaluate the methods

on ImageNet (i.e., ILSVRC2012). ImageNet contains 1,331,167 images in 1,000

classes. We use 1,281,167 images for training and 50,000 images for testing.

Networks. We construct ResNet and VGG that are two of the most widely

used DNN to conduct the experiments. In Section 5.3.2, we use ResNet-20,

ResNet-32 and ResNet-56 for CIFAR-10, and ResNet-32, ResNet-56, ResNet-

110 for CIFAR-100, respectively. We configure the number of feature maps

in the output of the first convolutional layers of the networks to be 83, and

configure that in the remaining layers according to the expansion settings of the

original work [12]. In the experiments, we call this type of networks the complex

networks. Since a complex network includes more parameters, it is relatively

easier to prune the network without affecting the network accuracy significantly.

In Section 5.3.2, we use the complex ResNet to verify the effectiveness of the

pruning methods.

When a network contains fewer feature maps and therefore fewer parame-

ters, we call it a simple network. Since a simple network contains much fewer

parameters than a complex network, the accuracy of a simple network is com-

monly lower than that of a complex network. Therefore, it is more challenging

to prune a simple network without scarifying the accuracy than to prune a

complex network. Therefore, in Section 5.3.3, we evaluate our methods on sim-

ple networks. We make the experiments with more networks (beyond ResNet

used to evaluate complex networks). The number of operations in these simple
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networks is on average one-seventh of that in the complex networks. Specifi-

cally, we use ResNet-20, ResNet-32, ResNet-56, VGG-13, VGG-16 and VGG19

for CIFAR-10, and ResNet-18, ResNet-34, ResNet-50, VGG-13, VGG-16 and

VGG19 for ImageNet, respectively. The number of feature maps in the output

of the first convolutional layers of ResNet used for CIFAR-10 is set to be 32,

while that in the rest layers are expanded following the settings of the original

work [12]. The number of feature maps in ResNet for ImageNet, and that in

VGG for CIFAR-10 and ImageNet follow the original settings in [12] and [14],

respectively.

Baseline training. For CIFAR-10, the hyper-parameters of the baseline

models follow the settings reported in their original work [12, 14]. In each step,

ResNet and VGG process a batch of 128 and 256 images, respectively. The

loss function is cross-entropy. The optimiser is SGD, with a weight decay of

0.0001 and the momentum of 0.9. For ResNet, the learning rate starts from 0.1

and is divided by 10 at the 80th and the 120th epochs. For VGG, the initial

learning rate is 0.01, and then decreases by a factor of 10 when the accuracy of

the validation set stops improving. The models are trained for 160 epochs. For

ImageNet, we utilise pre-trained models provided by official Pytorch.

Pruning methods. Despite the implementation of our pruning methods,

we also carefully implemented the latest methods on weight pruning [122] and

filter pruning [22] in literature using the settings reported in their papers. These

methods are compared with our methods. The feature map-based pruning meth-

ods are limited in literature, among which the work presented in [24] is the latest

one we could find. However, the performance achieved by the methods in [122]

and [22] noticeably better than the performance reported in [24]. Therefore, we

did not implement the method presented in [24].

5.3.2 Experimental Results with Complex Networks

In this section, we conduct the experiments with the complex network (ResNet).

As presented in last subsection, a complex network is a network with more fea-
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ture maps. We evaluate the performance of the proposed fine-grained feature

map pruning together with our feature-aware weight pruning on CIFAR-10 and

CIFAR-100, and compare the performance between our methods and the exist-

ing works.

Evaluation on CIFAR-10

We first train ResNet-20, ResNet-32 and ResNet-56 on CIFAR-10 to obtain the

baseline models. Then we apply the proposed pruning methods to the trained

baseline models and retrain the pruned models for 300 epochs. Other training

settings including batch size, loss function, optimiser and the initial learning rate

are the same as the baseline models. The learning rate is divided by 10 after

every 100 epochs. Since the Fused-Multiply-Add (FMA) instructions are widely

deployed on modern hardware architectures to operate the tensors, we use the

number of multiply–accumulate operations (MAC) as the metric to evaluate the

pruning effectiveness of each method.

Table 5.2 compares the performance of different methods, where Acc. is

accuracy and Op.(M) is millions of MAC operations. It can be seen from this

table that our method achieves better accuracy with fewer operations than other

methods. The baseline models of ResNet-20, ResNet-32 and ResNet-56 obtain

the accuracy of 95.43%, 95.55% and 95.68%, respectively. Our methods can

achieve the accuracy of 95.45%, 95.65% and 95.68% with the pruning ratio of

44.51%, 46.13% and 47.83% on ResNet-20, ResNet-32 and ResNet-56, respec-

tively.

The models ResNet-20 and ResNet-32 pruned by our method delivers the

accuracy slightly better than that of the baseline, when the pruning ratio is

44.51% and 46.12%, respectively. Even when we further increase the pruning

ratio to 72.20%, 73.26% and 75.01% for ResNet-20, ResNet-32 and ResNet-56,

respectively, the accuracy achieved by our methods decreases only by a very

small margin (from 0.15% to 0.19%), comparing with the baseline models.

Compared with the baseline, the SAT method, which is a weight pruning
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method, accelerates the networks by pruning around 72% of MACs without

dropping the accuracy by too much. Although the pruning ratio is close to ours

(the row “Ours-2” in Table 5.2), the accuracy of the SAT method is reduced

by 0.83%, 0.66% and 0.72% on ResNet-20, ResNet-32 and ResNet-56, respec-

tively. Besides, the FPGM method, which is a filter pruning method, reduces

the performance degradation with a lower pruning ratio. It prunes 44.51%,

46.13% and 47.83% of MACs on these three models, and reduces the accuracy

by 0.31%, 0.30% and 0.35%. Comparing with SAT, our method demonstrates

a similar pruning ratio, but offers noticeably better accuracy than SAT.

The pruning ratio of FPGM is limited to around 53% in our experiments. If

the pruning ratio increases further, the accuracy declines obviously. The reason

for this can be explained as follows. FPGM can prune not only the filters with

small norms, but also the filters that are large but less useful. Once a filter is

pruned, the corresponding input feature map will not be used for calculations

any more. Namely, the features that are pruned together with the filters have

no chance to be considered in the final output, no matter the features contain

meaningful information or not.
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Table 5.2: Comparing the effect of different pruning methods on CIFAR-10

ResNet− 20 ResNet− 32 ResNet− 56

Acc. Op.(M) Pruned Acc. Op.(M) Pruned Acc. Op.(M) Pruned

Baseline 95.43% 1090.75 - 95.55% 1853.81 - 95.68% 3379.92 -

SAT [122] 94.60% 300.07 72.49% 94.89% 503.68 72.83% 94.96% 903.79 73.26%

FPGM [22] 95.12% 503.71 53.82% 95.25% 861.47 53.53% 95.33% 1,585.18 53.10%

Ours (FFP+FWP) 95.45% 605.26 44.51% 95.65% 998.65 46.13% 95.68% 1,763.30 47.83%

Ours (FFP+FWP) 95.28% 303.23 72.20% 95.37% 495.71 73.26% 95.49% 844.64 75.01%

Table 5.3: Comparing the effect of different methods on CIFAR-100

ResNet− 32 ResNet− 56 ResNet− 110

Acc. Op.(M) Pruned Acc. Op.(M) Pruned Acc. Op.(M) Pruned

Baseline 78.45% 1853.81 - 78.52% 3379.92 - 78.90% 6813.68 -

SAT [122] 77.80% 545.02 70.60% 78.02% 997.75 70.48% 78.18% 1,883.98 72.35%

FPGM [22] 78.11% 1,050.74 43.32% 78.25% 1,809.27 46.47% 78.47% 3,870.17 43.20%

Ours (FFP+FWP) 78.59% 1,085.78 41.43% 78.51% 1,923.51 43.09% 78.85% 3,724.36 45.34%

Ours (FFP+FWP) 78.42% 544.28 70.64% 78.40% 975.78 71.13% 78.73% 1,798.13 73.61%
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The analysis of the filter importance in FPGM is based on the Geometric

Median of the filters in the same layer [123]. Although such approach can

keep those filters that have small norm but are important, rather than pruning

all filters with small norms as in previous works, it does not take the varying

importance of feature maps into account and consequently some critical feature

maps may be pruned along with the filters.

Evaluation on CIFAR-100

The experiment settings on CIFAR-100 are similar to those on CIFAR-10 in

general. ResNet-32, ResNet-56 and ResNet-110 are used in the experiments.

Our proposed method prunes the baseline models and re-trains them for 400

epochs. Besides, the learning rate is different from the settings used in CIFAR-

10. The initial learning rate is set to 0.1 and is divided by 5 every 100 epochs.

The settings for training other pruning models are the same as those in the

experiments on CIFAR-10.

Table 5.3 compares the pruning performance and Top-1 accuracy among dif-

ferent algorithms on CIFAR-100. It can be seen from the table that our pruning

method achieves the best accuracy comparing with other pruning methods. The

SAT method prunes over 70% of MACs, but the accuracy decreases by more

than 0.65%, 0.5% and 0.72% for ResNet-32, ResNet-56 and ResNet-110, re-

spectively. In contrast, the FPGM method sacrifices up to 0.43% of accuracy,

but only prunes around 45% of MACs. Our method produces even better re-

sults than the baseline model, when the pruning ratio is 41.43%. When pruning

ResNet-56 and ResNet-110 by 43.09% and 45.34%, our method is able to achieve

the accuracy close to the baseline model. Besides, Although there is the general

trend that the accuracy drops as the pruning ratio increases, our method retains

the best accuracy in all cases.

The experimental results on the larger scale dataset further demonstrate the

effectiveness of our scheme. The proposed method evaluates the importance

of each feature map block and prunes unnecessary blocks in the convolutional
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Table 5.4: Applying our feature map pruning method to the existing methods
on CIFAR-10

Accuracy Op.(M) Pruned

ResNet-32

SAT [122] 94.60% 300.07 72.49%

SAT + our FFP(15%) 94.62% 253.60 76.75%

SAT + our FFP(30%) 94.46% 209.86 80.76%

FPGM [22] 95.12% 503.71 53.82%

FPGM + our FFP(15%) 95.12% 425.61 60.98%

FPGM + our FFP(30%) 95.05% 346.20 68.26%

Accuracy Op.(M) Pruned

ResNet-56

SAT [122] 94.89% 503.68 72.83%

SAT + our FFP(15%) 94.87% 427.30 76.95%

SAT + our FFP(28%) 94.72% 351.30 81.05%

FPGM [22] 95.25% 861.47 53.53%

FPGM + our FFP(15%) 95.23% 731.70 60.53%

FPGM + our FFP(28%) 95.14% 595.81 67.86%

layer. Furthermore, unlike other weight pruning or filter pruning approaches,

our method takes into account the feature maps when making the weight prun-

ing decisions. Therefore, our methods can prune the weights more accurately.

These design considerations enable our method to achieve better results than

the existing methods in literature.

Applying Our Feature Map Pruning Method to Existing Weight and

Filter Pruning Methods

Our fine-grained feature map pruning method can be used together with the

existing weight pruning method or the filter pruning method, which can further

increase the pruning ratio achieved by the existing methods. In this subsection,

we conduct the experiments to apply our feature map pruning method together
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Table 5.5: Applying our feature map pruning method to the existing methods
on CIFAR-100

Accuracy Op.(M) Pruned

ResNet-32

SAT [122] 77.80% 545.02 70.60%

SAT + our FFP(13%) 77.76% 474.58 74.40%

SAT + our FFP(26%) 77.62% 405.43 78.13%

FPGM [22] 78.11% 1,050.74 43.32%

FPGM + our FFP(13%) 78.09% 915.78 50.60%

FPGM + our FFP(25%) 78.00% 788.05 57.49%

Accuracy Op.(M) Pruned

ResNet-56

SAT [122] 78.02% 997.75 70.48%

SAT + our FFP(13%) 78.00% 837.54 75.22%

SAT + our FFP(25%) 77.91% 711.47 78.95%

FPGM [22] 78.25% 1,809.27 46.47%

FPGM + our FFP(13%) 78.22% 1,570.99 53.52%

FPGM + our FFP(25%) 78.13% 1,353.32 59.96%

with the latest weight pruning method proposed in [122] (called SAT) and the

filter pruning method in [22] (called FPGM).

The experiments are performed using ResNet-32 and ResNet-56. Table 5.4

and Table 5.5 present the results on CIFAR-10 and CIFAR-100 datasets, where

SAT + our FFP (or FPGM + our FFP) is the combination of SAT (or FPGM)

and our method.

As shown in Table 5.4, SAT [122] achieves the accuracy of 94.60% with the

pruning ratio of 72.49%, while FPGM [22] obtains a better accuracy of 95.12%

but with much lower pruning ratio of 53.82%. When we set the pruning ratio of

our FFP to 15% in SAT + our FFP, the combined pruning ratio become 76.75%

(the combined ratio can be approximated by 1 − (1 − 72.49%) × (1 − 15%)),

while the accuracy of SAT + our FFP increases by 0.02% comparing with pure
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SAT. FPGM + our FFP(15%) achieves the same accuracy as pure FPGM, but

can increase the pruning ratio by about 7% compared with pure FPGM. For

the deeper network such as ResNet-56, the accuracy of the combined method

decreases by a tiny percentage of 0.02% when the pruning ratio is set 15% in

FFP. When we further increase the pruning ratio of FFP to 28%, we can increase

the pruning ratio of FPGM + our FFP by further 7% with a slight decrease in

accuracy.

Table 5.5 compares the performance of the combined methods on the larger

scale dataset, CIFAR-100. The accuracy of the pruned ResNet-32 by SAT is

77.8%. When we set the pruning ratio of FFP to 13%, the accuracy of both SAT

+ our FFP and FPGM + our FFP drops only by 0.04% and 0.02%, respectively.

When the pruning ratio of FFP increases to 26% for SAT and 25% for FPGM,

the accuracy of SAT + our FFP and FPGM + our FFP drop by 0.18% and

0.11%, respectively.

These results present that the pruning ratio of the existing pruning methods

can be further increased (which means the decrease in computation cost) by ap-

plying our fine-grained feature map pruning method, while retaining comparable

accuracy.

5.3.3 Experimental Results with Simple Networks

In this section, we conduct the experiments with simple network. As presented

in Section 5.3.1, a simple network contains fewer feature maps and fewer training

parameters (i.e., it is simpler) than regular networks. The number of operations

in the simple networks is on average one-seventh of that in the complex net-

works. Therefore, it is more challenging to prune this type of simple networks.

Moreover, we test the pruning methods on more popular neural networks, in-

cluding ResNet (with the depth of 18, 20, 32, 34, 50 and 56) and VGG (with

the depth of 13, 16, 19). Lastly, we evaluate the pruning methods on the very

large-scale benchmark dataset, ImageNet.
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Evaluation on CIFAR-10

We first train the various ResNets and VGGs on CIFAR-10 to obtain the baseline

models. Then we apply the proposed pruning methods to the trained baseline

models and fine-tune the pruned models for 90 to 180 epochs depending on the

depth of the models. Other training settings including batch size, loss function,

optimiser and the initial learning rate are the same as the baseline models. The

learning rate is divided by 10 after every 30 epochs.

Table 5.6 compares the performance of different methods on the simple net-

works. It can be seen from this table that our method also achieves better accu-

racy with fewer operations than the existing methods. For example, in ResNet-

20, the accuracy of our method (FFP+FWP, i.e, a combination of Fine-grained

feature map pruning and feature-aware weight pruning ) with the pruning ratio

of 72.8% is better than the accuracy of FPGM with the pruning ratio of 53.8%.

When the pruning ratio is around 72%, the accuracy of SAL and our method

decreases by 2.56% and 0.36%, respectively, comparing with the baseline model.

In VGG-16, our method achieves the better accuracy with the pruning ratio of

62.3% than the baseline.
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Table 5.6: Comparing the effect of different pruning methods on CIFAR-10

ResNet− 20 ResNet− 32 ResNet− 56

Acc. Op.(M) Pruned Acc. Op.(M) Pruned Acc. Op.(M) Pruned

Baseline 93.78% 163.2 - 94.35% 276.9 - 94.81% 504.3 -

SAL [122] 91.22% 44.9 72.5% 93.39% 72.5 73.8% 94.55% 142.9 71.7%

FPGM [22] 93.35% 75.4 53.8% 93.94% 126.8 54.2% 94.52% 229.2 54.6%

Ours (FFP+FWP) 93.61% 90.5 44.5% 94.23% 149.4 46.0% 94.78% 225.6 55.3%

Ours (FFP+FWP) 93.42% 44.4 72.8% 94.15% 72.0 74.0% 94.62% 127.1 74.8%

V GG− 13 V GG− 16 V GG− 19

Acc. Op.(M) Pruned Acc. Op.(M) Pruned Acc. Op.(M) Pruned

Baseline 94.07% 229.4 - 93.74% 314.4 - 93.58% 399.5 -

SAL [122] 93.45% 61.3 73.3% 93.21% 82.4 73.8% 93.08% 107.3 73.1%

FPGM [22] 93.38% 103.3 55.0% 93.24% 146.1 53.5% 92.88% 187.6 53.0%

Ours (FFP+FWP) 93.95% 73.7 67.9% 93.76% 118.4 62.3% 93.50% 156.7 60.8%

Ours (FFP+FWP) 93.80% 51.2 77.7% 93.35% 80.0 74.6% 93.26% 88.3 77.9%
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Table 5.7: Comparing the effect of different pruning methods on ImageNet

ResNet− 18 ResNet− 34 ResNet− 50

Acc.(Top-1) Op.(M) Pruned Acc.(Top-1) Op.(M) Pruned Acc.(Top-1) Op.(M) Pruned

Baseline 69.76% 1822.2 - 73.30% 3675.6 - 76.15% 4121.9 -

SAL [122] 68.89% 513.7 71.8% 72.57% 1023.5 72.2% 75.10% 1129.9 72.6%

FPGM [22] 68.33% 1034.5 43.2% 72.36% 2047.1 44.3% 75.21% 2363.5 42.7%

Ours (FFP+FWP) 69.60% 780.7 57.2% 73.35% 1518.5 58.7% 76.02% 1702.3 58.7%

Ours (FFP+FWP) 68.91% 489.2 73.2% 73.13% 996.3 72.9% 75.88% 1124.5 72.7%

V GG− 13 V GG− 16 V GG− 19

Acc.(Top-1) Op.(M) Pruned Acc.(Top-1) Op.(M) Pruned Acc.(Top-1) Op.(M) Pruned

Baseline 71.55% 11363.6 - 73.37% 15530.6 - 74.24% 19697.6 -

SAL [122] 70.37% 3105.5 72.7% 72.39% 4212.3 72.9% 73.20% 5489.8 72.1%

FPGM [22] 70.59% 6727.6 40.8% 72.30% 9113.6 41.3% 73.08% 11514.6 41.5%

Ours (FFP+FWP) 71.46% 4436.9 61.0% 73.26% 6006.6 61.3% 74.03% 7817.3 60.3%

Ours (FFP+FWP) 71.18% 2989.5 73.7% 73.15% 4150.3 73.3% 73.90% 5231.9 73.4%
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Table 5.8: Applying our feature map pruning method to the existing methods on CIFAR-10

ResNet− 20 ResNet− 32 ResNet− 56

Acc. Op.(M) Pruned Acc. Op.(M) Pruned Acc. Op.(M) Pruned

SAL [122] 91.22% 44.9 72.5% 93.39% 72.5 73.8% 94.55% 142.9 71.7%

SAL + our FFP(15%) 91.19% 38.2 76.6% 93.37% 61.6 77.7% 94.52% 121.4 75.9%

FPGM [22] 93.35% 75.4 53.8% 93.94% 126.8 54.2% 94.52% 229.2 54.6%

FPGM + our FFP(15%) 93.30% 64.1 60.7% 93.88% 107.8 61.1% 94.49% 194.8 61.4%

V GG− 13 V GG− 16 V GG− 19

Acc. Op.(M) Pruned Acc. Op.(M) Pruned Acc. Op.(M) Pruned

SAL [122] 93.45% 61.3 73.3% 93.21% 82.4 73.8% 93.08% 107.3 73.1%

SAL + our FFP(15%) 93.43% 52.1 77.3% 93.17% 70.0 77.7% 93.02% 91.2 77.2%

FPGM [22] 93.38% 103.3 55.0% 93.24% 146.1 53.5% 92.88% 187.6 53.0%

FPGM + our FFP(15%) 93.38% 87.8 61.7% 93.20% 124.2 60.5% 92.83% 160.0 59.9%
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Table 5.9: Applying our feature map pruning method to the existing methods on ImageNet

ResNet− 18 ResNet− 34 ResNet− 50

Acc.(Top-1) Op.(M) Pruned Acc.(Top-1) Op.(M) Pruned Acc.(Top-1) Op.(M) Pruned

SAL [122] 68.89% 513.7 71.8% 72.57% 1023.5 72.2% 75.10% 1129.9 72.6%

SAL + our FFP (15%) 68.59% 436.4 76.1% 72.25% 870.1 76.3% 74.93% 960.4 76.7%

FPGM [22] 68.33% 1034.5 43.2% 72.36% 2047.1 44.3% 75.21% 2363.5 42.7%

FPGM + our FFP (15%) 68.27% 872.8 52.1% 72.29% 1740.2 52.7% 75.20% 2007.9 51.3%

V GG− 13 V GG− 16 V GG− 19

Acc.(Top-1) Op.(M) Pruned Acc.(Top-1) Op.(M) Pruned Acc.(Top-1) Op.(M) Pruned

SAL [122] 70.37% 3105.5 72.7% 72.39% 4212.3 72.9% 73.20% 5489.8 72.1%

SAL + our FFP (15%) 70.27% 2638.4 76.8% 72.26% 3581.0 76.9% 73.05% 4660.1 76.3%

FPGM [22] 70.59% 6727.6 40.8% 72.30% 9113.6 41.3% 73.08% 11514.6 41.5%

FPGM + our FFP (15%) 70.54% 5719.5 49.7% 72.20% 7747.1 50.1% 72.97% 9780.6 50.3%
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Evaluation on ImageNet

In order to demonstrate the performance of our pruning method with large-scale

dataset, we apply the proposed pruning methods to the pre-trained baseline

models and fine-tune the pruned models on ImageNet also for 30 epochs. Other

hyper-parameters are the same as the baseline model settings.

Again, it can be seen from Table 5.7 that our method can deliver better

accuracy with fewer operations than the existing methods. For example, in

ResNet-18, comparing with the baseline, the accuracy of our method (with the

pruning ratio of 57.2%) and the FPGM (with the pruning ratio of 43.2%) drops

by 0.16% and 1.43%, respectively. In ResNet-34, the accuracy of our method

with the pruning ratio of 58.7% is even slightly higher than the baseline model.

In the deeper network, ResNet-50, the accuracy of our method with the pruning

ratio of 72.7% is 0.67% higher than that of FPGM with the pruning ratio of

only 42.7%. In VGG-13, the accuracy of our method with the pruning ratio of

73.7% is 0.59% higher than the accuracy of FPGM with the pruning ratio of

40.8%. When the network goes deeper, in VGG-19, the accuracy of our method

with the pruning ratio of 73.4% is 0.70% higher than the accuracy of SAL with

the pruning ratio of 72.1%.

The main reason why our method can perform well on the extremely large-

scale dataset can be explained as follows. We find that there exists a bottleneck

of pruning ratio in many weight pruning methods. When the pruning ratio is

higher than the bottleneck, the accuracy will decrease noticeably. However, our

method is the combination of weight pruning and feature map pruning. When

the weight pruning reaches its bottleneck, the feature map pruning method can

help further compress the network without little sacrifice in accuracy. This

makes our method achieve higher accuracy and fewer operations than the ex-

isting methods.
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Applying Our Feature Map Pruning Method to Existing Weight and

Filter Pruning Methods

As demonstrated in the previous sections, our fine-grained feature map pruning

method can be combined with the existing weight or filter pruning method

to further increase the pruning ratio of the existing methods. In Table 5.8

and Table 5.9, the results labelled by “SAL + our FFP” (or “FPGM + our

FFP”) are the results obtained by the combinations of SAL (or FPGM) and

our feature map pruning method. These results suggest that while retaining

comparable accuracy, the pruning ratio of the existing pruning methods can be

further increased by around 15% after combining with our fine-grained feature

map pruning method.

5.4 Summary

Deep CNN, which plays an significant role in many AI applications, delivers the

excellent accuracy but with high inference cost. In this work, we investigate the

convolution operations in the modern CNNs, and reveal that there are a large

number of redundant calculations, which are caused by shifting feature map

blocks. We propose a novel fine-grained feature map pruning method to mask

feature map blocks based on their importance scores. Moreover, we develop a

weight pruning method which prunes the kernel weights based on the results of

our feature map pruning. We have conducted extensive experiments to evaluate

the effectiveness of our methods. The results show that the methods proposed in

this work prune more operations than the existing methods with little sacrifice

in accuracy. Up to this point, we have demonstrated our methods of accelerating

the processing of DNN from three aspects: data pruning, distributed processing

and network pruning. All of the research objectives mentioned in Chapter 1

have been achieved.
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CHAPTER 6
Conclusions and Further Work

The rapid development of DNN training has shown the state-of-the-art perfor-

mance in many application domains over the past decade. Despite the remark-

able achievements, the complexity of DNNs and the size of training dataset have

also exploded to a substantial level. Accelerating the processing of DNNs has

become a hot research topic, which aims to train or infer the DNN network effi-

ciently while maintaining the accuracy. In this thesis, we conduct the research

on accelerating the processing of DNNs from three aspects below and achieve

all of the research objectives introduced in Chapter 1.

We first propose a data pruning technique, which temporarily prunes “bad”

training data based on the real-time analysis of the training process and auto-

matically adjusts the learning rate according to the learning trend. Second, we

develop a distributed learning framework to speed up the training process, in

which we design the loss and step predictors that reside on the parameter server

to address the issue of delayed model updating experienced by distributed DNN

training. Finally, we develop network pruning techniques that prune the feature

maps and the weights in a trained network to accelerate the network inference.

6.1 Data Pruning Together with The Optimisa-

tion of Training Configuration

Input training data is a key part in deep learning. The quality of the input data

may affect the training quality and performance significantly. In Chapter 3,

we propose a data pruning technique, which temporarily prunes “bad” training

data based on the real-time analysis of the training process and automatically
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adjusts the learning rate according to the learning trend. This research started

by investigating the loss trend of each training data item and the trend of

network performance during training. We found that the loss trends of some

specific training data are contrary to the global loss trend, and that Pruning

such “bad” training data can reduce the training time while maintaining the

accuracy of the neural network. In addition, the global loss trend indicated

that the loss of the network typically changes once the learning rate is adjusted.

Based on these observations, we developed an approach to fine-pruning large-

scale training data. The approach first monitors and analyses the loss trend of

each data item at real-time, and then prunes specific training data temporarily

according to the analysis results. Further, we design an automatic adjustment

strategy to control the learning rate, so as to simplify the hyper-parameters and

further speed up the training process.

We conducted extensive experiments with different neural networks to eval-

uate the performance of the proposed methods. The experimental results have

shown that our work reduces the training time of popular networks by around

24.46% while maintaining the accuracy.

6.2 Distributed Learning

Training modern DNNs is a computation-intensive task. Distributed training

schemes such as ASGD are the solutions to accelerating the training process.

On one side, they enable the network to be trained in parallel compared with

the sequential scheme such as SGD. On the other side, they suffer from the issue

of delayed model update. DC-ASGD is a notable work proposed recently that

mitigates the performance degradation caused by the delay issue.

In Chapter 4, we evaluated the performance of DC-ASGD in various train-

ing conditions. The results showed that the accuracy of DC-ASGD dropped

considerably with an increasing delay between the workers and the server. To

overcome this issue, we proposed a novel distributed learning scheme named
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LC-ASGD to speed up the training process. In LC-ASGD, two RNNs were

bulit to predict the loss based on the historical data. The loss prediction was

used to compensate for the delay in model updating, which effectively extended

the tolerable duration of the delays. In addition, we extended the regular batch

normalisation strategy to a distributed setting, which further enhanced the per-

formance of the distributed training.

We conducted comprehensive experiments with popular DNNs on widely

used datasets. The evaluation results demonstrated that our LC-ASGD was

able to train the DNNs to an outstanding accuracy compared with the existing

distributed training algorithms, especially when training with a large number

of workers (which often indicates high delays).

6.3 Network Pruning

The CNN, which is a class of the DNN, has achieved excellent performance

in many tasks. The success of CNNs is accompanied by a significant increase

in both training and inference time due to the deep network layers. Recent

approaches of simplifying the CNN mainly work on pruning the weights from

various layers or pruning specific weight kernels. However, our studies in Chap-

ter 5 indicated that the existing pruning techniques are still coarse-grained and

there was room to further increase the pruning ratio while retaining the accuracy

by designing the finer-grained pruning techniques.

Therefore, in Chapter 5, we developed the fine-grained feature map pruning

method together with the feature-aware weight pruning method to accelerate

the inference of CNNs. Our feature map pruning method pruned a proportion

of sliding blocks of data from feature maps that are identified as having small

impact on the output accuracy. We then pruned the weight kernels following

on the feature map pruning results to further simplify the CNN.

The evaluation results have shown that our pruning methods pruned more

operations than the existing methods, but achieved higher accuracy. Our meth-

97



6. Conclusions and Further Work

ods reduced the inference cost by up to 77.9% for popular networks with vari-

ous configurations. Furthermore, we presented another advantage of our feature

map pruning method that can be easily applied to other existing weight or fil-

ter pruning approaches. The experimental results have demonstrated that after

incorporating our feature map pruning method, the existing weight or filter

pruning methods can further improve the pruning ratio by up to 15% while

maintaining the accuracy close to that achieved by the original networks.

6.4 Directions for Further Work

The processing of DNNs, including training and inference, is complicated. In

this chapter, we have striven to accelerate the DNN processing from three as-

pects, including data pruning, distributed learning and network learning. Al-

though the techniques developed in this thesis have achieved excellent perfor-

mance, more work could be carried out. We discuss some new lines of research

as follows.

6.4.1 Data Quality Analysing and Data Pruning

Our experiments in Chapter 3 show that some data are commonly identified as

bad data and are repeatedly selected for pruning. Based on this research, we

can further investigate whether the bad data manifest some common features. If

such common features exist and are identified, they can be exploited to identify

the “bad” data that the real-time monitoring and analysis may miss, or even

identify the “bad” data without the real-time monitoring and analysis of the

loss trend. Potentially, the training time can be further reduced.

The training performance of the input training data would relate to the type

of training networks. More in-depth research is needed to establish the relation-

ship between the training data quality and training networks. If this could be

established, the performance of different networks is expected to improve further

in practice.
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Besides, data augmentation is a widely used strategy that greatly expands

the diversity of data available for training DNNs without collecting new data.

The commonly used techniques in the data augmentation include cropping,

padding and flipping. However, most of the current data augmentations are

manually designed, and the quality of the generated data is not promised. It

is a meaningful direction that extends our data quality analysing strategy to

construct a self-learning data augmentation strategy. The automatic strategy

learns from quality analysing feedback and generates a high-quality training

dataset evolutionarily.

6.4.2 Distributed Training Algorithm

The proposed LC-ASGD algorithm uses the default training sequences (i.e. for-

ward propagation, backward propagation, and model synchronisation). Such

sequential training processes can be further accelerated. A promising approach

is to synchronise the neural network in layers rather than synchronising the

full model at one time. One advantage of doing this is all of the computations

related to a layer can be performed once the synchronisation of this layer has

been done. In other words, the training processes can work in parallel to gain

extra speed-up benefits.

The data distribution of the experiments in Chapter 4 is Independent and

Identically Distributed (IID) data. However, non-IID data also exist in real-

world practice. It is a great challenge to train the DNN with non-IID data

because the existing optimisation functions such as SGD are not designed for

the non-IID case. Many works [124, 125, 126] suffer from a major model quality

loss under the non-IID setting. Extending the proposed distributed training

algorithm LC-ASGD to suit the non-IID training data is considerably beneficial

for solving real-world problems.

Following on the development of LC-ASGD in Chapter 4, the ideas in LC-

ASGD can be integrated with federated learning. In federated learning, multiple

workers train their local data in a synchronous manner. That is, the global
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model is updated to a new version after all workers have completed their local

training in a round. The synchronous mode slows down the training process

if some workers experience a long delay in certain rounds. LC-ASGD is an

asynchronous training scheme. If the ideas in LC-ASGD can be incorporated

into federated learning, federated learning can be accelerated while meeting the

requirement of privacy preservation.

6.4.3 Pruning Deep Neural Network

The work in Chapter 5 prunes feature maps and weights of the neural networks.

Research can be conducted to investigate the correlation among different chan-

nels in a layer and employ dimensional transformation to further prune the

networks. Besides, we plan to combine the proposed methods with other ac-

celeration algorithms such as random lottery tickets to gain more performance

improvement for our approach.

Our study on pruning the neural network works on the pre-trained model.

It means that the model has to be trained in the first place. Further research

can focus on pruning the model on-the-fly (i.e. while training). In this case, the

overall time consumption of getting a pruned model can be dropped conceivably.

Moreover, the proposed neural network pruning algorithm is designed for

CNN. Although CNN has achieved outstanding performance in image and video

processing, however, many new types of DNN have been designed for other tasks

such as NLP. The extension research can work on pruning the other types of

DNN so that the applications in other AI domains can take benefits from the

significantly decreased computational complexity.

6.4.4 Combination of the Proposed Methods

Last but not least, in this thesis, we have proposed three accelerating methods

for both training and using the DNNs. Since these methods are complementary,

implementing them into a consolidated DNN training framework is meaningful

and can significantly accelerate the training process and the inference process.
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