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EXECUTIVE SUMMARY 

The ‘take-make-use-dispose’ pattern of resource consumption resulting from our modern day economy has 

continuously pushed the limits of the biosphere, which is expected to provide the required natural resources 

for production and to assimilate the waste at the end of the consumption life cycle. Foreseeably, the 

biosphere is unable to support the demands imposed by the linear pattern of economic and anthropogenic 

activities, with symptomatic effects increasingly being felt through various aspects (e.g. climate change, 

supply chain disruption, natural resource price surges and volatility, waste accumulation, etc.), which 

ultimately impacts the society. Consequently, advocates for a more sustainable economy began to call for a 

re-consideration about the organisation of the economy and its associated patterns of resource usage. 

Accordingly, the Ellen MacArthur Foundation championed the drive towards a Circular Economy, defining 

its three key principles of: (1) Design out waste and pollution, (2) Keep products and materials in use, (3) 

Regenerate natural systems. Supporting one of these key principles is the field of Industrial Symbiosis (IS). 

The concept of IS encompasses the collaborative efforts amongst a network of business entities that inter-

connect with each other on the basis that one entity’s unproductive resources are utilised by another as 

productive resources. IS is particularly pertinent to Singapore as it is one of the promising avenues to tackle 

waste problems in Singapore. Waste management has been a perennial challenge to Singapore as it relies 

on a single offshore island for its landfill requirements. To date, official estimates indicate that this landfill 

site will only sustain operations for another 16 years. IS alleviates the problem by keeping materials within 

the economy. To this end, the author’s EngD sponsoring company has commissioned efforts in 

contributing towards the field of IS. In particular, the aims of this research are to: (1) Study the current 

industrial practice of IS, (2) Study the support tools promoting IS, (3) Develop an assistive tool to augment 

IS practitioners’ capabilities, contributing towards fostering IS in Singapore’s context. It is envisioned that 

by leveraging and weaving in “big data” technologies and platform technologies to develop a customised 

tool, the goal of bringing IS practices – previously absent – to fruition in the geographical context of 

Singapore can be achieved. 

This innovation report highlights the key work conducted over the course of the EngD. Firstly, the study 

of an industrial leader in facilitated IS – International Synergies Limited – was conducted. The practices 

and methodology were documented, together with the types of knowledge requirements being analysed 

and characterised. This sets the foundational knowledge required to replicate IS practices in a new context. 

Secondly, a systematic literature review was conducted to gather all documented tools that promotes the 

practice of IS. The outcome of this work provides a historical account of tool development efforts pertinent 

to the field of IS. From the study, the various tool functions and requirements were discussed in relation 

to the stages of the IS development process. This study also derived insights to the future development 

trends in the field and provides a probable trajectory of the features of future IS tools. Finally, based on the 

gaps identified in the previous two studies, a new tool was implemented that addresses the existing 

knowledge and information gap. The tool comprises a natural language processing based algorithm which 

processes raw knowledge sources (e.g. journal articles and patent documents) to extract relational 

information that can be utilised to assist in the IS matching process. The tool also aims to increase 

productivity in constructing knowledge bases that is required by the field of IS for recommending matches.  

A key learning point derived from the set of work undertaken is that while moving towards developing 

more sophisticated support tools to assist in IS facilitation, one must not lose sight of the larger scope of 

knowledge requirements to successfully execute a facilitated IS initiative. Adoption of IS requires 

capabilities that go beyond developing and acquiring the latest enabling technologies, and also includes the 

capacity building of the more tacit aspect of enabling knowledge, know-hows, acumen and the human touch 

to gain the required legitimacy and buy-ins from stakeholders for the delivery of an IS programme. 

Ultimately, by aiming to blur the line differentiating wastes from resources, a higher level of sustainability 

can be reached through smarter use of resources.  
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1 INTRODUCTION 

The central theme of the research work conducted focuses on the topic of Industrial Symbiosis (IS), a type 

of resource management approach that leverages on inter-firm connections to foster collaborations in a 

way that enables one firm’s unproductive resources (commonly recognised as “waste”) to be utilised by 

another as productive resources. Conceptually, the nature of such business-to-business relationships is a 

symbiotic one, whereby companies involved in such relationships reap mutual benefits while adding value 

to the resources that will be regarded as unproductive if such relationships were to be absent. Consequently, 

waste resources are being diverted from final disposal and kept in use within the economy, prolonging its 

life cycle. 

The field of IS is recognised by the academia as a sub-field of Industrial Ecology (Jacobsen, 2006), and it is 

also widely recognised as one of the key fields contributing towards the goal of the Circular Economy (CE) 

(Saavedra et al., 2018). In practice, IS deals with the identification and development of inter-firm symbiotic 

relationships, which are regarded as “unusual” (“kissing frogs”1 is also used to refer to such instances) under 

normal circumstances (Moore and Folkerson, 2015). As a regional or national strategy towards sustainable 

manufacturing, IS provides promising potential to alleviate waste generation through more efficient use of 

raw materials and processes, and even generating new revenue streams in the process (Ibid.).  

The work conducted for this Engineering Doctorate (EngD) provides the foundational knowledge and an 

assistive tool to augment IS practitioners’ capabilities in identifying waste to resource recovery technologies. 

This in turn supports regional bodies (e.g. governmental/national agencies) intending to pursue waste 

reduction goals and improving regional resource efficiency by exploiting the benefits that IS can offer. It is 

recognised that one of the critical factors to enable IS is the skilled practitioners who identify and expedite 

opportunities for IS (Moore and Folkerson, 2015). However, such a process tends to be slow, costly and 

sensitive to practitioners’ experience and expertise (Cecelja et al., 2015). Therefore, the existing approach to 

identifying IS opportunities can be further enhanced. A natural language based algorithm, which enables 

 
1 The term “kissing frogs” commonly refers to unusual business relationships that would not have occurred under 
normal circumstances, but might result in worthwhile opportunities and partnerships (Moore and Folkerson, 2015) 
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quick extraction of knowledge embedded within knowledge sources has been developed to support the 

decision-making process of identifying IS opportunities. 

1.1 BACKGROUND 

Ever since the advent of the Industrial Revolution, the industrial economy has yet to shift beyond the 

fundamental ‘take-make-use-dispose’ pattern that has been established since its nascent days of its evolution 

(Andrews, 2015; Ellen MacArthur Foundation, 2013). In essence, during the life cycle of products, 

resources are consumed from the Earth at one end and unproductive residual wastes are accumulated at 

the other. This forms a linear flow of resources that is characteristic to the linear economy. It has been 

argued that this linear flow pattern will not be self-sustaining in the long run (Ellen MacArthur Foundation, 

2013; Graedel and Allenby, 1994). The symptomatic effects of straining the Earth’s planetary boundaries 

can be observed from the economic, environmental and social aspects. Consuming natural resources at a 

rate more than at which they could be regenerated eventually results in adverse economic impacts, including 

surges and volatility in prices of natural resources and supply chain disruptions (Ellen MacArthur 

Foundation, 2013). Furthermore, the continuous disposal of waste during the end-of-life of products at a 

rate more than which they could be assimilated back to the natural environment leads to waste accumulation 

and pollution. According to Hoornweg et al. (2013),  solid-waste generation globally is expected to reach 

over 6 million tonnes daily by 2025, corresponding to a 71% increase from 2010’s level. Further projections 

predict that by 2100, this figure will exceed 11 million tonnes per day, assuming business-as-usual. To put 

into perspective, anthropogenic activities are releasing solid waste into the environment at a rate faster than 

other environmental pollutants, including greenhouse gases (Ibid.). 

To alleviate the adverse impacts of the linear economy, the Ellen MacArthur Foundation (2013) lobbied 

the movement towards CE and has defined its three key principles: (1) Design out waste and pollution, (2) 

Keep products and materials in use, (3) Regenerate natural systems. Fundamentally, the CE’s view on 

resource flow with respect to the manmade economy is to keep it in a continuous closed loop, therefore 

the name “Circular Economy”. Closely associated to CE is the field of IS, which contributes directly towards 

CE’s goal via the second key principle. Essentially, it aims to prolong resources’ usage within the industry 

by promoting inter-firm symbiotic linkages whereby one firm’s unproductive resources (commonly referred 
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to as waste) can be re-utilised as productive resources by another. Indirectly, by keeping materials in use 

within the economy, it offers more time for natural systems to regenerate (i.e. third key principle of CE). 

Formally, IS is not an immutable concept and has been observed to take on various interpretations by 

scholars studying the phenomenon over the years (Boons et al., 2016).  

Traditionally, the first documented case of IS was perceived as a serendipitous discovery that was uncovered 

– presently known as the Kalundborg Symbiosis (Chertow, 2007). The studies that followed (e.g. Ehrenfeld 

& Gertler, 1997) viewed IS as a spontaneous evolutionary process that developed organically amongst 

business entities within the Kalundborg industrial region over three decades. Self-organisation is a hallmark 

of such IS cases (Chertow and Ehrenfeld, 2012). Subsequent efforts shifted the focus to replicating IS 

through eco-industrial parks (EIPs) (Chertow, 2000), whereby initiatives in this area became prolific in the 

US during the nineties, when the President’s Council on Sustainable Development (PCSD)2 formed a 

taskforce on EIPs (Gibbs, 2003). Third-party planning is a defining characteristic of such IS cases (Paquin 

and Howard-Grenville, 2012). However,  Desrochers (2004) suggests that centrally planned IS is unlikely 

to fulfil the expectations of its proponents due to reasons including the lack of perfect information, 

difficulty in allocating economic resources resulting from market distortion by policies, and the lack of 

economic incentives. Desrochers (2004) further argued for the case of relying on market coordination for 

successful IS. 

Deriving a middle-ground between self-organised and planned IS is the concept of facilitated IS (Paquin 

and Howard-Grenville, 2012). The facilitated IS scheme takes advantage of the free market by making 

information on potential market of secondary resources more transparent through a third-party 

organisation (Boons et al., 2016). Primarily, the third-party plays a facilitating and coordinating role in 

fostering IS transactions to occur through communication, networking and identifying IS opportunities 

(Ibid.). The prominence of facilitated IS can be traced back to the United Kingdom’s National Industrial 

Symbiosis Programme (NISP®) (Mirata, 2004), whereby an IS based network underwent phases of 

conversation, connection and co-creation (Paquin and Howard-Grenville, 2012). More recently, emerging 

studies indicate that the facilitated approach has also been successfully employed by Asian countries such 

 
2 The PCSD was established by the Clinton administration but was subsequently dissolved by the Bush administration 
(Gibbs, 2003) 
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as Korea (Park et al., 2019) and China (Wang et al., 2017). Further highlighting the success, the facilitated 

approach in developing IS has since been adopted by over thirty countries spread across six continents 

(Laybourn, 2019). 

The focus of the author’s work is on the practical implementation aspects of IS in the context of Singapore. 

To date, IS related academic discussions on Singapore is limited to the scale of an off-shore petrochemical 

complex known locally as Jurong Island (Rahman et al., 2016). Existing work focuses on maximising 

resource usage through resource network design and planning within the petrochemical complex using 

mathematical optimisation techniques (Pan et al., 2016), closely resembling the top-down approach of 

planned IS. However, the actual industrial application of these research outcomes remains unclear. In 

addition to the academic discussion on planned IS, discussion on the potential viable approaches to 

introduce IS on a wider scale across disparate industry sectors also exist (e.g. Low et al., 2018; Raabe et al., 

2017; Song et al., 2017; Yeo et al., 2019a, 2019b). However, actual wide-scale implementation of IS in 

Singapore remains absent. Hence, Singapore can be reasonably considered as a context whereby there is no 

pre-existing implementation of cross-sector IS at a national scale. The following section discusses the 

relevance of applying IS in the context of Singapore moving forward. 

1.2 MOTIVATION 

Singapore is an island city state with a land area of 724.2 km2 (Data.gov.sg, 2018) (approximately half the 

size of London). Intrinsically, the country lacks natural resources and mainly relies on human capital for its 

economic development. Singapore has traditionally depended on high value-added manufacturing strategy 

to maintain its global competitiveness (Tay and Soh, 2015). In terms of securing its supply of resources 

essential for sustenance, Singapore is not unfamiliar with the concept of closed loop resource flow. In 

particular, Singapore has invariably adopted the closed loop concept (although not widely labelled as such) 

to ensure security of its access to uninterrupted water supply since 2003 (PUB Singapore, 2019). Apart from 

relying on its local reservoirs, foreign import and desalinated water supplies, Singapore also utilises 

membrane technologies that recycle sewerage water into drinkable water (known locally as NEWater) that 

is subsequently recirculated back into its national water supply (PUB Singapore, 2019). This example 

highlights Singapore’s natural inclination towards applying one of the principles of the CE (i.e. “keep 
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products and materials in use”) as one of its key resource management strategies in tackling its national 

resource constraints. Similar national strategies to tackle resource scarcity can also been observed in 

countries such as China, whereby a circular economy was put forth as a basic national policy to achieve a 

balance between economic and population growth, resources and the environment (Zhijun and Nailing, 

2007).   

In terms of waste management, indicative signs of a circular loop can also be observed in Singapore’s waste 

management strategy. In Singapore, waste is reduced in volume by 90% prior to landfill at the four waste-

to-energy incineration plants and the resulting electricity is channelled back to the national electricity grid 

(National Environment Agency, 2019a). In this case, although not a perfect case of keeping materials in use 

within the economy, the solid waste is still partly converted into electricity (resource) that is subsequently 

channelled back into the economy for re-use again. At the national level, the Sustainable Singapore 

Blueprint aims to increase the national recycling rate to 70% by 2030, up from the current level of 60% 

(Ministry of the Environment and Water Resources, 2015). However, at the current level of efforts, 

significant improvement is still required to handle the substantially increasing levels of waste output from 

the economy. Current level of solid waste disposal is a seven-fold increase compared to the 1970s (National 

Environment Agency, 2019b). Managing the mounting amount of waste accumulation has been a perennial 

challenge to Singapore as it only relies on a single offshore island to meet its landfill demand. To date, 

official estimates indicate that this landfill site will only sustain operations for another 16 years (or until the 

year 2035), and the official stance in face of this challenge is to prolong the lifespan of this sole landfill site 

(Hicks, 2019). Therefore, metaphorically, Singapore is sitting on a “16-year waste time bomb” (Ibid.). 

To contribute towards tackling Singapore’s waste management challenge, the application of IS presents a 

particularly pertinent and promising avenue. In principle, IS alleviates the problem by keeping materials 

within the economy, thus minimising the throughput of waste into landfill. To this end, the author’s EngD 

sponsor company (“SIMTech”) has commissioned efforts in contributing towards the field of IS. It is 

envisioned that by leveraging and weaving in “big data” technologies (Song et al., 2017, 2015) together with 

platform technologies (Low et al., 2018; Raabe et al., 2017) to develop a customised tool, the goal of bringing 

IS practices – previously absent – to fruition in the geographical context of Singapore can be achieved. 
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1.3 RESEARCH AIM AND OBJECTIVE 

With the background established, the overall aim of this research is: 

“To develop and implement an assistive tool to support existing practices of identifying IS opportunities” 

In order to achieve the aim, the following objectives are established to progressively build the necessary 

knowledge and understanding, and finally derive the outcome: 

1. To examine and analyse the current industrial practice of creating IS 

2. To investigate the available supporting tools for promoting IS 

3. To design, implement and validate a tool that contributes towards fostering IS in the 

context of Singapore  

The areas of work discussed are addressed by the author’s portfolio of work and the Executive Summary 

explains how these objectives are met. 

1.4 SCOPE OF RESEARCH 

Given that the problem of waste management is a national issue, discussed in Section 1.2, the solution 

approach taken is one that garners cooperative and collective actions to tackle a common problem. 

Therefore, this research focusses on a solution that a coordinating body (such as a governmental agency or 

third-party entity) is able to adopt and introduce across various industries and drive collective actions at a 

systemic level. Although the origins of IS focusses mainly on the manufacturing and process industries, 

however, there is no restriction preventing other sectors from inclusion where necessary. Intrinsically, 

diversity of participating firms in IS is preferred as it allows more opportunities of novel and unusual 

connections to be discovered, nurtured and developed (Y. Zhang et al., 2015).  

Geographically this research’s focal point is on Singapore’s waste management efforts. Therefore, the 

development of solution takes into account the country’s state of knowledge, experience and expertise in 

the area of IS. However, in the knowledge building process, experiences of IS from other regions are 

gathered to gain a better insight from existing body of work. This is primarily due to Singapore’s current 

state as being a region with no pre-existing or active IS initiatives.  



7 
 

1.5 STATEMENT ABOUT INNOVATION 

The core novel features of this research bring in the application of knowledge to the field of IS are 

summarised in the following points: 

• An IS knowledge base construction methodology that departs from the traditional means of relying 

solely on human handcrafting. The construction methodology overcomes the knowledge 

“encoding bottleneck” pertaining to the knowledge required to discover IS synergy opportunities. 

• The outcome of the methodology not only enables rapid extraction of relational knowledge from 

raw unstructured data sources such as academic articles and patent documents to aid IS matching, 

but also enables alternative complementary matching algorithm development based on word-sense 

(i.e. meaning) in addition to relying on keywords and taxonomies.  

1.6 PORTFOLIO STRUCTURE 

 

Figure 1-1: EngD Portfolio Structure 

The author’s EngD portfolio, illustrated in Figure 1-1, is structured to encompass the key phases of the 

research progression: 

• Problem identification 

• Problem investigation 

• Developing a solution 

• Testing and modification 

Innovation 

Report

Personal 

Profile

Statement of Innovation & 

Personal Development

Problem Identification

Problem Investigation

Submission 1: EngD

Annual Review 

Document

Submission 2: Tools for 

Industrial Symbiosis: A 

Systematic Literature 

Review

Submission 3: Practices in 

Facilitated Industrial Symbiosis 

– A Case Study on International 

Synergies Limited

Developing the solution

Testing & modification

Submission 4: Project 3 

proposal and interim 

progress

Submission 5: Natural 

language processing 

assisted construction of a 

knowledge asset to 

support Industrial 

Symbiosis

Submission 6: Published 

research (1 journal, 2 

conference papers)
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Overall, the Statement of Innovation and Personal Development provides a comprehensive overview 

of all the work undertaken by the author as well as a documentation of the progress of the professional 

competencies built up during the course of the EngD. 

The Personal Profile is a document that recapitulates the development and progress of the author’s 

various technical competencies that is demonstrated through the project work and course modules 

undertaken over the course of the EngD programme. The list of competencies developed as well as the 

elaboration of how these competencies were achieved are also provided. 

Submission 1: EngD Annual Review Document. This first submission documents and defines the 

research area and the context of this EngD. It establishes a macro view of the problem setting associated 

to the linear model of resource flows that is commonplace today. This is followed by an initial literature 

review of the field of Industrial Ecology, focussing on IS. The review includes the approaches to developing 

IS, mechanisms observed and implementation processes. The drivers for IS were also explored and the 

research gaps of missing information and biased matching were identified. An initial research objective was 

also proposed, which was – “Design, implement and validate a meta-model for enabling data driven design 

of industrial symbiosis based material flows.” 

Submission 2: Tools for Industrial Symbiosis: A Systematic Literature Review. In Submission 1, the 

general idea of developing a tool to support the data driven process of IS was proposed. Following up from 

this initial general direction, a holistic literature review was conducted to gather further information 

regarding pre-existing tools that are either purpose-built or applied to support the process of creating IS. 

The systematic literature review methodology was applied in this work to ensure transparency and 

replicability of the process. The analysis of the various available tools was performed and an emergent 

taxonomy of the various categories of tools was established.  This work contributes towards the field of IS 

by putting forth an analysis of all pre-existing tools discussed in the body of literature. It provides researches 

in the field an overview of the landscape of available tools and insights to the gaps yet to be addressed. The 

findings from this submission was further developed into a journal article published in the Journal of 

Industrial Ecology entitled “Tools for promoting industrial symbiosis: A systematic review” (Yeo et al., 

2019b).  
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Submission 3: Practices in Facilitated Industrial Symbiosis – A Case Study on International 

Synergies Limited. The National Industrial Symbiosis Programme (NISP®) is a unique case of IS as it is 

the first well-documented case of facilitation based IS that is successfully established at the national level 

(e.g. Jensen, 2016; Mirata, 2004; Paquin and Howard-Grenville, 2013, 2012; Wang, 2013), amidst the 

discourse of replicating IS via the approach of EIPs (e.g. Ehrenfeld and Gertler, 1997; Heeres et al., 2004; 

Jacobsen, 2006). This work applies the case study research method to perform field study to establish an 

up-to-date account of the industrial practices for facilitating IS. The subject of this case study is the UK-

based company International Synergies Limited, which is the company behind the establishment of NISP® 

in the UK. The key direct findings of this study include the identification of the steps or phases in creating 

IS, the key actors involved in the process, the decision support tools applied in practice. Further analysis of 

the data collected derived insights into the core value-adding activities of an IS facilitation company, and 

the characteristics of the knowledge involved for the transfer of practices. Part of this study was published 

and presented at the 5th International EurOMA Sustainable Operations and Supply Chains Forum (Yeo et 

al., 2018). 

Submission 4: Project 3 proposal and interim progress. Upon identifying the core value-adding activity 

that an IS facilitation company should engage and the types of knowledge required to replicate and establish 

IS practices in a new context in Submission 3, the knowledge base that enables the identification and 

suggestion of a match possibilities among participating companies was identified to be extremely important. 

Taking into account of the capabilities of available tools explored in Submission 2, Submission 4 proposes 

a natural language processing based method to rapidly build a knowledge base that is able to support IS 

opportunities identification. Submission 4 also documents early results generated from the proposed 

method. 

Submission 5: Natural language processing assisted construction of a knowledge asset to support 

Industrial Symbiosis. Submission 5 builds upon the work described in Submission 4 to provide a 

complete documentation of the solution proposed. This solution enables the building of a database that 

stores relations of resources to compatible processing technologies, which form the fundamental building 

blocks of knowledge to form value-adding pathways essential for IS based transactions. The result of this 
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work is published and presented at the 26th CIRP Conference on Life Cycle Engineering (Circular Economy 

track) (Yeo et al., 2019a). 

Submission 6: Published research. This submission is a compilation of all the relevant published work 

during the author’s period of EngD candidature. It comprises one journal article and two conference 

papers, which are work derived directly from the author’s EngD. Additionally, two conference publications 

from related work that the author participated as part of his sponsoring company’s research activities are 

included. 

Apart from the key components described above, the EngD portfolio also comprises a compilation of 

evidence associated to the post-module work conducted for the taught modules attended by the author. As 

a whole, the portfolio provides evidence of the competence development process throughout the author’s 

EngD.  

1.7 SUGGESTED ORDER OF READING 

The author suggests that the “Executive Summary” followed by the “Personal Profile” to be the first 

documents to read. The author strongly recommends that this Innovation Report to be interpreted as the 

key overarching document that weaves in all the work undertaken during the EngD. The submissions and 

publications provide further supporting evidence and details of the work undertaken. Therefore, the 

suggested order of reading the submissions follows the natural sequence of the Chapters in this Innovation 

Report. Table 1-1 provides a mapping of the relevant Chapters of this Innovation Report and the 

corresponding supporting submissions and publications. 
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Table 1-1: Submissions and publications corresponding to the Chapters of the Innovation Report 

Chapter 
Supporting 

submission(s) 
Supporting Publication 

1: Introduction Submission 1 n/a 

2: Towards achieving a 
Circular Economy through 
Industrial Symbiosis 

Submission 1 n/a 

3: Industrial Symbiosis in 
Practice 

Submission 3 
How digitalisation can enable Industrial Symbiosis 
practices: a case study 

4: Tools supporting Industrial 
Symbiosis 

Submission 2 
Tools for promoting industrial symbiosis: A systematic 
review 

5: Natural Language assisted 
knowledge extraction to 
support Industrial Symbiosis 

Submissions 5; 
Submission 4 
(supporting) 

A collaboration platform for enabling industrial 
symbiosis: Towards creating a self-learning waste-to-
resource database for recommending industrial 
symbiosis transactions using text analytics 6: Implementation and testing Submission 5 

7: Discussion 

All submissions All publications 

8: Conclusion 
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2 TOWARDS ACHIEVING A CIRCULAR ECONOMY THROUGH 

INDUSTRIAL SYMBIOSIS 

The field of IS has been an emergent and evolving one. However, the central idea revolving IS remains to 

be the utilisation of wastes (or unproductive resources) from one industrial process as productive raw 

materials for another. One of the earliest documented pieces of evidence created by proponents of this idea 

can be traced back to a seminal article by Frosch and Gallopoulos (1989), in which the link was established 

between the practice of waste serving as raw materials and environmental impact reduction (Figure 2-1). 

Frosch and Gallopoulos suggested that industrial activities should not be viewed in isolation, but instead 

be viewed in connection among each other in relation to the biosphere; it was termed by the authors then 

as an “industrial ecosystem”. Other accounts pointed out that the concept of waste reuse has been long in 

practice during the times of Victorian England (Desrochers, 2004). Desrochers cited the historical accounts 

of industrial waste being transformed into value inputs documented in the book “Waste Products and 

Undeveloped Substances”, published in 1862 by journalist Peter Lund Simmonds. 

 

Figure 2-1: Underlying principle of industrial symbiosis in the words of Frosch and Gallopoulos (1989) 

The recognition of the term “industrial symbiosis” only emerged later through a series of serendipitous 

events. Following the publication of Frosch and Gallopoulos’ article in Scientific America, unbeknown to 

him, Dr Valdemar Christensen gave a lecture on a phenomenon that was uncovered by a high school project 

(Chertow, 2007). It revealed the evolution of a network – that had evolved in the past 20 years or so – 

established by several unrelated bilateral agreements between various industrial organisations in 

Kalundborg, Denmark (Branson, 2011; Chertow, 2007). In this particular network, resources such as water, 

heat and even waste were shared among those organisations (Branson, 2011). Christensen’s wife, a biologist, 

noticed that this pattern of non-labour resource flows established among the industrial entities resembled 



13 
 

the biological concept of “symbiosis”, giving rise to the first use of the befitting term “Industrial 

Symbiosis”. Subsequently, this network gained the attention of the European media, and later by academics, 

who began investigating this phenomena from the environmental standpoint (Chertow, 2007).  

Today, IS has since become an established academic field (Chertow, 2000) involving an inter-disciplinary 

research approach, illustrated in Figure 2-2 (Chertow and Park, 2016; Yu et al., 2014). Furthermore, IS has 

been frequently associated with the wider discussion of the CE, and it plays a critical role as a producer-led 

approach contributing towards its actualisation (see e.g. Gregson et al. 2015). 

 

Figure 2-2: Academic disciplines associated to IS research visualised by Chertow and Park (2016) (left) and Yu et al. (2014) (right) 

2.1 CENTRAL THEMES OF INDUSTRIAL SYMBIOSIS 

While academic discourse of IS is increasing over the years (Chertow and Park, 2016), various scholars and 

practitioners adopt slight variations in defining IS. Based on the body of literature, there are at least seven 

definitions of IS, presented in Table 2-1.  
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Table 2-1: Definitions of Industrial Symbiosis 

Definition Source 

“Industrial symbiosis […] involves the creation of linkages between 

firms to raise the efficiency, measured at the scale of the system as a 

whole, of material and energy flows through the entire cluster of 

processes” 

Ehrenfeld and Gertler (1997) 

“Industrial symbiosis engages traditionally separate industries in a 

collective approach to competitive advantage involving physical 

exchange of materials, energy, water, and/or by-products. The keys to 

industrial symbiosis are collaboration and the synergistic possibilities 

offered by geographic proximity.” 

Chertow (2000) 

“Industrial Symbiosis is principally concerned with the recovery and 

reuse of wastes (materials, water, or energy) from one industry as 

alternative input in a neighbouring facility.” 

Van Berkel (2009) 

“Industrial symbiosis […] examine the flows of materials and energy in 

local industrial systems using a systems approach […] waste material 

and energy is shared or exchanged among the actors of the system and 

the consumption of virgin material, energy inputs, and the generation 

of waste and emissions are thereby reduced” 

Sokka et al. (2011) 

“Industrial symbiosis engages diverse organizations in a network to 

foster eco-innovation and long-term culture change. Creating and 

sharing knowledge through the network yields mutually profitable 

transactions for novel sourcing of required inputs and value-added 

destinations for non-product outputs, as well as improved business and 

technical processes.” 

Lombardi and Laybourn 
(2012) 

“Industrial symbiosis encourages companies to adopt a collaborative 

approach in all aspects of their business so that resources can be 

recovered, reprocessed and reused elsewhere in the industrial network 

either by themselves or by other companies” 

WRAP (2014) 

“Industrial symbiosis is the use by one company or sector of 

underutilised resources broadly defined (including waste, by-products, 

residues, energy, water, logistics, capacity, expertise, equipment and 

materials) from another, with the result of keeping resources in 

productive use for longer.” 

CEN (2018) 
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Examining these definitions provides some insights on the critical elements that this field of study attempts 

to highlight and convey. A thematic analysis revealed four key themes that are emphasised by the definitions 

– actors, connection formation, medium of linkages, and objectives. 

Actors. While the actors of IS are frequently mentioned in the definitions, there is no consistent term to 

describe the actors involved. Collectively, “firms/companies”, “traditionally separate industries”, “sector”, 

“diverse organisations”, “neighbouring facility”, “network” are terms used to describe the actors. These 

terms further reveal a natural hierarchical relationship. At the finest level, IS involves a collection of 

individual firms or companies. The nature of these companies is diverse and exist in sectors that are 

traditionally considered separate. This collection of companies eventually forms a network, which can be 

seen as a macroscopic organisation of the individual entities involved in IS. 

Connection formation. A characteristic feature of IS is the formation of connections among the actors 

involved. “Closed loop”, “linkages”, “physical exchange”, “sharing”, “collaborative”, “synergistic 

possibilities”, “profitable transactions” are key terms associated to this theme. Such connections 

incorporate the characteristic feature of forming closed loop from the perspective of resource flows (waste 

is viewed as a resource), and synergistic, profitable transactions from the business point of view. In terms 

of behaviour and culture, IS connection convey the notion of collaboration and sharing. 

Medium of linkages. Physically, the connections among actors are frequently described in the definitions. 

The included medium of linkages include “waste”, “materials”, “water”, “energy”, “by-products”, 

“residues”, “resource”, “equipment”, “logistics”, “capacity”, “expertise”, and “knowledge” It can be 

observed that there is a broad spectrum of medium that link firms together in IS, ranging from tangible 

substances to the more intangible knowledge and expertise. 

Objectives. The objectives of IS can also be found in the definitions, including “raise efficiency”, 

“competitive advantage”, “resource optimisation”, “reducing consumption”, “eco-innovation”, “long-term 

culture change”, “improved business and technical processes” and “keeping resources in productive use 

for longer”. While majority of the objectives are firm oriented, others are more grounded with the 

environment in mind.  
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In summary, studying the range of existing definitions sheds some light on what IS encompasses. 

Fundamentally, IS requires the participation of individual firms to give rise to the phenomenon through 

collaboration whereby mutually beneficial linkages are formed within the network. These linkages consist 

of resources that are broadly defined, and result in business and environmental benefits. 

2.2 POSITIONING OF INDUSTRIAL SYMBIOSIS 

IS has frequently been associated with the topics of sustainability and the CE and oftentimes these concepts 

overlap. This section serves to clarify the concepts and sets IS in context with respect to its closely related 

concepts.  

First, the overarching concept of sustainability carries the notion of the ability for “human and other forms 

of life […] to flourish on the Earth forever” (J. R. Ehrenfeld, 2004). Therefore, sustainability viewed in this 

sense serves as an ultimate goal to be achieved. However, as Graedel and Allenby (2010) noted, the idea of 

sustainability does not offer significant guidance to decision makers on the actions to take in progressing 

towards sustainability.  

Providing more guidance, the United Nations (2016) established the seventeen Sustainable Development 

Goals (SDG) which is visualised by Rockström (2016), illustrated in Figure 2-3. This “wedding cake model” 

illustrates the hierarchical inter-relation between the biosphere (i.e. planet), society (i.e. people) and 

economy (i.e. profits). The underlying logic governing the layers is as follows – the top layer depends upon 

the lower layer for it to exist and flourish. That is to say, a conducive biosphere supports society to flourish, 

in turn, the flourishing society supports the functioning of the economy. Conversely, the flourishing 

economy would not have existed without a well-functioning society, and a well-functioning society would 

not have existed without a conducive natural environment. Although there are inter-dependencies, this 

model highlights the relative importance between planet, people and profits – of which the planet serves as 

the foundational life support system for society to engage in all of its economic activities. This further 

underpins the importance of considering environmental impacts in pursuit of economic and social well-

being. 
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Source: Rockström (2016) 

Figure 2-3: The “wedding cake model” visualising how society and economy are embedded within the biosphere 

Recognising the economic impact of a strained biosphere, the Ellen MacArthur Foundation lobbied for the 

transition towards a CE, which essentially comprises an amalgamation of seven key schools of thought 

(Ellen MacAurther Foundation, 2019). IE is one of those schools of thought, which aims to create closed 

loop processes whereby waste serves as an input, consequently eliminating the notion of an undesirable by-

product (Ibid.). The strikingly similar focus on recovering value from waste by both IE and IS is no 

coincidence. Ehrenfeld (2004) positioned IE as an ecological metaphor that guides scientific inquiry into 

objective ideas such as IS, while Chertow (2000) positioned IS as part of the field of IE. From these 

definitions, IS is perceived as a sub-field of IE whereby practical actions can be undertaken to move towards 

sustainability. 

Relative to other sustainable practices pertaining to firms, IS is a practice that occurs at the inter-firm level 

(Massard, 2012) (Figure 2-4). There are various approaches to actualise IS and one of which is via the EIP 

development approach (Wang et al., 2017). Strategies that the EIP approach employs to foster IS activities 

within the industrial park area include establishing tenant-recruiting policies, incorporating green design in 

buildings as well as in the infrastructure such as integrated waste treatment facilities (Ibid.). However, 

Wang et al. (2017) suggests that this approach may be limited by constraints beyond the EIP developer’s 



18 
 

control as experienced by EIP developments in the US whereby locational issues contributed to challenges 

in recruiting complementary companies. 

 
Source: Massard (2012) 

Figure 2-4: Industrial Symbiosis positioning with respect to other concepts in sustainable practices 

Apart from the EIP development approach, which is an attempt to replicate the success of the Kalundborg 

symbiosis (Desrochers, 2001), more recent research have shifted focus towards the concept of institutional 

capacity building as a means to develop and promote IS (Wang et al., 2017). Details and comparison of the 

models of IS creation will be discussed subsequently.   

In sum, IS can be viewed as a practical implementation of the vision of IE. IE in turn directly contributes 

to the goal of CE in keeping materials and substances in use within the economy. Progress towards a CE 

also inadvertently implies the contribution towards more sustainable development as well as the notion of 

sustainability. 

2.3 MODELS OF INDUSTRIAL SYMBIOSIS CREATION 

In Submission 3 (“Practices in facilitated industrial symbiosis – a case study on International 

Synergies Limited”), the three models of IS – self-organised, planned and facilitated – were discussed in 

detail. Figure 2-5 illustrates the three models in conjunction with selected exemplary cases. In the case of 

the self-organised model, it may transit to incorporate facilitation and coordination activities (Holgado, 

2016), with more deliberate efforts to be seek out collaboration opportunities. Although the literature 
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leads to the perception that the self-organised model as having high occurrence of success, such conclusion 

must be qualified. The intrinsic nature of the self-organised route is dependent on the “uncovering” process 

which aims to discover IS-like connections (i.e. “kernels”) that were previously latent and non-obvious 

(Chertow, 2007). This implies that the number of “kernels” that could be germinated into full-blown IS 

will never be truly known. Furthermore, the literature tends to discuss the success cases, while it remains 

highly plausible that the failures are not discussed due to the fact that they are not detected in the first 

place.  Hence, this lack of visibility is the likely reason of the literature discussing successful self-organised 

cases while inevitably missing out the failures. This results in survivorship bias and overly optimistic 

perceived success rate.   

For the planned model, which frequently manifests in the form of EIPs, empirical evidence suggests that 

such model rarely comes to fruition in a sustainable way (Diemer, 2017) due to challenges beyond the 

control of EIP developers (Wang et al., 2017). In contrast, the facilitation model allows for an accelerated 

timeline in the creation of IS. Additionally, the facilitated model is not inherently arbitrary by time or by 

place. 

 
Adapted with permission from: Laybourn (2012) 

Figure 2-5: Manifestation of industrial symbiosis visualised; scale vs creation model 

Table 2-2 summarises the attributes of the self-organised, planned and facilitated model of creating IS from 

the viewpoint of replication. Analysing across the three IS creation routes, the facilitated scheme can be 

viewed as a hybrid or middle ground of both the self-organised and the planned routes. It possesses the 

Self-driven
(self-organised, 
spontaneous, bottom-up) 

Intermediary driven
(facilitated) 

Top-down driven
(planned, designed, 
autocratic) 

Creation 
model

Scale

Global

National

Region

City

Industrial park

Local

China

Styria

Slow (~decades) Accelerated (~years)

NISP (ISL as primary 
facilitating body)
• World’s largest IS 

programme
• Active knowledge transfer 

activities across the globe 
(e.g. Turkey, Canada, Sri 
Lanka, Egypt, Peru)

• Accelerated IS vs organically 
formed (slow & latent)

US-BCSD

Planned?
• Empirical research on 

industrial symbiosis 
seems to corroborate 
that attempts to plan 
eco-industrial parks 
have rarely come to 
fruition in a sustainable 
way – Diemer (2017)

Self-organised?
• Facilitation and 

coordination could be 
also seen as part of the 
evolution of self-
organised IS after its 
initial stage in order to 
enhance the 
opportunities for 
collaboration – Holgado
(2017)
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relatively high likelihood of success of the self-organised model, while featuring the shorter timeline and 

high degree of control offered by the planned model. In essence, evidence from the literature (Diemer, 

2017; Holgado, 2016; Laybourn and Morrissey, 2009) collectively  provides support to the facilitated model, 

suggesting it to be the most viable option for creating or replicating IS in an entirely new context. This is 

further supported by observations made by Wang et al. (2017) that recent research are focussed towards the 

concept of institutional capacity building as a means to develop and promote IS. In the discussion, Wang 

discussed the case of the collaboration between UK based International Synergies Limited and the Tianjin 

Economic-Technological Development Area (TEDA) whereby knowledge transfer activities occurred to 

help the latter build capacity in facilitating IS activities. This case study further underscores the ability for 

replicating the facilitation model through knowledge transfer and methodology adoption. 

Table 2-2: Comparison of self-organised, planned and facilitated IS creation routes 

Attribute 
Models of Industrial Symbiosis creation 

Self-organised Planned Facilitated 

Occurrence of 

success cases 
High3 Low High 

Approximate 

timeline of 

creation 

~decades ~years ~years 

Control over 

time 

No control; 

inherently random 

Yes; 

conscious planning 

Yes; 

conscious organisation 

Control over 

place 

No control; 

inherently random 

Yes; 

conscious planning 

Yes; 

conscious organisation 

Examples 
Kalundborg eco-park; 

Kwinana; Gladstone 

Devens Planned 

community; 

Londonderry EIP; 

Brownsville EIP 

NISP®; TEDA 

 

In view of the author’s sponsoring company’s goal of bringing IS practices – previously absent – to fruition 

in the geographical context of Singapore, the facilitation model provides a suitable model to be further 

examined and focussed. 

 
3 The perceived high success cases may be susceptible to survivorship bias 
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2.4 INDUSTRIAL SYMBIOSIS RESEARCH AND PERSPECTIVES 

As observed by Chertow and Park (2016), the literature discussion on IS is increasing over the years. Based 

on the author’s analysis of the available literature, two key emergent types of IS literature were observed, 

namely – IS studies and IS tools. Table 2-3 compares the features of the two types of literature.  

In the case of the former, researchers focus on studying the phenomenon of IS. Hence, case studies on 

real-life IS cases feature prominently in IS studies. Through such studies, the various contributing scholars 

aim to understand the phenomenon in greater depth and develop constructs and conceptual models to 

define and describe IS. Some form of predictive capability can also be derived from such models, such as 

the construct of “mental-distance” was used to predict firms’ willingness to collaborate (Ashton and Bain, 

2012). Using the understanding of the success factors and inhibitors of IS phenomenon, it enables better-

informed strategic decisions to replicate past success cases. 

In contrast, the literature on IS tools focus the effort on building tangible tools and models that can be 

implemented in real-life. Instances of tools include the establishing of online waste marketplace, water and 

heat flow optimisation techniques, matching algorithms and developing databases, etc. Due to the diversity 

of tools discussed, the literature discussion of the IS tools typically encompasses cross-disciplinary 

discussions and applications of methods and techniques in the context of IS. The impact and results of the 

tools can be demonstrated through quantifiable measures. From this perspective, authors for IS tools 

typically aim to solve specific IS implementation challenges through the development of engineering based 

solutions. 

Table 2-3: Comparison of the characteristics of two emergent categories of IS literature 

IS studies IS tools 

Building constructs and conceptual models (e.g. 
seven types of IS dynamics, “mental-distance”, 
“embeddedness”, “sprouting”, “uncovering”, 
“kernel”) 

Building tools and models (e.g. online waste 
marketplace, water/heat optimisation, matching, 
databases) 

Largely case-study and survey based academic 
literature 

Largely tool development, application and 
validation 

Abstract and characterise from real-life IS cases Cross-disciplinary application of tools 
contextualised to IS 

Study barriers and success factors Demonstrate results and impact of tool 
deployment (real-life and simulated) 
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IS studies IS tools 

Aim to provide insights to replicate past successes Aim to solve specific industrial problems in 
implementation (e.g. minimise external utilities, 
matching partners) 

Focus on strategy and management Focus on solutions to engineering problems 

Exemplary authors: Marian Chertow, Frank 
Boons, Ernest A. Lowe, D. van Beers, Weslynne 
S. Ashton 

Exemplary authors: Kathleen B. Aviso, Nikolaos 
Trokanas, Marianne Boix, Irene Chew Mei Leng 

The work that the author undertook for the EngD comprises the two mentioned categories.  

2.5 RECENT DEVELOPMENTS IN INDUSTRIAL SYMBIOSIS 

Progress in the area of promoting IS practices has been rapid. In 2018, the topic of IS has surfaced in the 

agenda of the European Union legislation. Recorded in the Official Journal of the European Union 

(Volume 61, 14 June 2018), IS has been cited as a means to improve the EU’s material management effort 

and to promote the principles of CE. It also proposes the prioritisation of replicable practices of IS as a 

strategy towards improved waste management.  

Another milestone in the area of IS is the aspect of standardisation efforts. As discussed in Section 2.1, the 

literature provides various alternative perspectives to IS. The vague and mutable concept of IS does not 

favour replicable practices. Therefore, to bridge this gap, the European Committee for Standardization has 

published “Industrial Symbiosis: Core Elements and Implementation Approaches” (CWA 17354, 

December 2018). This document provides a guide and starting point for potential adopters to understand 

the essential components of creating or replicating IS. Contained within this document is also a list of 

guidance materials on good practices that fosters IS. Taking this document as reference, the remaining of 

this EngD work relates some of the pertinent points mentioned in this document, contextualised in the 

case of Singapore.  
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3 INDUSTRIAL SYMBIOSIS IN PRACTICE 

Currently, practices of facilitating IS activities is non-existent in Singapore. Therefore, an understanding of 

IS practices is developed in this Chapter to aid the future introduction, development and propagation of IS 

practices in Singapore.  

The life cycle of creating IS has been discussed by various authors (e.g. Baas and Boons, 2004; Domenech 

and Davies, 2011; Chertow and Ehrenfeld, 2012; Paquin and Howard-Grenville, 2012, 2013), however, a 

universally recognised or practiced process has yet been established. Figure 3-1 summarises the frameworks 

proposed by various authors to characterise the stages of IS growth and development. In general, the notion 

of progression over time is underscored by these frameworks. Growth and expansion of the IS network is 

also a feature captured. Although these studies provide an initial general overview of the progression of IS 

networks in various context (e.g. self-driven or facilitated), the granular details that relates to the day-to-day 

activities at the operational level of IS remains underexplored by such macro-level of analysis. 

 

Sources: (Baas and Boons, 2004; Chertow and Ehrenfeld, 2012; Domenech and Davies, 2011; Paquin and 
Howard-Grenville, 2013, 2012) 

Figure 3-1: The stages of growth of typical industrial symbiosis networks discussed by various authors 

Another group of IS studies (e.g. Massard and Erkman, 2007; Grant et al., 2010; Massard, 2012; Ghali, 

Frayret and Robert, 2016; Mohammed, 2016) examines the IS development process at a more granular 

Sprouting Uncovering
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Progression from initialisation to the notion of growth and expansion
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level, revealing some insights to the process and activities involved in bringing IS to fruition. Despite the 

usage of different terminologies, all these studies have identified the concept of identifying IS opportunities 

– defined in this study as the identification of potential compatible synergistic linkages amongst the entities 

involved in the IS network. However, the existing frameworks differ in the activities leading up to the step 

of identifying the IS opportunities. For instance, Massard (2012) proposed that preliminary assessment of 

the territory is to be done to study the existing material flows geographically, while Ghali, Frayret and 

Robert (2016) suggest analysing the needs and requirements of the geographic region. Therefore, although 

these existing frameworks share some level of semblance, the consensus on the exact activities, process and 

workflows for creating IS remains missing. These heterogeneous views on the IS creation process poses no 

benefit to prospective IS practitioners or facilitating teams due to the potentially conflicting procedural 

knowledge, as well as the lack of evidence that success can be replicated by merely following those 

descriptions in the literature.  

 

Sources: (Ghali et al., 2016; Grant et al., 2010; Massard, 2012; Massard and Erkman, 2007; Mohammed, 
2016) 

Figure 3-2: Various studies and their proposed frameworks for creating industrial symbiosis 

To address the gaps in the literature, as well as to gain a deeper understanding on the process of IS creation, 

a case study on a real world successful organisation in facilitating IS programme at the national scale (i.e. 

National Industrial Symbiosis Programme; “NISP®”) – International Synergies Limited (ISL) – is 

performed in this study. In this study, a single in-depth case study approach (Yin, 2013) has been selected 

Grant et al. (2010)

Ghali, Frayret, & Robert (2016)

Massard & Erkman
(2007) Massard (2012)

Mohammed  (2016)
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to study the actual practice of facilitating the creation of IS. Its success in establishing the world’s first 

national level facilitated IS programme recorded empirically (Van Renssen, 2012) warrants a closer 

examination. Furthermore, NISP® is the most cited facilitated approach towards establishing IS in 

European Policy (CEN, 2018) and it is recognised as the only national, facilitated IS programme that exists 

(Lombardi and Laybourn, 2012). Therefore, the literature evidence suggests that the case of NISP® is a 

unique case that warrants a single in-depth case study approach (Yin, 2013). 

This case study research combines information from both primary and secondary sources (Table 3-1) to 

triangulate the facts and to derive well-balanced findings. The following sections presents the findings and 

analysis gathered from this case study research work. 

Table 3-1: Data sources for case study 

Data sources Purpose 

Primary data 

• Interviews with representative from 
International Synergies Limited 

 

• Investigate the process of creating IS-based 
relations among firms at the operational level. 

• Investigate the tools employed to assist in the 
process of network creation in practice. 

Secondary data sources 

• Academic literature on NISP® network 
orchestration 

• Publicly available information on 
International Synergies Limited and NISP® 
(i.e. grey literature) 

• Academic literature and publicly available 
information on tools supporting Industrial 
Symbiosis 

 

• Gather initial information regarding the 
process of establishing IS as well as the 
available tools designed to support the 
process. 

• Triangulate the findings with interview data. 

 

3.1 INDUSTRIAL SYMBIOSIS CREATION IN THEORY AND IN PRACTICE 

Based on the literature review conducted, a theoretical framework is constructed, illustrated in Figure 3-3. 

The theoretical framework models the IS creation process as an iterative six-step process, with a 

reinforcement loop that utilises the captured knowledge at the end to improve and strengthen subsequent 

iterations of the process. Brief descriptions of each step are provided, together with examples of tools that 

are typically utilised to aid the steps. A more detailed description of the framework is provided in 
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Submission 3 (“Practices in facilitated industrial symbiosis – a case study on International Synergies 

Limited”, Section 3.1). The key finding from the literature derived is that the essential activity in creating 

IS is opportunity identification, whereby opportunities for IS connections are identified (Grant et al., 2010; 

Lowe, 1997; Massard and Erkman, 2007; Paquin and Howard-Grenville, 2012). Essentially, compatible 

input-output flows are discovered at this step which serves as the fundamental permitting condition for 

further pursuit of the IS opportunities. Various approaches and tools exist supporting this step, including 

databases to find suitable matching (Brown et al., 1997), online waste exchanges (Fortuna and 

Diyamandoglu, 2015) and expert knowledge (Paquin and Howard-Grenville, 2012). 

 
Figure 3-3:  Theoretical framework for IS creation process and supporting tools / approaches 

To derive the information on realising IS in practice, primary and secondary data collected describing ISL’s 

activities were examined. Figure 3-4 conveys the NISP® methodology, extracted from ISL’s documents. It 

comprises six elements: 

i. Building the network 

ii. Quick Wins Workshop (QWW) 

iii. Opportunity mapping 
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iv. SYNERGie® Management System 

v. Facilitated synergy – Role of practitioners 

vi. ‘Outputs Report’ for implemented Synergies 

 
Source: (Laybourn, 2017) 

Figure 3-4: The NISP® methodology as conveyed by ISL’s documents 

Triangulating the findings from a report on the NISP® model for Canadian adaptation (Casavant et al., 

2016), the report identified four distinct components of the NISP® model: 

i. Facilitated workshops 

ii. SYNERGie® 

iii. Locally based practitioners 

iv. No cost to businesses’ participation 

Essentially, the NISP® model for IS creation is a facilitated model, which resembles the self-organised 

model in the aspect of promoting serendipitous discovery of synergy opportunities, but differs from it 

whereby a central planning authority is absent. In place of the central planning authority, a facilitating body, 

such as ISL is present to orchestrate the process. This facilitating body functions as a bridge for the flow 

of information that enables IS opportunities come to fruition.  
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A comparison of the IS creation steps in theory and in practice is show in Table 3-2. The most noticeable 

difference between the two is the absence of preliminary assessment step in practice. According to ISL, the 

IS creation process begins with recruiting members to build up a network of business members as having 

a critical mass is foundational to discovering synergistic opportunities. 

Table 3-2: Comparison of steps in theory and practice 

Steps in theory Steps in practice 

Preliminary assessment Nil 

Business engagement Building the network 

Opportunities identification 
Quick wins workshop (QWW) 
Opportunities mapping 

Business feasibility 
Facilitated synergy - Role of practitioners (barrier 
removal) 

Implementation and monitoring Facilitated synergy - Role of practitioners 

Documentation and reinforcement Outputs Report for implemented synergies 

While the remaining steps are largely analogous to one another, subtle differences in focus exist. In the step 

of business feasibility, ISL does not carry out business feasibility for businesses to avoid any liabilities as an 

IS facilitating company. Instead, ISL supports the business feasibility of IS opportunities by removing any 

barriers that may exist. For instance, ISL liaises with the local environmental authorities to either clarify 

environmental regulations or grant exemptions, without which may hinder the fruition of technically 

feasible IS opportunities.   

During the opportunities identification step, the literature provides an extensive range of tools supporting 

this step (e.g. databases, online waste exchanges, optimisation techniques), providing an indication that this 

step may be largely driven by decision support tools. However, in practice, the process of opportunities 

identification is largely human-centric, and expertise driven. Therefore, interactive networking sessions (i.e. 

QWW) are utilised to gather business representatives for joint brainstorming and opportunities mapping 

activities. During these sessions, IS practitioners play a critical role in assisting the identification of IS 

opportunities based on the data collected from the participating companies. 

While the literature focuses on indicators to track the progress and achievements related to the 

implementation and monitoring step, in practice, the focus is on supporting the implementation of IS 
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opportunities. For instance, active follow ups post QWW are done, such as preparing and sending reports 

to all participating companies to highlight potential synergistic matches to sustain the interest of companies, 

leading to the next stage of progress. Additionally, IS practitioners provide a facilitating function to gather 

potential companies and create meeting opportunities to enable IS opportunities to progress. 

In terms of tools, the body of literature provides a range of heterogeneous tools supporting IS. This may 

indicate the use of disparate tools in practice. However, this is not the case. For ISL, the key digital-based 

tool used in the field is SYNERGie®. This proprietary tool comprises multiple functions and supports 

across most of the steps of IS creation as shown in Table 3-3. 

Table 3-3: Steps, tools and approaches used in practice 

Step Tools / approaches 

Business engagement Networking events 
IS practitioner 
Industry database 

Opportunities identification Quick Wins Workshop 
Site visit 
SYNERGie® (information search and 
retrieval function) 
IS practitioner (industrial knowledge) 

Business feasibility IS practitioner (barrier removal) 

Implementation and monitoring SYNERGie® (information entry) 

Documentation and reinforcement SYNERGie® (information entry) 

SYNERGie® acts as a case study repository as IS practitioners are required to key in information regarding 

IS opportunities after the QWW and throughout the progress of individual IS opportunities. In this way, 

rich and detailed information regarding individual synergistic IS matches are documented. In turn, it 

supports the step of opportunities identification as IS practitioners are able to search and retrieve similar 

past IS matches, which provides additional stimulus for recommending potential IS synergies among 

participants. The knowledge accumulated over years of IS practice is considered one of ISL’s most valuable 

knowledge asset that helps its professional practice grow. 

Table 3-4 provides a summary of the elements for IS creation. In brief, the digital tool presently used in 

practice provides basic functionalities (i.e. information storage, search and retrieval) to serve the needs of 

ISL’s IS facilitation activities. Overall, the process of IS creation is primarily interactive and human-driven. 
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Information is exchanged through formal and informal ways (e.g. networking events, QWW, forms and 

templates), processed and analysed by humans (i.e. IS practitioners).  

Table 3-4: Elements for IS creation 

Elements Purpose Tools and approaches 

Building the 
network 

• Recruit new business members 

• Access a diverse range of resources, 
expertise, sectors, business sizes and 
locations 

• Demand led strategy 

• Peer-to-peer introductions 

• Use of right language with 

target stakeholders 

• Industry databases used to fill in 

gaps identified in membership 

profile 

 

Quick Wins 
Workshop 

• Facilitate exchange of information 
between businesses 

• Proprietary templates 

• Workshop methodology 

• Interactive sessions 

• IS Practitioners’ knowledge and 

experience  

• Post-workshop report 

• Broad scope and definition of 

resources 

• Pre-workshop preparation by 

participants 

Opportunity 
mapping 

• Record resources 

• Facilitate potential matches 

• Identify required innovation 

• IS Practitioners’ knowledge and 

experience (see Facilitated synergy 

– Role of practitioners) 

• SYNERGie® (see SYNERGie® 

Management System) 

SYNERGie® 
Management 
System 

• On-line tool 

• Information on resource details 

• Tacit information and case studies 

• Information search and retrieval 

• Database of IS cases 

• Information exchange and 

support tool for IS practitioners 

Facilitated 
synergy – Role 
of practitioners 

• Progress opportunities 

• Facilitate negotiations 

• Removal of barriers 

• Industrial experience and 

knowledge 

• Professional judgement 

Outputs report • Provide tangible indication of 
outputs from the IS programme and 
workshops 

• Data retrieved from 

SYNERGie®  

• Practitioners manual work 
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Collectively, the effective combination of the use of physical interaction, information management, digital 

support tool (i.e. SYNERGie®), expertise of IS practitioners and the commitment of ISL to engage 

businesses as well as to progress IS synergies opportunities forms ISL’s unique capability as a firm. This 

unique capability has enabled ISL to achieve the large-scale orchestration of IS activities and is imperfectly 

imitable providing ISL its competitive advantage. 

3.2 THE CORE VALUE-ADDING ACTIVITIES OF AN INDUSTRIAL SYMBIOSIS 

FACILITATION FIRM 

Through the analysis of the data gathered, two distinctive activities were noted to be of prime importance. 

The activities identified are the key contributors towards the value-add that the IS facilitating firm adds to 

the IS network. These activities will be discussed in the following. 

3.2.1 Building the network 

According to ISL, building the network is a critical step in the IS creation process. Without the initial 

prerequisite of obtaining a critical mass composed of such business participants in the IS network, it is 

not possible for IS facilitation to proceed further to obtain viable outcomes. Therefore, this step can be 

viewed as a foundational step in the NISP® methodology, as well as the general context of building up any 

IS network. 

“Without engagement none of the other steps are possible and such processes 

need reinforcement to maintain momentum over time.” – Interviewee 

Through their strategy of working with the willing and peer-to-peer introduction, ISL was able to build up 

a sizeable IS network for the NISP®. This activity is also further elaborated by Paquin and Howard-

Grenville (2013) – the IS facilitating body first gains broad legitimacy in order to attract firms who could 

benefit from the IS network. Once gained, this broad legitimacy will help grow the core membership of the 

IS network, enabling more possibilities of synergies to exist.  
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3.2.2 Mapping the opportunities 

After the core IS network has been formed, the opportunities mapping step plays a key role in uniquely 

defining the network as an “industrial symbiosis” based network. It is in this step that ISL utilises its core 

capability in facilitating and enabling the opportunities mapping step.  

According to Paquin and Howard-Grenville (2009), ISL takes on a brokerage role4, which engages firms in 

the IS network to establish IS-based collaborations, “who otherwise lack some combination of experience, 

knowledge or contacts with other interested firms”. It is through the combination of facilitated activities 

such as the Quick Wins Workshop, as well as the key role that IS practitioners play during those activities 

that enable the successful identification of synergy opportunities (i.e. matches) amongst the participating 

companies. These IS practitioners possess the necessary knowledge and experience to identify synergy 

opportunities given the information provided by participating companies. The identified synergy 

opportunities act as an initial spark for all synergies as they progress to fruition.  

During the process of facilitation, the element of serendipitous discovery amongst the participants was also 

allowed to flourish. As noted in the study by Paquin and Howard-Grenville (2013), one respondent who 

participated in the facilitated session noted that attending such sessions allowed company representatives 

to interact with each other and meet other people involved in cutting edge technologies in the process. 

“Let’s see what you’ve got. Let’s see if it’s applicable to our industry.” [re-enacted by respondent].  

As more synergies are brought to fruition, the IS network will gain pragmatic legitimacy, referred by Paquin 

and Howard-Grenville (2013) as the utility that is derived from the activity (in this case IS transactions) 

engaged by a set of constituents. In other words, when many network members engage and benefit from 

IS transactions, a strong signal for pragmatic legitimacy will be generated, signifying the true utility derived 

through the network and facilitating body (Ibid.). 

Further evidence gathered in this study also suggests that identifying synergy opportunities is one of the 

core activities for ISL. The investment made into revamping a newer enhanced version of ISL’s 

SYNERGie® tool, with the primary purpose of improving synergy opportunities being uncovered, shifting 

 
4 Defined as intermediary actors who facilitate transactions between other actors lacking access to or trust in one 
another (Paquin and Howard-Grenville, 2009) 
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from a passive “pull” approach to a more proactive “push” approach suggests the importance of this 

capability to the company. Furthermore, the exact details of opportunity mapping remain a closely guarded 

trade secret, suggesting it is a core capability that provides them their competitive advantage. 

3.3 KNOWLEDGE REQUIREMENTS FOR PRACTICE TRANSFER AND CAPACITY 

BUILDING IN INDUSTRIAL SYMBIOSIS FACILITATION 

The activities associated to IS is regarded as a knowledge intensive discipline by the academic field (Davis 

et al., 2010). Naturally, it follows that the business of facilitating IS is characterised as a Knowledge Intensive 

Business Service (KIBS) (Wang, 2013). This section examines the intrinsic nature of knowledge and applies 

this understanding to analyse the different types of knowledge required in facilitating IS. 

3.3.1 Knowledge characterisation framework 

According to Nonaka (1994), organisational knowledge can be characterised into two types – tacit 

knowledge and explicit knowledge.  This characterisation draws from Polanyi's (1967) philosophical discussion 

of the nature of knowledge, whereby referring to the tacit dimension of knowledge, Polanyi succulently 

articulated it as – “we  can know more than we can tell”. Nonaka (1994) further extends this idea in a 

more practical direction. In essence, tacit knowledge refers to knowledge that is not possible to be expressed 

in verbal or written forms and is oftentimes subjective. Conversely, explicit knowledge refers to knowledge 

that is objective and can be codified in verbal or written forms. Building upon this fundamental 

knowledge characterisation, Nonaka (1994) further conceptualised the modes whereby one can traverse 

between the two abovementioned types of knowledge during the knowledge creation process, illustrated 

in Figure 3-5. Transferring tacit knowledge from person-to-person involves a process of socialisation, whereby 

knowledge is transferred and acquired through shared experiences, whereas translating tacit knowledge into 

explicit knowledge involves the process of externalisation – whereby in combination with social processes, 

verbalisation of the tacit knowledge content facilitates the transfer of such knowledge from person-to-

person. Knowledge, when available in its explicit form can then be easily transmitted via written and 

documented forms through a process of what Nonaka (1994) termed as combination. Finally, internalisation 

is the process whereby external knowledge is understood and absorbed by the knowledge recipient, which 

becomes tacit knowledge to the individual recipient. 
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Source: Nonaka (1994), p19 

Figure 3-5: Knowledge creation modes 

Apart from Nonaka's (1994) discussions of knowledge creation process, Anderson and Crawford (1980) 

also provided practical characterisation of knowledge from the understanding of the human cognitive 

functions from the field of psychology. In their work, Anderson and Crawford (1980) characterised 

knowledge into declarative knowledge and procedural knowledge. The former can be treated to be synonymous to 

explicit knowledge for most practical cases, while the latter refers to knowledge that manifests during the 

process of actually doing. Procedural knowledge is also commonly associated to psychomotor skills and 

mental skills.  

Combining the works of Polanyi's (1967), Nonaka (1994) and Anderson and Crawford (1980), Nickols 

(2000) proposed a framework for thinking about knowledge. In this work, Nickols utilises a decision-tree 

to represent how knowledge can be conceptualised based on the prior discussions (Figure 3-6). This study 

adapts the original work of Nickols (2000) and extends the decision-tree based model into a 2×2 

classification matrix. The details of the framework development are documented in Submission 3 

(“Practices in facilitated industrial symbiosis – a case study on International Synergies Limited”), 

Section 4.4.1. Table 3-5 provides a comparison of knowledge characterisation by Nickols (2000) and the 

framework used for this study.  
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Source: Nickols (2000) 

Figure 3-6: Framework for thinking about knowledge 

 

Table 3-5: Comparison of knowledge characterisation by Nickols (2000) and proposed framework 

Has it been 

articulated? 

Can it be 

articulated? 

Classification by Nickols' 

(2000) framework 

Classification by proposed 

framework 

Yes Yes Explicit Explicit (patent) 

Yes No Nil Explicit (latent) 

No Yes Implicit Implicit 

No No Tacit Tacit 

The key difference is that the proposed framework further differentiates knowledge that has been 

articulated based on its ability to derive its intended utility. Therefore, this framework is useful to discern 

the type of articulated knowledge that enables the knowledge user to achieve its intended utility goal. 

The proposed knowledge characterisation framework is illustrated in Figure 3-7. The elaboration of the 

quadrants is discussed in Submission 3 (“Practices in facilitated industrial symbiosis – a case study on 

International Synergies Limited”), Section 4.4.1.2. Utilising this framework, the IS creation process is 
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examined to characterise the types of knowledge involved and to determine the relative ease in knowledge 

transfer and replication. 

 
Figure 3-7: The proposed knowledge classification framework 

3.3.2 The Industrial Symbiosis creation process 

The knowledge encompassing the IS creation process discussed in Section 3.1 can be characterised in Figure 

3-8. The most apparent form of the knowledge, due to its existence as a written from, is characterised 

directly as explicit knowledge. In other words, any written or articulated form of captured knowledge related 

to the IS methodology and creation process can be first considered explicit knowledge. In terms of this 

explicit knowledge’s function, it serves to convey the process steps of creating IS to potential IS programme 

delivery team, thereby relating to the procedural aspect of knowledge.  

From the knowledge recipient’s perspective, by reading the articulated form, the knowledge recipient will 

build a mental model on how creating IS ought to be. Nevertheless, by possessing that mental model alone 

is insufficient to deliver a fully functioning IS programme.  
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The written knowledge about IS creation process constitutes an explicit (latent) procedural knowledge 

(Figure 3-8). Possessing this knowledge while useful, does not directly translate to a successful IS 

programme. To fulfil this knowledge’s true utility of delivering a full fledge IS programme, many hidden 

and unarticulated knowledge (hence latent) needs to be invoked. Practical execution of the IS creation 

methodology and process to deliver the IS programme in itself is the tacit knowledge residing in the knower, 

which is in principle not articulable. In this respect, ISL is able to maintain its core competence and 

competitive advantage due to the tacit nature of knowledge required to successfully execute and deliver the 

IS programme. In other words, even though the methodology and process related to creating IS has been 

articulated, actual execution of the methodology requires tacit form of knowledge. This makes this 

knowledge an imperfectly imitable5 resource to the firm.  

 
Figure 3-8: Knowledge characteristics of IS creation process 

3.3.3 Identifying synergy opportunities 

The ability to exploit opportunities that match the supply of underutilised resources (in its broadest sense) 

to the respective appropriate demand is a key defining characteristic of IS based transaction. The 

 
5 This capability may be imitated by other firms, but not perfectly. 
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opportunities mapping stage aims to find synergy opportunities amongst the participating businesses. In 

practice, knowledge of resource recovery pathways plays a key role in aiding this process. During this 

process, the IS practitioners need to identify appropriate possible pathways that bridges the pathway 

between one company’s waste to a transformed resource. These opportunities may range from a direct 

have-want match, or it would require intermediary conversion technologies to process the resource into 

more usable forms. The key question to be answered at this stage is – what are the possible pathways of these 

resources? 

It may be perceived that there is little difference between a direct have-want match and finding intermediary 

conversion technologies as both fundamentally boil down to demand and supply matching. However, in 

the context of an IS programme, these two cases can be differentiated by whether the businesses (or 

technology providers) exist within the IS network or not. If the compatible businesses (or technology 

providers) exist within the IS network to be linked up, then it is considered a direct have-want match. 

However, in the case whereby compatible business (or technology providers) do not exist within the IS 

network, then an information gap exists. In the case of the latter, a wider search is required to identify and 

suggest possible value-adding pathways for the underutilised resources.  

Therefore, to generate synergy opportunities, the knowledge required includes knowledge about 

technologies (e.g. waste valorisation, recycling, recover, etc.), as well as information regarding the actual 

businesses and technology providers available to make a link possible. This knowledge is typically articulable 

as they can be defined by fundamental information on inputs, outputs and functions of the technologies. 

For the purpose of IS facilitation, the declarative knowledge is required as they involve knowing the facts 

of those technologies. Knowing those facts allows further logical reasoning and inference to form synergy 

opportunities. The possible sources of information where such knowledge can be derived include (but not 

limited to): 

• Technological reports and marketing materials of the businesses and technology providers 

• Third-party reports on technology 

• Scientific and academic articles describing such technologies 
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While the above articulate known existing technologies in the market, as well as those that proven feasible 

in principle, some of knowledge about technologies are articulable in principle but have yet to be articulated. 

This knowledge could exist in the research and development labs of the technology providers; hence, they 

are implicit in nature. Furthermore, information that relates businesses to their technology may not 

necessarily be readily available as it depends on the individual businesses’ marketing efforts to make such 

information available and accessible to IS practitioners.  

In summary, during the process of identifying synergy opportunities, the knowledge required is articulable 

and declarative in nature. However, they may or may not have been articulated in existing documentation. 

Therefore, the knowledge involved straddles between explicit (patent) declarative and implicit declarative 

depending on the case (Figure 3-9).  

 

Figure 3-9: Knowledge characteristics for synergy opportunities 

The implication of the nature of knowledge associated to identifying synergy opportunities is as follows:  

Relevant businesses and technology providers: This knowledge is dependent on the building of a strong 

IS network at the outset of the IS programme. Building a critical mass of participants is vital to enable the 

EXPLICIT (patent)
Attribute: Can be easily codified and transferred inter-
/intra-organisationally

Explicit (patent) declarative: Know the outcome or fact of 
something, and the true utility of the knowledge is in itself 
and not in the how 
Explicit (patent) procedural: Know the procedure to 
achieve the outcome

NO

NO

YES

YES

TACIT
Attribute: Knowledge that cannot be articulated (by 
definition) 

Tacit declarative: Factual knowledge that cannot be 
articulated and in principle is unknowable. 
Tacit procedural: Knowledge on how to achieve an 
outcome that cannot be articulated, and the true utility of 
knowledge is in the knower’s knowledge 

EXPLICIT (latent)
Attribute: Knowledge that cannot be articulated effectively 
and the articulated form cannot fully express the true 
knowledge and by itself cannot fulfil the utility of the true 
knowledge.

Explicit (latent) declarative: Know the outcome or fact of 
something, but the true utility of knowledge is in the how  
Explicit (latent) procedural: Know the procedure to achieve 
the outcome, but the knowledge arises only in the doing

IMPLICIT
Attribute: Novel knowledge that can be codified and 
transferred. First to codify effectively will add novelty to 
knowledge. 

Implicit declarative: Novel knowledge of an outcome or 
fact of something, and true utility of the knowledge is not 
in the how
Implicit procedural: Novel procedure in achieving the 
outcome

Can be inherently articulated?

H
as

 b
ee

n
 a

rt
ic

u
la

te
d

?



40 
 

network effect to take place such that more possibilities of matches exist. Inadvertently, this requirement 

links back to having a strong execution of the IS creation process, discussed in Section 3.3.2. 

Resource recovery pathways: The knowledge on resource recovery pathways highly depends on the 

experience, knowledge and capability of the IS practitioner. After information is collected from participating 

companies, the analysis of the information resembles an exercise for the keen eye of the IS practitioner to 

spot the matches. Without the necessary competency at spotting the possible resource recovery pathways, 

such pathway may therefore implicitly exist but not detected, thereby defeating the purpose of an IS 

network. At present, the experience and knowledge are obtained through proper recruitment of suitable 

candidates to fill the role of IS practitioners. 

3.3.4 Industrial Symbiosis Practitioners 

In the preceding section, the act of identifying synergy opportunities is examined and the knowledge 

required for finding novel pathways for underutilised resources are explicit (patent) and implicit in their 

nature. In this section, the focus is shifted to the individuals execute this task – the IS practitioner.  

3.3.4.1 Key characteristics 

The key role of IS practitioners is to progress synergies from the stages of idea generation through to 

completion. Identifying and recruiting the right individuals for the job role is one critical task in setting up 

an IS programme. Suitable IS practitioners possess two key attributes – industry experience and social skills that 

enable them to communicate effectively with industry personnel. Industry experience not only enables IS 

practitioners to understand the problems of companies better, but also enable them to better identify 

synergy ideas for participating companies to consider pursuing. Social and communication skills play a 

complementary role during the entire process, aiding the information exchange between the IS practitioners 

and participating companies from company engagement to completing IS transactions. 

3.3.4.2 Nature of knowledge 

Grant et al. (2010) suggests that during the identification of synergy opportunities, the knowledge involved 

is difficult to codify and hence it relies on communication means that are more suited for conveying tacit 

knowledge. This view is further supported by evidence gathered by this case study, where it is observed 
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that throughout the process of IS facilitation, there is significant tacit knowledge involved based on the way 

communication medium is utilised.  

The following analysis applies the media classification framework introduced by Vickery et al. (2004), shown 

in Figure 3-10, to understand the nature of information exchange activities that take place during the IS 

facilitation process. 

 

Source: Vickery et al. (2004) 
Figure 3-10: Media and its information richness 

Most of the communication between IS practitioners and participating companies occurs through various 

means – face-to-face, telephone, electronic and written (personal and formal) – which embed a range of 

information richness (moderate to highest).  

Specifically, during the QWW, face-to-face communication is the primary medium of information 

exchange, which contains the highest level of information richness. Vickery et al. (2004) suggests that the 

characteristics of face-to-face communication allows for:  

(1) immediate feedback required for validation and correction of interpretation;  

(2) providing multiple sources of informative cues which includes body language and tone;  

(3) usage of natural language that provides personal touch.  

Therefore, the conduct of IS practitioners during company contact time, as well as how they utilise the 

communication medium are tacit knowledge in itself (e.g. transmitting informational cues aided by body 

language and tone). This concurs with literature suggestion that communication medium that supports tacit 

knowledge are more suited in the context of IS (Grant et al., 2010). The information richness of face-to-

face communication promotes better tacit knowledge transfer. 
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As previously discussed in Section 3.3.4.1, it is explicitly known that the characteristics of IS practitioners 

comprises industry experience and social skills. However, this knowledge remains explicit (latent), as the 

utility of this knowledge is linked to the “know-how” residing within the individual IS practitioners (i.e. 

tacit knowledge) rather than the “know-what”. In other words, knowing what qualities that IS practitioners 

should have does not immediately imply having the “know-how” of IS practitioners. 

Based on literature evidence gathered, the day-to-day activities of the IS practitioners is laden with tacit 

knowledge. In a study by Wang (2013), the following response was gathered from an IS practitioner when 

asked about the details of how the task of matching companies is performed: 

 “[…] So, when it comes to matching companies, we often know it rather than 

relying on the database.”  

– Interviewee 6, from study by Wang (2013) 

The above response suggests that the knowledge the IS practitioner possess is not articulable. 

Among IS practitioners, there is also evidence indicating informal cross-learning activities that enables the 

group of IS practitioners to continuously improve on their individual knowledge. The following response 

again conveys the non-articulable tacit knowledge of the learning process. 

“We spent a lot of time in the office just talking about different things, different 
projects and you just normally picked up really. That’s how we learn.” 

– Interviewee 6, from study by Wang (2013) 

A summary of the knowledge linked to IS practitioners and their role is provided in Figure 3-11.  
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Figure 3-11: Knowledge (mostly tacit) linked to the role of IS practitioners 

3.3.4.3 Implications 

While it is possible to examine and document the role of IS practitioners and the use of their knowledge 

during their job, this information remains as explicit (latent) knowledge. The act of fulfilling the utility of 

this knowledge in relation to an IS programme requires a significant amount of tacit knowledge that is not 

conveyable through this report. The implication of the tacit knowledge laden requirements of IS 

practitioners presents some foreseeable challenges in capacity building in a replicative manner.  

“In the past we've been faced with trying to train organizations, or individuals, 

who don't have the necessary background knowledge to do this type of work. 

So, you can implement it quite well, or you can implement it quite badly.  

But I stake my life on the fact the tools are good. But in the wrong hands, even 

the best tools (may not help). 

But that has been a problem where the people who've been asked to engage 

and deliver have not have the right background to do it well.” 

– Interviewee 

Therefore, it is imperative that due consideration is taken to build up the knowledge capacity and 

competence of a team of capable IS practitioners at the early stages of facilitation based IS programmes. 
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3.4 LIMITATION OF THIS STUDY 

With the understanding of knowledge established in the preceding sections, this section discusses the 

limitation of this study by utilising the knowledge framework to analyse the nature of this study and 

outcome. The primary limitation of this study lies with the fact that the outcome is in an articulated form. 

Hence, this study is only capable of conveying the explicit (latent and patent) aspect of knowledge, which 

leads to the following implications on the utility of this report.  

Firstly, the procedural aspect of IS creation process, as well as the typical characteristics of IS practitioners 

are known and explicated through this study. Nevertheless, this forms only a part of the complete 

knowledge requirements to organise and deliver a full-fledged IS programme. The tacit counterparts of the 

knowledge, which is the “know-how” of executing the IS creation process and methodology, the exact 

“know-how” of the IS practitioners in terms of their intrinsic personality, as well as the internal cognitive 

and reasoning ability for spotting IS opportunities remains missing.  

Secondly, while the explicit (patent) knowledge is recognised and discussed in Section 3.3.3, actual 

comprehensive instances of that knowledge are not recorded down in this study6. Those instances of 

technologies form the core of the knowledge base that can be tapped during the process of searching for 

synergy opportunities. Recent efforts in documenting this explicit (patent) knowledge include the works of 

Benedetti, Holgado and Evans (2017) and Low et al. (2018). 

Finally, the process of creating IS through the delivery of an IS programme comprises significant 

requirements of tacit procedural knowledge. As discussed in Section 3.3.2, the act of executing the IS 

methodology as well as delivering an IS programme are forms of tacit knowledge, and they reside within 

the knower (in this case ISL and practitioners). The “know-how” associated to the IS practitioners (e.g. 

personality, experience, socialisation process and internal cognitive process) are also highlighted in Section 

3.3.4. Similarly, such knowledge is considered tacit and cannot be conveyed in this report, albeit the explicit 

(latent) form of this knowledge is documented. 

 
6 The scope of this study excludes documenting down technologies that may be useful for providing the links for 
transforming resources from the state of waste to the state of resource. The methodology to rapidly build up this 
form of knowledge is discussed in Submission 5. 
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3.5 SUMMARY 

Figure 3-12 provides a visual summary of the various types of knowledge required for delivering a full-

fledged IS programme, which encompass all four quadrants of the knowledge classification framework. 

Being a KIBS, the unique combination and ability to effectively utilise the array of knowledge provides IS 

facilitation companies such as ISL to maintain their competitive advantage. Based on the understanding of 

the nature of knowledge involved, the direct replication and transfer of IS practices is expected to be a 

challenging endeavour without assistance of the knowledge holder. Even though the information describing 

the process and requirements may be explicitly articulated, it is the interpretation and execution of the 

information and knowledge, which remains tacit, intangible and impossible to articulate. Therefore, an 

effective practice transfer requires a combination of the vast experience and capabilities of an IS facilitation 

company, together with the intrinsic capability of the knowledge recipient of whom the knowledge relating 

to IS facilitation is to be transferred to. These two elements must work alongside to maximise the chances 

of successful replication of IS practices in a new context. 

  
Figure 3-12: Knowledge conveyed in this report (in dotted region)  
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4 TOOLS SUPPORTING INDUSTRIAL SYMBIOSIS 

The role that digitalisation plays in the context of supporting IS has been discussed in Submission 3 

(“Practices in facilitated industrial symbiosis – a case study on International Synergies Limited”), 

Section 4.3, as well as the author’s conference publication (“How digitalisation can enable Industrial 

Symbiosis practices : a case study”) (Yeo et al., 2018). The three key features identified that are anticipated 

in future versions of digital tools supporting IS activities include (i) Linking technology recommendations 

to synergistic IS connections, (ii) Better user interfaces, and (iii) Direct interfacing with machines to pull 

accurate data. While this finding includes an element of future gazing, a more detailed study of the body of 

literature discussing support tools designed for the use in IS activities is presented in this Chapter. 

Although prior reviews were available, it was found that those reviews concentrate on tools for identifying 

IS opportunities through different lenses, for instance, finding IS possibilities, or finding optimal IS 

configuration through resource exchange network design. Therefore, available sources of knowledge 

provided a snapshot of the state of understanding the tools supporting IS, which seemingly operate in 

isolation of each other. Furthermore, the relation of the tools to the process of creating IS remains 

underexplored. A holistic view of the tools in relation to the process of creating IS was absent from the 

literature and therefore motivated the conduct of this literature review to contribute towards the knowledge 

in the field of IS. 

The full details of this study is available in Submission 2 (“Tools for Industrial Symbiosis: A Systematic 

Literature Review”), as well as the author’s publication in the Journal of Industrial Ecology (“Tools for 

promoting industrial symbiosis: A systematic review”) (Yeo et al., 2019b).  

4.1 RESEARCH QUESTION 

Developing an understanding of the currently available tools supporting IS is critical in aiding the 

development process of relevant tools that address the shortcomings of current tools. The research 

questions are formulated in order to address this goal. 

As documented in Yeo et al. (2019b), the primary question that this study seeks to address is: 

• What are the available tools employed to support the process of IS creation?  
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The supporting secondary questions are: 

• What are the stages for the IS creation process? 

• What is the role of these tools with respect to the IS creation processes? 

• What are the contextual conditions enabling the use of a specific tool (e.g., availability of 

information, skills, etc.)? 

• Who are the target users of the tools? 

4.2 OVERVIEW OF THE LITERATURE 

In addition to the Systematic Literature Review (SLR) research methodology applied in Submission 2 and 

the associated journal publication (Yeo et al., 2019b), a latest sample of the relevant literature is analysed 

using a separate and independent Computational Literature Review (CLR) methodology to gain an overview 

of its content and to further triangulate the findings derived by the SLR. The CLR approach differs from 

the SLR approach in that the former is able to derive insights of the literature through bulk analysis of 

literature articles, as opposed to the more selective approach that the SLR applies. The CLR methodology 

is further described in Mortenson and Vidgen (2016). 

4.2.1 Computational Literature Review (CLR) 

The CLR (implemented in the statistical programming language R) is a statistical based support tool 

designed for researchers to rapidly derive an understanding of prior research in an era of exponentially 

growing research outputs (Mortenson and Vidgen, 2016). While regular literature review methodologies, 

such as the SLR, aim to ensure that the review process is reproducible and transparent, the CLR is designed 

with a different goal in mind – speed and efficiency. In essence, it is able to derive quick insights and 

summaries in a short time. As discussed by Mortenson and Vidgen (2016), the CLR analysis results in three 

outputs: 

• Impact: statistical and metric analysis of the authors and publications (e.g. citations, impact metric) 

• Structure: social network structure analysis of the authors in the field 

• Content: key topic analysis on the research articles using the topic modelling technique, Latent 

Dirichlet Allocation (LDA) (Blei et al., 2003). 

For the purpose of deriving a “bird’s eye view” of the literature discussions, only the content component, 

supported by the impact component were deemed relevant. In other words, the identified use case of the 

CLR in this study is to analyse emergent major themes of discussions that exist within the relevant field of 
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study – IS tools. The CLR acts as an information digestion tool for researchers to quickly obtain periodic 

updates from the body of literature, which is akin to reading regular newsfeeds to obtain a summary of the 

latest state affairs. A similar approach was also applied by Choudhary et al. (2009) in their literature review 

on mining knowledge for the manufacturing sector. 

The CLR process adapted for this study is shown in Figure 4-1. 

 

Figure 4-1: The adapted CLR process applied in this study 

The progress begins with the search criteria being defined. For the purpose of this study, the search string 

defined was: 

 ( "tool*"  OR  "method*"  OR  "technique*"  OR  "system*"  OR  "framework*"  OR  "creat*"  OR  

"replicat*" )  AND “industrial symbiosis"  

This search string represents the input to the literature database (Scopus in this case), which will 

subsequently retrieve a list of research outputs (i.e. written articles) and the attached meta-data (e.g. abstract, 

authors, affiliations, citations etc.).  

In this case, a total of 698 articles were retrieve from the database. After undergoing data cleaning to remove 

invalid entries (e.g. missing titles, missing authors, missing abstracts), 684 articles were fed into the CLR 

package for analysis and visualisation. 

4.2.2 CLR Results – Impact 

Firstly, a macro statistical analysis of the articles provides the quantity of publications by year, presented in 

Figure 4-2. This finding is in line with the finding obtained in Submission 2 (Figure 3-1, p18), whereby the 
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Retrieve research outputs using 
search criteria from literature 
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Visualise and analyse results 
using CLR package 
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number of publications by year exhibit similar trends, indicating that this research area is growing 

significantly over the period of analysis. Growth in research outputs has been relatively steady, which can 

be observed commencing from the year 2004, with rapid growth in the mid-2010s. Prior spikes were also 

observed in the years around 2004 and 2009. Coincidentally, the years 2004 and 2009 are the years of the 

publication of “NISP® – A Year of Achievement” and “NISP® – The Pathway to a Low Carbon 

Sustainable Economy”, respectively. These grey literature publications coincide with the period of 

implementation of the NISP® in the UK, which could have partly contributed to interest in the topic of IS 

during the period. A notable point about the growth in research output is the 500% increase of articles on 

the 2008 figure (in 2018 there were 95 articles published, compared to just 18 in 2008), which suggests a 

vast increase in the research activities in the area of IS and its tools in the recent decade. The sharp dip in 

the year 2019 is due to the time of study (mid 2019), which has yet to account for all the articles published 

until the end of 2019. 

 

Figure 4-2: Frequency count of papers published per year (1995-2019)  

 

The top ten journals ranked by the frequency of articles published under the respective journals are 

presented in Table 4-1. This serves as a proxy measure of the most influential journals based on the 

popularity of articles, which also reflects researchers’ tendency to gravitate towards collectively. The most 
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prolific journal on the topic of IS tool is the Journal of Cleaner Production, which publishes approximately 

twice as many articles as the journal next in rank – Journal of Industrial Ecology. In turn, the latter publishes 

roughly twice as many articles as the third ranked journal – Resources, Conservation and Recycling. 

Collectively, these three journals contribute to around 30% of the total articles retrieved in the sample. Of 

these three journals, the Journal of Cleaner Production caters to the wider field of environmental and 

sustainability research in the context of manufacturing, while Journal of Industrial Ecology relates directly 

to the field of IS. Closely adjacent to the topic of IS is the journal of Resource, Conservation and Recycling, 

which self-explanatory title describes its main focus of resource conservation and recycling – a chief goal 

of IS. Apart from the main sustainability focused topics, the closely related fields of engineering can also 

be gleaned from the results. The engineering fields of life cycle engineering, chemical engineering and 

environmental engineering also exhibit a relatively strong presence in the field of IS. 

Table 4-1: Journals and number of articles published 

Journal Title No. of articles 

Journal of Cleaner Production 127 

Journal of Industrial Ecology 63 

Resources, Conservation and Recycling 28 

Progress in Industrial Ecology 22 

Acta Ecologica Sinica (Shengtai Xuebao/生态学报) 19 

Sustainability (Switzerland) 17 

Procedia CIRP (Life Cycle Engineering) 14 

Computer Aided Chemical Engineering 12 

Chemical Engineering Transactions 11 

Procedia Environmental Science, Engineering and 
Management 

11 

Next, analysis of the individual papers is performed to gather the most impactful papers. The most 

impactful papers can be evaluated based on the criteria of citations. The number of citations is a proxy 

measure of the article’s authority and influence in the particular field. However, as it is recognised that the 

papers are published over different periods, hence, using the total citation to date favours articles that exist 

for a longer period. Therefore, to control for this effect, the citations were averaged over the years of the 

article’s existence. The results are shown in Table 4-2. 
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Table 4-2: Top 20 most impactful Industrial Symbiosis papers 

Rank Authors Title Year Cites 
Cites 

p.a. 

1 Winans K. et al. 
The history and current applications of the 

circular economy concept 
2017 100 50 

2 Mirabella N. et al. 
Current options for the valorization of food 

manufacturing waste: A review 
2014 248 49.6 

3 Merli R. et al. 
How do scholars approach the circular 

economy? A systematic literature review 
2018 45 45 

4 Chertow M. "Uncovering" industrial symbiosis 2007 489 40.8 

5 Chertow M. Industrial symbiosis: Literature and taxonomy 2000 737 38.8 

6 Homrich A.S. et al. 
The circular economy umbrella: Trends and 

gaps on integrating pathways 
2018 37 37 

7 Tseng M.L. et al. 
Circular economy meets industry 4.0: Can big 

data drive industrial symbiosis? 
2018 35 35 

8 Geng Y. et al. 

Towards a national circular economy 

indicator system in China: An evaluation and 

critical analysis 

2012 219 31.3 

9 Saavedra Y.M.B. et al. 
Theoretical contribution of industrial ecology 

to circular economy 
2018 31 31 

10 Budzianowski W.M. 

A review of potential innovations for 

production, conditioning and utilization of 

biogas with multiple-criteria assessment 

2016 90 30 

11 Gregson N. et al. 
Interrogating the circular economy: the moral 

economy of resource recovery in the EU 
2015 101 25.3 

12 Boix M. et al. 
Optimization methods applied to the design 

of eco-industrial parks: A literature review 
2015 97 24.3 

13 Chertow M. et al. 
Organizing Self-Organizing Systems: Toward 

a Theory of Industrial Symbiosis 
2013 162 23.1 

14 Herczeg G. et al. 
Supply chain collaboration in industrial 

symbiosis networks 
2018 23 23 

15 Liu Z. et al. 

Comparative study on the pathways of 

industrial parks towards sustainable 

development between China and Canada 

2018 19 19 

16 Mathews J.A. et al. 

Progress toward a circular economy in China: 

The drivers (and inhibitors) of eco-industrial 

initiative 

2018 144 18 

17 Lombardi D.R. et al. 
Redefining Industrial Symbiosis: Crossing 

Academic-Practitioner Boundaries 
2012 124 17.7 

18 Boons F. et al. 

Industrial Symbiosis Dynamics and the 

Problem of Equivalence: Proposal for a 

Comparative Framework 

2012 33 16.5 

19 Boons F. et al. 

The dynamics of industrial symbiosis: A 

proposal for a conceptual framework based 

upon a comprehensive literature review 

2017 131 16.4 

20 Ohnishi S. et al. 

Efficient energy recovery through a 

combination of waste-to-energy systems for a 

low-carbon city 

2011 16 16 

The results show that the articles are mainly published during the 2010s. However, notably two articles 

written by Chertow are in existence for over 10 years (at the time of writing). These two articles are 
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“Uncovering” industrial symbiosis (Chertow, 2007) and Industrial Symbiosis: Literature and taxonomy (Chertow, 

2000). Not surprisingly, these are the long-standing articles in the field of IS that also rank highly on free-

access Google Scholar search using “industrial symbiosis” as a search term. The former article sets the early 

formal definitions for the field and presents various approaches of IS formation. In the latter, it proposes 

a strategy to foster IS through identifying so-called “kernels” – guiding policy makers to enable IS to 

flourish. Related to the discussion of IS definition, the article by Lombardi and Laybourn (2012) also 

features in the top twenty results. This article can be seen as a revision to the article by Chertow (2000), 

based on industrial practice and experiences derived from the NISP® in the UK.  

The strong presence of the “circular economy” theme can also be seen from the results. Eight of the top 

twenty (40%) articles are feature discussions on the intersection between CE and IS. The discussions centre 

around the history and development of circular economy, with two articles specifically studying its 

development in China. Discussion related to the EU region critically examines the current practice of 

resource recovery. The theme of technology’s role in driving IS is also explored in the article aptly entitled 

“Circular economy meets industry 4.0: Can big data drive industrial symbiosis?” 

For the remaining articles, two emergent themes are also observed. Firstly, discussions on the specific 

technologies which IS highly depends upon (e.g. valorisation of food manufacturing waste, utilisation of 

biogas, waste-to-energy systems) can be found. These technologies are the fundamental enabling 

technologies adjacent to the field of IS. They can also be viewed as the basic building blocks of IS, of which 

IS practitioners attempt to utilise to build waste valorisation pathways. Further exploration related to this 

theme is done is Submission 5. Secondly, the theme of organising IS and understanding IS evolution over 

time at a strategic level is also well discussed. The themes of “optimisation”, “organising” and supply chain 

“collaboration” linked to IS and its specific instance of EIPs are present. Finally, the study of the 

“dynamics” (development over time) and “pathways” of industrial parks also feature in the discussions. 

4.2.3 CLR Results – Content 

As mentioned in Section 4.2.1, content analysis is performed with the aid of the topic modelling technique 

– Latent Dirichlet Allocation (LDA) proposed by Blei et al. (2003). A illustrative description of the LDA 

algorithm is also provided in Mortenson and Vidgen (2016). In essence, LDA approximates the process of 
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the writer, based on the assumption that the choice of words relates to the topic of discussion. In other 

words, an article is assumed to be composed of a (probability) distribution of topics, in turn, each topic is 

composed of a distribution of words (i.e. vocabulary). Hence, for instance, if a writer intends to write a 100-

word article composed of 50% IS and 50% data analytics, the writer will roughly select 50 words from the 

vocabulary linked to IS and 50 words from the vocabulary linked to data analytics. The LDA reverses this 

process during computation to derive the vocabulary and topic distributions based on the observation (i.e. 

topic and word composition of articles). 

The topic clouds generated according to the CLR technique is provided in Appendix A. The topic clouds 

show the raw output of the LDA on the article abstracts, which clusters the top words that load highly on 

the particular topics (i.e. highest probability). As described by Mortenson and Vidgen (2016) regarding the 

CLR guidelines, the first step in interpreting the results is to determine the labels for each topic. This is 

performed through a combination of visually inspecting the topic clouds and analysing the papers that load 

highly on the topic. Following the process, the author suggested topic labels were generated. Table 4-3 

shows the suggested topic labels, grouped together based on the adjacency of their themes.  

As observed, the sample of articles contain topics that span over a range of themes. These include a 

significant portion of articles featuring discussions of IS in conjunction with adjacent fields. This suggests 

that research in tools supporting IS is a multi-disciplinary topic and may be based on concepts derived from 

closely related fields. It also points to the fields that may provide useful knowledge such as sustainable 

energy and alternative uses of resources. The results also capture the prominence of specific tools such as 

the design and optimisation of resource flow networks, network analysis, top-down planning tools, 

opportunities identification and performance evaluation. Authors may also provide some insights and 

suggestions to the needs of tools in their more theoretical discussion based articles. Finally, discussion of 

tools and their application may also surface through real-world case studies. In summary, the body of 

literature available lends a rich source of information whereby information on IS support tools resides, and 

it provides many perspectives of which the tools can be studied.  
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Table 4-3: Themes and topics of abstracts 

Topic Theme Topic Labels Count 

4 Fields adjacent to IS Adjacent topics intersecting with IS (e.g. Circular Economy, 
Industrial Ecology, Life Cycle Engineering) 

43 

14 Sustainable energy technologies 40 

9 Alternative uses of resources 29 

16 Supply chain and IS 26 

2 Resource flow network 
design and optimisation 

Waste management strategies 38 

5 Water/resource network synthesis techniques 31 

6 Optimisation based techniques for IS design 21 

12 Heat and energy integration network 19 

19 IS network analysis Network analysis studies 44 

13 Study of characteristics of IS network (e.g. resilience, 
vulnerability) 

42 

18 IS top-down planning Eco-industrial parks 44 

3 IS planning and development 39 

1 IS opportunities and 
identification techniques 

IS opportunities and approaches for its identification 43 

15 Knowledge based system to support IS 29 

10 IS evaluation Evaluation of IS initiatives 38 

20 Life cycle assessment (LCA) 34 

7 IS theory Theoretical discussions on IS 36 

8 Technology and ecology 32 

11 IS case studies and policies Policy and policy implications on IS 36 

17 IS cases discussions 20 

The result of this CLR content analysis largely concurs with the themes picked up by the study conducted 

through the SLR methodology. The most noticeable similarity is the detection of the prominence of 

resource flow network design and optimisation, IS opportunities and identification techniques and IS 

evaluation. The sections that follow discusses the findings of the SLR, supported by the CLR findings 

where applicable. 
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4.3 MAPPING OF INDUSTRIAL SYMBIOSIS TOOLS 

Based on the thematic analysis of the literature, the IS creation process framework is established in the 

journal article by the author (Yeo et al., 2019b), shown in Figure 4-3. The steps were also validated during 

the concurrently run case-study project, documented in Submission 3. Utilising this framework, the various 

tools discussed in the literature were clustered to derive the association of those tools to the IS creation 

process. This results in a map of which future tool developers or practitioners can refer to obtain suggestion 

of the options available. As a research tool, this mapping also helps reveals gaps in the current state-of-the-

art where improvements and contributions can be made. Table 4-4 summarises the results of the mapping 

process. 

 

Source: Yeo et al. (2019), Figure 1 p.4 
Figure 4-3: IS creation process framework 

 



56 
 

Table 4-4: IS tools in relation to the IS creation steps 

Source: Yeo et al. (2019), Table 2, reproduced from original source document 

IS creation step Key function required Instances of IS tools reviewed Application context and target users Tool requirements 

Preliminary 

assessment 

Intelligence gathering to 

characterize regional 

attributes, pre-existing 

streams and determine the 

suitability and potential 

for creating IS 

Qualitative 

Maturity grid 

 

Quantitative 

Sustainability suitability mapping 

Multi-criteria approach 

(Waste) streams assessment 

Geographic information system 

(GIS)  

Application context 

Top-down and intermediary driven IS 

 

Target-users 

Eco-industrial estate/park planners (top-

down driven) 

IS facilitator (intermediary driven) 

 

 

Geo-spatial related data 

Process input-output data 

Statistical datasets 

Informational capturing historical 

cases 

Engage 

businesses 

Build and grow network 

of businesses.  

Creating awareness and 

interest. 

Build trust. 

Note: No tools built specifically 

for IS was found, but general 

purpose tools are used in the 

context of fostering IS networks. 

 

Qualitative 

Cold-calling, mailings, emails 

and other business-to-business 

communications. 

Providing interaction spaces for 

businesses. 

Application context 

All forms of IS creation driving 

mechanisms 

 

Target users 

Reported to be used by: 

The facilitation body in an intermediary 

driven IS. 

The authoritative body in a top-down 

driven IS. 

 

Could be used by: 

Individual businesses in a self-driven IS. 

 

No specific requirements; general 

purpose tool.  

 

The desired effect of the tools could 

be enhanced with success cases 

illustrating the benefits of IS to 

prospective participants and business 

partners. 

 

 

Find synergy 

opportunities 

 

 

Determine the synergistic 

linkages among 

businesses 

Qualitative 

Free-market mechanism based 

matching 

 

Process input-output stream 

based matching (name matching) 

Application context 

Free-market mechanism based matching: 

Top-down and intermediary driven IS 

 

Free-market mechanism based 

matching:  

Information such as company 

information, location, textual 

descriptions of waste at the supplier 

and buyer sides, 
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IS creation step Key function required Instances of IS tools reviewed Application context and target users Tool requirements 

 

 

Find synergy 

opportunities 

(continued) 

 

Quantitative 

Process input-output stream 

based matching (stream attributes 

matching) 

 

Network design and optimization 

Process input-output stream based 

matching: All forms of IS creation driving 

mechanisms 

 

Network design and optimization: Top-

down driven IS 

 

Target users 

 

Free-market mechanism based matching: 

IS orchestrators (i.e. facilitators or eco-

industrial estate/park planners) as hosts of 

platforms for matching, firms with 

interests in participating in IS exchanges 

as users of the platforms 

 

Process input-output stream based 

matching: IS orchestrators as hosts of 

platforms for matching, firms with 

interest in participating in IS exchanges as 

users of the platforms. 

 

Participating firms in self-driven IS as 

users of non-platform based stream 

matching techniques.  

 

Network design and optimization: Eco-

industrial estate/park planners 

availability/requirements in terms of 

quantity, time and price. Active user 

participation and critical mass 

required. 

 

Process input-output stream based 

matching: 

Firm-specific data on resource flows, 

"wants" and "haves" data 

 

Network design and optimization: 

Data required to describe the physical 

system, such as temperature, flow 

rate, pressure, enthalpy, concentration 

of chemical species of streams. Other 

parameters that relate to case specific 

objective function. 
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IS creation step Key function required Instances of IS tools reviewed Application context and target users Tool requirements 

Business 

feasibility 

Provide decision support 

in planning and selecting 

among various IS-based 

options 

Note: No dedicated purpose-built 

tool or process to appraise IS 

network financially was found. 

Generic tools were found to have 

been applied for IS. 

 

Quantitative 

Conventional financial appraisal 

techniques such as NPV, IRR, 

payback period, IIR and ROI.  

Cost savings. 

Application context 

All forms of IS creation driving 

mechanisms 

 

Target users  

Participating firms in IS networks or IS 

exchanges 

Data required by the financial 

computations; techniques are freely 

available to apply. 

Implement 

transactions 

Project management and 

tracking the progress of IS 

opportunities 

implementation, and 

performance evaluation 

Qualitative 

CRISP (customized tool for IS 

project management) 

 

Quantitative 

Various performance metrics 

(e.g. eco-connectances), LCA 

technique 

Application context 

All forms of IS creation driving 

mechanisms 

 

Target users 

IS orchestrators (i.e. facilitators or eco-

industrial estate/park planners) seeking 

macro-level information on IS network 

No specific requirement for CRISP, 

apart from data entry by IS 

practitioners. 

 

Input data requirements by each 

individual performance evaluation 

tool. 

Document and 

reinforcement 

General function of 

disseminating information 

of actual IS cases 

Qualitative 

Enipedia 

ISDATA 

CRISP/NISP® proprietary 

database 

Application context 

All forms of IS creation driving 

mechanisms 

 

Target users 

IS orchestrators (i.e. facilitators or eco-

industrial estate/park planners) for 

suggesting future IS exchanges to 

participating firms. 

Firms of self-driven IS utilizing existing 

documentations for IS idea generation. 

Actual information describing the 

realization of IS instances and active 

documentation by tool maintainer. 
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Another aspect that emerged from the analysis of the tools is a taxonomy of available tools, shown in Figure 

4-4. The detailed description of each category of tools in the taxonomy is discussed in Section 4 of 

Submission 2. In summary, the classification of the tools in their respective categories considers the distinct 

key function that the group of tools attempts to fulfil as a reference. Specifically, the key characteristic 

function of the various categories of tools are as follows: 

• Guidance tools: key purpose is to gather some preliminary measurements or indications of the 

regions’ readiness to adopt IS practices 

• Information exchange: platforms that compiles raw information deemed useful for fostering and 

promoting IS 

• Data driven synergy discovery & design: tools that help the matching process of finding waste-

to-resource pathways. They can be further sub-divided based on their underpinning approach to 

fulfil that function. 

• Modelling & simulation tools: tools that establish a representation of reality to provide a safe 

environment to virtually implement IS transactions and project the likely outcomes of those 

implemented transactions without having to implement it in the real world 

• Performance measurement: tools that measure and track performance of IS, to substantiate the 

initial promises that IS has to offer. 
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Figure 4-4: Taxonomy of IS tools 

4.4 CORE DISCUSSION OF INDUSTRIAL SYMBIOSIS SUPPORT TOOLS 

As noted in Submission 2, the core discussions of the tools supporting IS development is in supporting the 

step of generating symbiotic improvement opportunities, with 64% of the articles in the sample discussing 

this aspect. In comparison to tools relating to the IS creation process (Table 4-4), discussion on tools related 

to the “Find synergy opportunities” step is most prolific. Triangulating this result, the themes derived from 

the CLR – “IS top-down planning” and “IS opportunities and identification techniques” – also relate to 

the “Find synergy opportunities” step. 

A range of tools, both quantitative and qualitative tools, is available to support this step. This is in line with 

the different approaches that IS schemes may take in its development process. For instance, the online 

material exchange is a tool that relies on the free market mechanism to find the matches among buyers and 

suppliers of waste streams. This is a bottom-up approach, facilitated by an information technology (IT) 

based tool that aims to facilitate the flow of information to allow symbiotic matches to be formed. In its 

purest form, this tool is a fully IT tool with minimal external intervention, which is in line with the spirit of 

the free-market mechanism. However, based on CEN: CWA 17354 (2018), this passive form of online 

IS tools

Guidance tools Information exchange

Closed-access 
information exchange

Open-access 
information exchange

Simulation and 
modelling

Data driven synergy 
discovery and design

Situational awareness

Online material and 
waste exchange (user 

driven)

Data driven facilitation 
and matching tool 
(designer driven)

Optimisation tools

Performance 
measurement

Design time 
performance metrics

Post implementation 
performance metrics
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waste exchanges have limited uptake globally due to (1) the inability to meet information needs of industrial 

users (e.g. classification, contamination, distribution, timing), and, (2) lack of mainstream buy-in to IS. 

In a notable implementation of such IT based tools is the case of SYNERGie® 4.0, mentioned in CEN: 

CWA 17354 (2018). Its success is mainly attributed to its active approach, as opposed to the passive 

approach of the online waste exchanges. To elaborate, SYNERGie® 4.0 is not a stand-alone tool, but 

rather, it is used in conjunction with established IS programmes (i.e. NISP®). This pairing is seemingly the 

factor that promotes success in the usage of the tool. 

Finally, the category of optimisation tools is the set of tools that attempts to mathematically calculate a 

single set of resource flow configuration that minimises or maximises a set of objective function(s), which 

the designers define beforehand for the IS network. This set of tools is more relevant to deal with 

continuous resource streams, such as heat (as in heat exchange networks) and water. It serves as a planning 

tool that suggest the “best” configuration given the objective (e.g. minimise reliance on external heating 

utility). 

4.5 PRINCIPLES OF INDUSTRIAL SYMBIOSIS OPPORTUNITIES IDENTIFICATION 

Studying the tools related to opportunities identification in IS provides an insight onto the various principles 

of which opportunities are grounded upon. Table 4-5 provides a summary of the various principles of 

opportunities identification employed by the various tools. These principles can be classified at three levels 

– theoretical, technological and practical. Conceptually, they are linked, whereby the subsequent levels will 

not be possible without the former. In practice, all three levels need to be fulfilled in order for an 

opportunity to come to fruition. For instance, the practical aspect will not be possible without the 

technological and theoretical aspects of the opportunities to be true. An illustrative example will be 

highlighted in conjunction with the elaboration of these principles in the following. 
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Table 4-5: Basis of opportunities identification and the corresponding tools 

Principle of 
opportunities 
identification 

Feasibility of opportunities 

Type of tools 
Possible Not Possible 

Theoretical 

(Scientific 

fundamentals) 

does not violate any 

physical laws (e.g. 

thermodynamics, 

conservation of mass) 

violate any physical laws 

(e.g. transforming 1 kg of 

waste into 2 kg of products 

violating conservation of 

mass, extracting heat energy 

to heat up a stream that is of 

higher temperature than the 

heat source it is extracting 

heat from violating 2nd law 

of thermodynamics) 

• Optimisation 
 

• Situational 
awareness tool 

 

• Data driven 
facilitation and 
matching 

Technological 

(Engineering  

and technology) 

technology is available to 

operationalise the 

opportunity 

no present technology is 

available to operationalise 

the opportunity 

• Situational 
awareness tool 

 

• Data driven 
facilitation and 
matching 

Practical 

(Business) 

Firm assessed benefits is 

sufficient to 

operationalise the 

opportunity 

Firm assessed benefit is 

insufficient to operationalise 

the opportunity 

• Online waste 
exchange (by 
market 
mechanism) 

 

• Optimisation (e.g. 
if objective 
function or 
constrains 
incorporate 
economic 
parameters)  

 

The most basic level of identifying IS opportunities is based on its theoretical basis. This refers to the 

relevant physical laws that determines the fundamental compatibility of sources of underutilised streams 

with the corresponding recipient sinks. In order for an opportunity to be possible, physical laws of nature 

must not be violated. For instance, it is deemed impossible by the law of thermodynamics to recover heat 

energy from a low temperature stream to a higher temperature stream despite the high enthalpy of the low 
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temperature stream. Therefore, to suggest heat recovery from a lower temperature stream to a higher 

temperature stream is a direct violation of fundamental physical principle and hence will never be possible 

even with advanced technologies. 

The second level of principle is through the lens of technological availability. Implicitly, at this level of 

analysis, the underlying assumption is that the IS opportunities have already fulfilled the theoretical 

principle. For instance, it may be theoretically possible to recover waste heat from factories separated by 

wide geographical regions (e.g. by countries or cities). However, technologically, there is no effective way 

to transport the waste heat over large distances without considerable heat losses. Hence, this example 

illustrates the scenario whereby an opportunity is theoretically possible but is prohibited by technological 

limitations. 

Finally, with both the prior principles fulfilled above, the final hurdle that IS opportunities face in order for 

it to be considered feasible in practice, is pertinent to the natural behaviour of the participating firms. 

Fundamentally, firms in a capitalist based society participating in IS are tend towards the behaviour of profit 

maximisation. However, such benefits may not be limited to financial benefits, and they can also extend to 

other benefits such as environmental benefits. Hence, without some form of benefit (frequently measured 

in terms of financial gains, directly or indirectly), IS opportunities will hardly come to fruition. 

Putting all the principles together in the case of a heat exchange opportunities. Firstly, it must fulfil the 

fundamental scientific principle that heat recovery is performed from a higher temperature source towards 

a lower temperature source. Next, the necessary technologies need to be available (e.g. shell heat exchangers, 

insulation materials). Finally, the opportunity must result in some form of benefit to the participants (e.g. 

energy bill savings, lower carbon footprint).  

4.6 FACTORS OF SUCCESS 

Data availability. As previously highlighted and shown in Table 4-4, all tools require data in some form 

or another as input during their operation. This signifies the information driven nature of IS tools. This 

leads to the major potential barrier threatening the success of IS tools – the lack of necessary data. This 

implies that all proposed sophisticated smart algorithms, information platforms, optimisation, 
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modelling/simulation techniques will remain as empty shells without appropriate data for their basic 

operation.  

Trust. Issues of information confidentiality has been raised by various authors (Aviso, 2014; Hiete et al., 

2012; Lombardi and Peter, 2006; Ramos et al., 2016) and remains a valid concern of companies. The lack 

of trust has also been attributed to the lack of information sharing among firms (Chae et al., 2010; Taskhiri 

et al., 2015) which is essential for the effective use of IS tools. Therefore, IS tools developed must be paired 

with some form of mechanism that promotes trust in the users or participants. The theme of data availability 

and its close relation to confidentiality concerns and trust remains a less addressed area in the literature of 

IS tools; most if not all articles focus on describing the tool function and its objectives. Therefore, there is 

an apparent lack of tools promotes trust among firms and encourages data sharing while protecting 

information confidentiality at the same time. This warrants more future work in order to enhance the 

usability and adoption of IS tools. 

Critical Mass. IS being fundamentally reliant on inter-firm collaboration inherently benefits from the 

network effect (Uzzi, 1996), whereby the benefits derived by the IS network scales according to the number 

of participants of the IS network. Since the main objective of IS is to find suitable synergy opportunities 

through a matching process, therefore, obtaining the critical mass is crucial for tools and IS initiatives alike 

to proliferate. Related to the critical mass is the concept of membership diversity. Empirically, it is also 

recognised that diversity is one of the key factors that favour IS activities (Jensen, 2016). With more 

diversity, more “kissing frog” opportunities can be explored to derive unconventional linkages among 

companies.  

4.7 INDUSTRIAL SYMBIOSIS TOOL DEVELOPMENT TIMELINE AND THE 

FUTURE 

Finally, the result of the SLR is put in context to the rapidly developing field of IS tools. In this analysis, 

grey literature sources were also included in addition to the articles produced by the academic community. 

With reference to Figure 4-5, the various discussions were separated into three distinct zones. Of the left, 

is the so-called “departed zone”. This zone comprises the tools that are discussed mainly in the academic 

texts. The zone is named “departed”, due to its lack of evidence of their continued use today. In fact, the 
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study by Grant et al. (2010) stated that most tools reviewed have already fallen from use. In the “survival 

zone” comprises the tools that exist in the realms of the academic literature and exhibit evidence that they 

are continued being used in present day efforts of promoting IS. Perhaps the most interesting development 

is in the “nascent zone”. Since 2015, there is a proliferation of discussion and newly funded projects to 

create new tools to support the creation or replication of IS practices. These include academic discussion 

by Song et al. (2015), European funded research projects including SHAREBOX, EPOS, MAESTRI and 

Life M3P, and the US attempt at IS using the online Materials Marketplace. 

 

Figure 4-5: The IS tool development timeline 

A collection of the key objectives of the various projects and discussion is shown in Figure 4-6. Collectively, 

they provide a crucial clue on what the future holds in the area of IS tools by providing answers to the what, 

how and so what in terms of contributing towards the field of IS. Addressing the what question, the theme of 

“online” and “cloud” platform is commonly mentioned. Therefore, it sheds some light on the form of such 

tools will take; that being digital and web-based. Answering the how question is the emergent theme of 

knowledge base as the supporting backend (i.e. “database”, “information”). Finally, the recurring theme of 

identifying waste to new symbiotic market opportunities addresses the so-what question. 
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Figure 4-6: The buzz generated around new IS tools 

Data driven solutions in industrial symbiosis was also identified by Tseng et al. (2018) as a research gap that 

should  be further explored by researchers in this field. Following up from this study, the search on Scopus 

done by Tseng et al. (2018) was re-conducted to obtain the latest body of literature discussing the topic of 

data-driven industrial symbiosis. In his original search conducted in 2018, Tseng et al., used the key phrase 

“data-driven on industrial symbiosis” and noted the sparsity of literature on this topic. Over a year has 

passed since the search was conducted, hence, it was deemed relevant to revisit the literature discussions 

by performing a similar search. In order to capture a higher number of potentially relevant articles, the 

search term was augmented with a larger set of related key phrases to capture the relevant semantics. The 

following search term was used: 

 ( "data driven" OR "machine learning"  OR  "artificial intelligence"  OR  "information technology"  OR  

"recommend* system")  AND  "industrial symbiosis"  

In total, the search yielded thirteen articles. Thereafter, the titles and content were analysed. Only articles 

discussing the topic of data driven solutions for industrial symbiosis, and with main body written in English 

language were retained. After the filtering process, seven articles remained, shown in Table 4-6 sorted by 

Scopus’s default relevance ranking. 

• Online collaboration platform comprising waste/resource, process and relations 
graph-based database, matching algorithms and network simulation models

• “…cloud-based platform, traditional and non-traditional industrial waste streams 
are matched with new product and revenue opportunities”

• “… identification of new symbiotic synergies right through optimised connections 
among companies… SHAREBOX will provide … information that they need in real-
time… share resources with other companies in an optimum symbiotic ecosystem”

• “Identification and characterisation of wastes… creation of a waste database to 
support the identification of the potential (re)use of those wastes as a resource 
either internally or externally”

• “Implementing and using the online platform (Material Match Making Platform)… 
know and find new market possibility for their scraps/waste or to find alternative to 
the used raw materials… waste database… waste streams identified… investigated… 
deeply characterised”

2015

2016
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Table 4-6: Search results (as of July 2019) 

Rank Title Authors Year Feature 

1 The influence of knowledge in 
the design of a recommender 
system to facilitate industrial 
symbiosis markets 

van 
Capelleve
en G. et 
al. 

2018 This article examines the role of knowledge in 
the context of designing smart matching 
systems for IS application. It uses a 
combination of LCI data with Association Rule 
Mining as the basis of performing input-output 
matching.  Outcome of project SHAREBOX. 

2 A collaboration platform for 
enabling industrial symbiosis: 
Towards creating a self-learning 
waste-to-resource database for 
recommending industrial 
symbiosis transactions using 
text analytics 

Yeo Z. et 
al. 

2019 The author’s work. This publication describes 
the work documented in Submission 5 and 6. It 
is a method to aid the extraction of IS relevant 
relationship based knowledge by analysing 
knowledge documents.  

3 Circular economy meets 
industry 4.0: Can big data drive 
industrial symbiosis? 

Tseng 
M.-L. et 
al. 

2018 This is a short survey article, urging the field of 
IS to apply Industry 4.0 and data driven 
technologies to drive IS. 

4 Information and 
communication technology for 
industrial symbiosis 

Grant 
G.B. et al. 

2010 An early work surveying the information and 
communication technology for IS. Although 
progress in the field has since advanced, this 
article provides a historical view of the tools up 
until 2010. 

5 A novel knowledge repository 
to support industrial symbiosis 

Benedetti 
M. et al. 

2017 Recognising the knowledge intensive 
requirements of IS, this was a manual effort by  
project MAESTRI to represent past IS cases in 
a structured format, as well as a method to 
search and retrieve those cases. 

6 An assessment of European 
information technology tools to 
support industrial symbiosis 

Maqbool 
A.S. et al. 

2018 An assessment of the information 
communication tools in the context of the 
European region. This work is a follow up 
from Grant et al. work. Project EPOS. The 
study concluded that the success of IT tools 
can be enhanced by coupling their use with a 
facilitated IS programme.  

7 A framework for an industrial 
ecological decision support 
system to foster partnerships 
between businesses and 
governments for sustainable 
development 

Horváth 
G.Á. et 
al. 

2016 A proposed decision support system to 
facilitate authorities and businesses in 
establishing industrial ecological partnerships 
and closing the material flow loop. 

Based on bibliometric evidence examined, this work provides an indicative trajectory of tool development 

focus areas in supporting IS for the future. Moving forward, future IS tools is foreseen to comprise a 

combination of the data analytics techniques, recommendation algorithms applications, decision support 
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systems, knowledge databases (including historical IS cases and fundamental technical knowledge) and 

leveraging internet-based technologies. 
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5 BUILDING A KNOWLEDGE ASSET TO SUPPORT 

INDUSTRIAL SYMBIOSIS 

As highlighted by Wang (2013), organisations responsible for facilitating IS are classified as a knowledge 

intensive business services (KIBS). Defined by Miles (2005), KIBS refers to: 

“Services […] involved in changing the state of people, artefacts, or of information and 

knowledge, rather than (primarily) producing material artefacts themselves.” 

These KIBS mainly provide knowledge-intensive inputs to other organisations, which in itself demands the 

use of professional knowledge to deliver their services. As noted in Submission 3 with a case of an IS 

facilitation company (i.e. ISL), information describing synergies were captured during the entire period of 

their practice. Over time, these individual pieces of information are accumulated to form a library, 

transforming into a valuable knowledge asset to ISL. In turn, ISL was able to utilise this knowledge asset 

to improve and provide better levels of service. To better manage their ever-growing knowledge base and 

fully leverage this knowledge asset, ISL iteratively sought to developing bespoke information management 

systems – from CRISP, to SYNERGie®, to the present day SYNERGie® 4.0. This management system 

forms part of the entire suite of capabilities that ISL possesses throughout their years of practice; earning 

itself as the world’s leading IS facilitation company, and one that also transfers their practice to other regions 

or countries. 

This Chapter positions the author’s sponsoring company (or its technology partner) to be a recipient of the 

IS facilitation practice knowledge transfer activity as the premise. A method is proposed that contributes 

towards better preparing itself, through building a basic level of competency, to be able to cope with the 

practice transfer activities and giving it a greater chance of success. 

5.1 LESSONS FROM PAST PRACTICE TRANSFER 

During the practice transfer process, various issues may arise that may inhibit the process. According to the 

experiences documented by Wang (2013) on the IS facilitation practice transfer process, during the local 

version of the QWW (an initial key activity for discovering synergy opportunities), the local delivery team 

(i.e. the practice transfer recipient) was unable to identify potential synergy opportunities and had to rely 
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on the capabilities of the ISL team to do so. This is expected as the identification of potential synergy 

opportunities is based on the participating companies’ input data and the personal industrial knowledge of 

the IS practitioners. As highlighted in Submission 3, such knowledge is tacit as the IS practitioners 

interviewed were unable to fully articulate how they are able to perform the task of identifying synergy 

opportunities. Replies such as “we often know it” suggest the heavy reliance on the IS practitioners’ internal 

cognitive reasoning process that is impossible for anyone to articulate. Analogously, this is akin to 

requesting someone to articulate their personal knowledge of riding a bicycle – actions can be described, 

but difficult to replicate for the unacquainted. Therefore, it is through experience and practice that IS 

practitioners become proficient at spotting potential synergy opportunities. Previous relevant experience 

and work roles may also contribute towards IS practitioners’ acumen for potential synergy opportunities 

(Wang, 2013). Furthermore, in the mentioned case, the knowledge database of past synergies was not 

transferred, hence, the local IS delivery team started from a clean slate without much prior experience. 

Therefore, these factors may have contributed to the inability for the local team of IS practitioners to spot 

potential synergy opportunities. 

Learning from the above case study, the author suggests that priming the prospective recipient of the IS 

facilitation practice transfer as a strategy to promote better assimilation of the knowledge being transferred 

and a quicker grasp of the IS facilitation methodology. In particular, the author’s work focusses on the 

critical step of synergy opportunities identification. 

As discussed in Submissions 2 and 3, spotting synergy opportunities is a necessary core activity to bring 

about IS propagation.  Currently, even though technologies are available to convert practically any waste 

into a useful resource (Szaky, 2016), identifying synergy opportunities of waste reuse still poses a challenge 

for IS contributed by the information barrier that exists (Chertow, 2007). This information barrier may 

manifest in various forms. One form mentioned by Chertow (2007) is the lack of transparency of the 

potential demand and supply markets of unproductive resources. Another form of information barrier is 

more fundamental – the dispersion of knowledge. Although it is acknowledged that knowledge creation 

activities occurs rapidly – doubling  roughly every nine years (Mortenson and Vidgen, 2016) – obtaining the 

relevant knowledge remains a formidable task for humans. In the specific context of IS, a search on Scopus 

regarding enabling technologies such as “anaerobic digestion” reveals similar trend of exponential growth 
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in knowledge content (Figure 5-1). This exponentially growing rate of knowledge output leads to a situation 

of information overload, compounding the challenge. Given that the amount of knowledge is increasing, 

and the knowledge is widely dispersed across heterogenous sources, locating and retrieving the relevant 

knowledge that addresses the problem at hand becomes a challenge.  

 

Sources: Scopus search on “anaerobic digestion” 

Figure 5-1: Rapid increase in knowledge content relating to technologies enabling IS 

Put into the context of IS facilitation, being presented a set of participants who could act as both waste 

providers and potential recipients, the challenge of the IS practitioners is to be able to spot relevant synergy 

opportunities that exist within the set of participants in the network. This activity has been described by 

the Manufacturing Commission of the UK as “kissing frogs” (Moore and Folkerson, 2015) – a metaphor 

referring to the exploration of numerous possibilities that might result in worthwhile opportunities offered 

by unusual potential connections. This can also be mathematically framed by the following: given a set of 

n participants, the IS practitioners task is to spot any promising synergy opportunities out of the 
𝑛(𝑛−1)

2
 

possible links. This relationship is visualised in Figure 5-2. A modest set of fifteen participants creates 105 

possible links for consideration. With more participants into the network, the possible links available for 

considerations rapidly expands – for instance, 100 participants will result in 5,000 possible links among 

them. The task of the IS practitioners is to identify worthwhile and valuable opportunities amongst all the 

possible links. 
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Figure 5-2: Visualisation of the number of possible connections vs number of participating entities 

The current practice of IS practitioners in executing synergies discovery relies primarily on their individual 

expertise and personal experience to spot those promising links. This process may be further aided by 

information retrieved from relevant databases that act as a recommender based on referencing historical 

cases of IS based transactions. Nevertheless, this process remains mainly reliant on human cognition 

through manually incorporating both internal knowledge (e.g. industry experience) and external knowledge 

(e.g. databases).  

With the expected exponential growth of knowledge available to enable IS and considering the intrinsic 

nature of IS networks requiring the assessment of possibilities that grows disproportionately with more 

participants, the knowledge and information involved in this process is likely to rapidly become intractable 

for humans to handle. A potential avenue to augment humans’ capacity in this process is through the 

application of artificial intelligence (AI) techniques. Given the growing abundance of computing power 

predicted by Moore’s Law (Figure 5-3), this opens up to new opportunities for deployment of AI techniques 

in applications not previously considered. With the knowledge content being mainly in the form of text, 

the relevant area in AI to be considered is Natural Language Processing (NLP). Broadly speaking, NLP 

aims to convert unstructured7 data such as textual documents into a more useful form that enables more 

effective interpretation and applications. Effectively, the successful application of AI to assist in the IS 

 
7 Unstructured data refer to data that exists without a formal homogenous structure. This is the direct opposite of 
structured data, whereby the data are organised in labelled columns and rows. 

0

1,000

2,000

3,000

4,000

5,000

6,000

2 5 8
1

1
1

4
1

7
2

0
2

3
2

6
2

9
3

2
3

5
3

8
4

1
4

4
4

7
5

0
5

3
5

6
5

9
6

2
6

5
6

8
7

1
7

4
7

7
8

0
8

3
8

6
8

9
9

2
9

5
9

8

N
u

m
b

er
 o

f 
p

o
ss

ib
le

 c
o

n
n

ec
ti

o
n

s

No. of participating entities/resources/nodes



73 
 

opportunities discovery process shifts some of the burden of identifying valuable connections from the IS 

practitioners, to the computers, whereby the latter is able to process huge volumes of data rapidly. While it 

is not expected that AI will fully replace the skilled IS practitioners, tools that enhance their effectiveness 

can likely be derived from applying AI techniques. 

.  
Source: Roser (2016) 

Figure 5-3: Illustration of Moore’s Law – computing power doubling approximately every two years 

5.2 PRESENT STATE OF CAPACITY BUILDING ENDEAVOUR 

As briefly mentioned, the author’s sponsoring company is presently building up relevant competencies in 

the area of IS. In Submission 3, taking into account the present state of knowledge and competencies 

available, it was recommended that the approach of collaborating with an experienced IS facilitation entity 

is to be taken for an accelerated timeline to introduce IS practices in the context of Singapore. Nevertheless, 

based on past experiences of practice transferred discussed in Section 5.2, in order to maximise the success 

of an efficacious outcome, prior capacity building activities are still required to prepare the knowledge 

recipient. The following section discusses the author’s sponsoring company’s progress of capacity building 

activities and the associated outcomes. 
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The article by Song et al. (2015) was the first publication to set in motion a long term vision to develop IS 

capabilities in the context of large cities such as Singapore. This work was an early attempt to examine 

upcoming trends and identify promising technologies that may be relevant to address challenges in bring 

IS to fruition. An initial framework was proposed, illustrated in Figure 5-4. Although its details have since 

evolved, this framework has identified the following major components that governs the development 

today: 

• The use of big data and its analytical techniques 

• Data warehousing and visualisation derived from big data analytics 

• Matching algorithms for exploring IS synergy opportunities 

• Evaluation and optimisation techniques for IS networks 

Acknowledging that IS development is knowledge intensive, a survey was also performed on the various 

publicly available data sources to determine relevant data sources existing “in the wild” that can be utilised 

to derive insights.  

 

Adapted from: Song et al. (2015) 

Figure 5-4: Initial draft framework for IS tool (established in 2015) 

“Big data” 
and analytics

Data 
warehousing and 
visualisation

Matching 
algorithms

Evaluation and 
optimisation
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Following that, the work of Song et al. (2017) proposed a method to derive an estimation of the waste 

streams of manufacturing processes. That same year, the work of Raabe et al. (2017) proposed a model to 

simulate scenarios pertaining to IS transactions for scenario analysis and performance evaluation. These 

works attempt to weave in the data with Geographical Information System to provide spatial analysis and 

visualisation (Figure 5-5). 

 

 

Source: Raabe et al. (2017) 

Figure 5-5: Geographical Information System based tool for IS scenario simulation 

Work at the more fundamental level of IS also commenced, with Low et al. (2018) demonstrating the 

application of graph database technology as an underlying data storage infrastructure for the propriety IS 

knowledge base. In principle, this IS knowledge base deals with the basic building blocks of IS synergy 

opportunities, which is highly relationship laden. This concept was discussed in Chapter 4, section 4.5, 

whereby feasible opportunities are documented based on scientific fundamentals. The prototype was 

demonstrated in the publication, with the scope encompassing food waste valorisation (one of the key 

waste streams currently of interest by the government of Singapore).  

As an illustration of the prototype, Figure 5-6 shows a visualisation of a query on “apple peels”.  The graph 

visualisation represents the relationship-based knowledge currently known by the machine that are derived 

from separate bits of information. It provides information regarding the various processes that can utilise 

“apple peels” to produce other substances. Therefore, it is termed “waste-to-resource” matching in the 

work, whereby it is envisioned that this knowledge base will assist in finding possible waste to resource 
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valorisation pathways. In other words, such information provides a form of trigger for potential synergy 

opportunities to be further pursued.  

 

Source: Low et al. (2018) 

Figure 5-6: Visualisation of the graph-based database infrastructure to support IS discovery of alternative pathways for resources 

Overall, as of 2018, prior to the author’s contribution, the state of the system architecture as shown in 

Figure 5-7. Interpreting from the upper-left, the user-interface collects data about firms. Such data can be 

collected during IS opportunities workshop, or, self-input by the firms in the context of a web-based 

solution. The data will then be stored in a firm data repository. The waste-to-resource database engine will 

then analyse the data to yield a set of possible valorisation pathways for each firm. Thereafter, the IS 

matching engine will provide inter-firm matching based on the possible valorisation pathways. The IS 

simulation will then create a virtual scenario to simulate the case whereby the matches were to materialise 

to produce financial performance projections. These results will then be fed back to the decision makers or 

IS practitioners as promising evidence for further pursuit of promising IS opportunities. 
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Source: Low et al. (2018) 

Figure 5-7: System architecture as of 2018 

5.3 THE PRACTICAL CHALLENGES WITH KNOWLEDGE GRAPH 

As discussed in Submission 5, the knowledge graph approach used in the IS database was deemed as a 

suitable database infrastructure due to the relationship laden nature of the fundamental building blocks of 

IS linkages. The example discussed in Section 5.2 provides a glimpse at how the knowledge graph engine 

is able to retrieve information fragments and assemble those fragments to form sensible material 

valorisation pathways. This section highlights the main challenges to build such a knowledge graph. 

5.3.1 Experiences from the graph database prototype 

Experiences from building of the graph database described in Section 5.2 is further examined in this section. 

To aid the understanding of the process, the analogy of a physical warehouse is used in the following 

discussion. Having a graph database is akin to a warehouse built for physical storage purposes, while the 

querying and visualisation is akin to the warehouse’s advanced storage and retrieval system capable of 

effectively and efficiently retrieve the physical goods stored within the warehouse. The physical goods are 

analogous to the data pieces stored within the graph databases. At the outset, the warehouse is empty. 

Therefore, any attempts to request a retrieval will return an empty response. This follows that without any 
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data, the graph database remains a data storage and retrieval infrastructure without practical application. 

Hence, having built the graph database only fulfils part of the goal. This brings the attention to the content 

building of the graph database that adds value to its intended application. 

During the prototype building process, the knowledge graph was populated manually. This means that the 

knowledge graph creation process involved individual subject matter experts to manually search, ingest, 

summarise and extract the relevant pieces of facts from the available literature texts. Man-hours were put 

in to compete the initial prototype of the database. The workflow for populating the graph database is 

illustrated in Figure 5-8. The process first involves searching and identifying relevant raw knowledge sources 

from which useful knowledge can be codified. Following that, based on the personal experience of the 

subject matter expert, the knowledge was then extracted, classified and filled into the appropriate data 

structure required by the graph database. 

 

Source: the author; reproduced in Yeo et al. (2019) 
Figure 5-8:  Workflow of creating the knowledge graph 

Using the above manual approach to build the graph database, the most obvious challenge is time 

constraint. In the ideal case, all knowledge about waste valorisation is to be digested and stored in the 

knowledge graph. In practice, this cannot be achieved, especially with a manual approach, which limits the 

progress to the individual’s speed in reading and encoding the knowledge. To provide a gauge of magnitude, 

the proof-of-concept knowledge base took six months of work, producing 741 relations (or facts). In a 

related work by Benedetti, Holgado and Evans (2017), similar effort took the researchers 851 days8 to 

 
8 This estimation is based on the automatic digital timestamps found embedded within the source database file 

“Exploiting of Food 
Industry Waste of 

High-Value 
Products” R. 

Ravindran

“Current options for 
the valorization of 

food manufacturing 
waste: a review” 
Mirabella et al.

Search using 
keywords (e.g. 

“waste valorization”)

Library: paper collection on “food waste”

Input description, Output description, Reference, 
Conversion Process, Yield, Yield Units, Comments

Manual extraction

Data acquisition from literature data sources

To graph database



79 
 

document 425 relations (facts). Based on the experiences, it is estimated that the average rate of knowledge 

extraction ranges from roughly half to four entries per day of human effort. 

In the aspect of domain coverage, the prototype database comprises 741 relationship facts of valorisation 

technologies in the domain of food waste. In IS practice however, diversity is valued as a promotor of novel 

IS collaborations. Hence, a diverse set of waste is expected to be encountered in practice. Consider the use 

case of applying the graph database to support IS opportunities workshop opened to a wider range of 

industry sectors. When the graph database encounters a request to provide valorisation technologies or 

pathways related to the domain of plastic wastes for instance, there will be no output from the graph 

database as the knowledge content only pertains to food waste. Hence, to be an effective tool, more 

investment is required to construct a more comprehensive database under the current approach. 

The challenge of building a comprehensive database is compounded by the fact that the growth rate of 

scientific output roughly doubles every nine years (Bornmann, 2015; Mortenson and Vidgen, 2016). 

Recognising this limitation, Davis and Aid (2017) coined the term “encoding bottleneck” to describe the 

challenge faced in the context of leveraging the body of knowledge from literature to assist in IS matching. 

These experiences indicate that maintaining the knowledge graph is a costly endeavour in terms of time and 

money by conventional means. 

5.3.2 Relating to similar experiences from other application domains 

Triangulating the above conclusion with related experiences, Project Halo will be briefly discussed to lend 

further insights to the scale of the challenge. Project Halo was an initiative that aimed to create a “Digital 

Aristotle”, ambitiously described to be “an application encompassing much of the world's scientific 

knowledge and capable of answering novel questions through advanced problem-solving” 

(Friedland et al., 2004a). In practice, this project involved encoding the reasoning found in 70 pages from a 

chemistry textbook, which is reported to cost about US$10,000 per page (Halevy et al., 2009). This further 

suggests that knowledge capture and codification is potentially a costly endeavour. 

Another notable fact from the experience of Project Halo is from their failure mode analysis. According to 

Friedland et al. (2004b), one of the most common failure mode is due to the failure of the system developers 

to put in “good” chemistry knowledge into the system. This is due to the fact that the individuals developing 



80 
 

the system (i.e. computer scientists and programmers) were also the ones who input the chemistry 

knowledge into the system. This suggest that disparity in the domain knowledge of the individuals entering 

the knowledge into the system is a key contributor towards poor system performance. Therefore, in order 

to build a high quality and robust knowledge base, the experience from Project Halo suggests that 

employing individuals with the relevant domain knowledge to build the knowledge base is one crucial 

determining factor of success.  

Nevertheless, a gap exists between the level of domain knowledge and skills, and the nature of the task of 

building such a database. The task of database building is generally mundane and in practice, the ability to 

hire the required experts for such a task is a barrier in itself. The human factors of the lack of compelling 

task motivation and commensurate career rewards deter the rapid progress of the envisioned knowledge 

database. 

5.4 THE PROBLEM STATEMENT 

Given the challenges discussed previously and in Submission 5, Section 3, the following research question 

was established: 

 “How to efficiently and economically build a knowledge asset to support industrial 

symbiosis that can evolve with the dynamic environment of knowledge creation 

activities?” 

The approach selected by this research in addressing the research question is one of creating a method that 

links the relational knowledge of waste to their corresponding valorisation technologies, derived from the 

knowledge content provided by credible knowledge documents.  

5.5 THE PROPOSED METHOD 

As discussed in Section 4.7, the state-of-the-art of the tools supporting IS were largely out of use, while 

funded projects to develop new tools were underway. In essence, these new tools to be developed were 

intended to support the creation or replication of IS practices. The more prominent projects were 

SHAREBOX which aims to develop a secure inter-firm information exchange and sharing platform to 



81 
 

facilitate IS creation, EPOS approaches the problem from a methodological development perspective and 

aims to put together a suite of practical tools such as SWOT analysis and handbooks tailored for the context 

of IS, while MAESTRI addresses IS creation through a combination of basic ICT tools such as a manually 

gathered database of historical IS exchanges and methodological tools such as a bespoke version of the 

business model canvas and handbooks written to guide users to implement IS. 

As identified by Low et al. (2018), the body of scientific literature provides a rich source of raw knowledge 

to support identifying resource valorisation pathways. However, in its raw form, the body of scientific 

literature is akin to a crude source of information whereby valuable knowledge is embedded. Further mining 

and refining are required for its valuable uses. A natural language processing (NLP) approach was deemed 

relevant due to the nature of this raw information. The knowledge related to waste and its compatible 

processing technologies is predominantly captured in a medium that is in the form of natural language. 

Such textual data is referred to as unstructured data which according to Blumberg and Atre (2003) forms 

majority of the data available. In contrast, structured data are available in the form of well-organised rows 

and columns, where the meanings of rows and columns are well defined. Therefore, structured data typically 

consists of homogenous well-formed structures, whereas unstructured data typically comprises free-form 

text, loosely structured by grammatical and syntactical rules. NLP is the approach to deal with the latter, 

and it provides an avenue to tap into the valuable latent knowledge content offered by the vast libraries of 

documents contributed by the academic and inventive communities.  

5.5.1 Overview 

Specifically, an NLP pipeline architecture (Bird and Loper, 2004; Manning et al., 2014) is chosen to achieve 

the goal of this research. Such NLP pipeline architecture has also been applied for to analyse project 

documentation for the purpose of post-project reviews (Choudhary et al., 2009b). An NLP pipeline 

contains a series of data processing units. Each data processing unit can be considered as a basic building 

block of this architecture, consisting of its individual inputs and outputs. By chaining these basic building 

blocks in the appropriate sequence, the unstructured data can potentially be processed to achieve the desired 

result. Such an architecture design provides the following features: 

• Decompose end-goal into sub-problems that can be solved independently 
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• Enables swapping algorithms for each processing unit 

• Supports reuse of components for other purposes 

The features mentioned provides the following advantages that relate to the problem solving process. 

Firstly, due to the concept of linking up building blocks together, the initial problem can hence be 

decomposed into smaller sub-problems. Subsequently, these sub-problems can be solved independently. 

As such, it supports a divide-and-conquer approach to solving a problem. In this case, the ultimate goal is 

abstractly expressed as “to economically and efficiently build a knowledge asset to support industrial 

symbiosis that can evolve with the dynamic environment of knowledge creation activities” and offers little 

actionable item. However, by defining the sub-problems, actionable steps can be established to progress 

towards the ultimate goal. This also allows for systematic planning in practice. When the problem is 

appropriately decomposed into sub-problems, it facilitates long-term maintenance and improvement. The 

granular sub-problem definitions narrow the scope of expertise requirements, enabling the option of using 

division of labour to deploy more specialised expertise to tackle the sub-problem areas. 

Secondly, the pipeline allows the flexibility in the application of technological variants for each individual 

building block. Consider the case of a processing unit responsible in performing the task of classification. 

The options of technology variants include (but not limited to) Naïve Bayes, Support Vector Machine, 

Neural Network etc. Factors such as accuracy and processing time performance in the problem context 

may determine the specific variant or technology to apply. This also provides the option for future 

enhancements; whereby older technologies may be replaced by newer better technologies. 

Thirdly, as each processing unit independently performs a specific task, each unit may be reused for similar 

purpose in a different application, or even for a different purpose than the one that was originally designed. 

For instance, word vectors can be utilised to aid the classification task but can be reused for semantic 

matching for retrieving information. Therefore, establishing each building block also adds to a library of 

internal tools and competence to the sponsor company, which can be used to solve a range of problems. 

The proposed NLP pipeline is illustrated in Figure 5-9. The sections that follow describes each processing 

unit that constitutes to this NLP pipeline.  
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Figure 5-9: The proposed NLP pipeline 

5.5.2 Data acquisition 

The first component of the pipeline handles the data acquisition that provides the necessary inputs required 

to start the data processing tasks. Data acquisition is a data-engineering task, of which the main task is to 

implement the necessary techniques to acquire the data in reasonable time. In this case, the relevant data 

sources were identified (e.g. Elsevier) and the appropriate method to acquire the relevant data was 

established (i.e. Elsevier API calls). Effectively, this component connects to the relevant scientific database, 

acquires the data in the available format, and aggregates them into a local centralised location for subsequent 

retrieval. At the end of this stage, the data obtained is in its rawest form. 

5.5.3 Conversion 

The data obtained from the previous step exist in the formats determined by the data sources, which is not 

within the control of the data acquirer. Therefore, at this stage, a range of data formats is encountered, 

including CSV, PDF and XML. Developing the understanding the various data formats and identifying the 

relevant portions and locations of the required data is the first step towards implementing the specific data 

processing method at this stage. In general, this stage begins the refining of the data, converting them from 

their raw forms into a more homogenous and “cleaner” form. Hence, after this stage, macroscopically, the 

homogenous data forms (e.g. CSV, PDF, XML) are replaced with a homogenous form. More granularly, 

only specific portions of the data are retained (e.g. title, abstract, full-text, keywords, etc.) and irrelevant 

data (e.g. XML tags) discarded. 

5.5.4 Pre-processing 

Although the conversion has retained relevant portions of the data, significant noise still exists in the 

converted data. Therefore, the stage of pre-processing is to further prepare the data into a form that is 

suitable for the main processing step(s).  

Firstly, noise that exists within the text are removed by the following: 

Data acquistion Conversion Pre-process
Word vector 
generation

Detect 
entities

Relation 
extraction
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Removal of in-text referencing:  In-text referencing such as “[1]” and “(Yeo et al, 2018)” are removed 

as they do not form the main text body and introduces noise in the text.  The presence of in-text reference, 

whilst a common practice of the academic community introduces disruptions in sentence processing. Even 

through the fact may be articulated by the referenced entity, the key task of this pipeline is to identify the 

facts, but not the entities. Therefore, for this pipeline, these referencing are considered as noise and are 

removed. 

Non-terminating punctuations: Terminating punctuations are cues in texts that mark out sentence 

boundaries, while non-terminating ones (e.g. commas, quotations, brackets, additional whitespaces) do not. 

Therefore, these non-terminating punctuations are removed from text, as they do not add additional 

information as far as the domain specific type of text is concerned.  

Letter casing: In NLP, the typical pre-processing step is to normalise all text into a common case – the 

lowercase version is a common convention. The reason for this is to support case-insensitivity to the 

processing code – i.e. so that “Valorisation” and “valorisation” are considered the same word entity as 

opposed to being differently by the machine. 

Next, noun phrases are identified and joined into a single representation. For example, “waste cooking oil” 

is joined to form “waste_cooking_oil”. This step is necessary considering the following reasons. Firstly, 

noun phrases are of interest as they serve the grammatical function in conveying people, places or things. 

Since waste streams, processes and technologies are physical entities (i.e. things), therefore, their 

representation and appearances in text is expected to be in the form of noun phrases. Secondly, word-sense 

differ when words are grouped together in a phrase as opposed to its constituent words when used 

independently. This fact has to be taken into consideration when representing data for processing. Consider 

again the case of “waste_cooking_oil”, whereby its constituent words “waste” and “cooking” convey vastly 

different meanings to the original phrase. Therefore, in order for subsequent processing steps to treat the 

noun phrases according to their intended meanings, the words constituting to a noun phrase has to be 

joined. Another consequence of linking noun phrase together relates to the information retrieval process. 

When the nouns phrases are represented as a single entity, it enables the discovery of additional related 
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phrases. For instance, a query on “manure” may retrieve other related phrases such as “animal_manure”, 

“livestock_manure”, etc., instead of only retrieving “manure” itself.  

5.5.5 Word vector generation 

Up till this stage, the knowledge documents are still represented in a form that is human readable but lacks 

a representation that enables the machine to manipulate it a way that reflect the meanings embedded within 

the text. Basic search and retrieval is possible after the preceding stages, but the capability of the machine 

does not extend beyond direct string or keyword matching. In other words, the machine is only capable of 

locating of the exact sequence of characters that the user inputs. 

To enable further processing capabilities, word vectors are introduced. Essentially, this step creates a 

machine representation of the set of words derived from all the available knowledge documents. Word 

vectors is an NLP technique first developed by Mikolov et al., (2013) (known as word2vec) with the aim of 

using it to perform tasks related to word sense. Several applications of word vectors exist, including 

sentiment analysis (D. Zhang et al., 2015), text classification (Lilleberg et al., 2015), and in the context of IS, 

representing and computing similarity between waste and their receiving industries (Davis and Aid, 2017). 

As discussed in Submission 5, Section 4.3, the work of Davis and Aid (2017) provides a necessary clue – 

but insufficient – towards automating the process of directly extracting structured knowledge from pieces 

of raw texts (i.e. scientific articles and patents).   

At its core, word vectors are learnt by a shallow neural network, comprising one hidden layer in addition 

to the input and output layer. Word vectors are learnt by a task of trying to predict the surrounding 

contextual words within a window given a word. Empirically, word vectors have the properties of being 

able to represent words both semantically and syntactically, and embed semantic relationships within those 

output vectors (Mikolov et al., 2013a).  

The focus of this current work is the application of this knowledge to the IS domain specific problem 

context. In this work, the fastText training technique (Bojanowski et al., 2016) is used, which is a modified 

version of the original word2vec. The key difference of fastText lies in the training of word vectors with 

the inclusion of their ngrams (i.e. word components). Unlike its predecessor, fastText is able to handle out-

of-vocabulary words by constructing word vectors out of these ngrams. This technique works well in 
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practice due to the creators’ empirical observation that words sharing the common root form typically share 

related meanings.  

At the end of the training, the resultant fastText vector model is as a lookup table of vocabulary and its 

corresponding vectors existing as multi-dimensional floating-point numbers. Therefore, by itself, it has no 

practical use unless further query and computation is performed using those word vectors. Subsequent 

steps of the pipeline therefore focus on utilising these word vectors to achieve practical knowledge 

extraction. 

5.5.6 Key entities detection 

After the preceding four stages, the data available is now in two forms: (1) raw pre-processed text, (2) word 

vectors. To recap, this work aims to link the knowledge between wastes and the corresponding technologies 

capable of valorising the wastes. Thus far, there is still a considerable gap between the available data and 

achieving the main aim. To bridge this gap, an intermediate step of key entities detection is introduced, that 

combines datasets (1) and (2) to generate data annotations. Specifically, the concepts of waste and 

technological process need to be recognised within the text and the key entities is concerned with this 

particular task. Accordingly, the entity concepts of resource and process are defined as follows: 

resource: inputs or substances that can be accepted by any process  

process: any technological artefact that can be used to convert and transform one resource into another 

resource  

For instance, “waste cooking oil” is considered a resource, while “biodiesel production” is considered a 

process. As these two concepts are custom defined, no off-the-shelf solutions exist to detect such entities. 

Therefore, a customised model is required to be trained to enable the machine to recognise these concepts.  

The steps to recognising processes and resources are as follow: 

i. Retrieve nouns/noun phrases 

ii. Convert nouns/noun phrases into word vectors 

iii. Classify the word vectors into categories of “process”, “resource” or “others” 
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As discussed in Section 5.5.4, due to their grammatical function, nouns or noun phrases are used to convey 

people, places or things. Conceptually, process and resource constitute to the concept of things. This 

assumption is further validated by manually inspecting the current database entries that SIMTech possesses 

(Low et al., 2018). Hence, the nouns or noun phrases previously detected must first be retrieved. However, 

only a subset of all nouns or noun phrases represent either process or resource. Therefore, the next task is to 

separate the nouns into the categories of process, resource or others. This task cannot be achieved directly as 

the basis of separation is based purely on human definition. Furthermore, machines do not possess the 

innate capabilities of comprehension and perception required to perform the task of separation based on 

human definition. Therefore, to aid the machine in the process, the nouns or noun phrases are converted 

into their corresponding word vectors. Effectively, this maps the sequences of alphabetical characters into 

numerical representations. The basis of separation therefore relies on the numerical representations 

provided by the word vectors. Through experimentation, it was found that the trained word vectors provide 

an effective basis to separate the nouns into the three categories by applying supervised machine learning 

based classification algorithms. Experimental evidence, further discussed in Chapter 6, shows that utilising 

the word vectors could achieve an expected separation of the nouns to over 90% accuracy.  

5.5.7 Relationship extraction 

The desired final output of the pipeline is to obtain a representation of linked entities. In this context, the 

linked entities refer to the resource and their corresponding technological processes. Consider the case of 

waste cooking oil and biodiesel production. These two entities are linked by virtue that the resource can be 

utilised by the process as a productive input. In practice, the expected outputs of the relationship extraction 

are in the form of a tuple comprising <entity_1, relationship, entity_2>, whereby in this context, entity_1 and 

entity_2 are the processes and/or resources previously detected. An instance of a desired output would be 

<waste_cooking_oil, input_to, biodiesel_production>, indicating that waste cooking oil can be used as an input by 

biodiesel production process.  

At this stage of the processing pipeline, the available data are (1) raw pre-processed text, (2) word vectors 

and (3) resource and process annotations. The relationship extraction therefore is designed to exploit these 

three datasets to achieve the desired output. A snowballing approach (Batista et al., 2015; Brin, 1999) to 
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extract the relationship existing within the raw text is proposed. This approach has the advantage of starting 

with a small set of initially known relationship examples, and using those initial examples, derive other 

different relationship instances holding the same relationship. For instance, starting with an example of 

waste cooking oil and biodiesel production, it may lead to the discovery of the relationship food waste and 

anaerobic digestion (assuming it exist in the raw text) among others. The implementation of the relationship 

extraction is further discussed in Chapter 6. 

At the end of the proposed method, a collection of resource to process relationship pairs is generated. Such 

relationships are useful knowledge in the context of IS as they provide supporting information during idea 

generation and technology scouting to obtain more potential alternative usage possibilities of particular 

resources of interest. In the setting of IS facilitation activities, this set of extracted relationships acts as a 

knowledge base and serves as a complementary tool in addition to the personal knowledge of IS 

practitioners in providing suggestions of resource valorisation pathways.  
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6 IMPLEMENTATION AND TESTING 

Based on the proposed method discussed in Chapter 5, this Chapter presents an instance of implementing 

the NLP pipeline. As discussed previously, each building block within the pipeline achieves its defined task 

using their specified inputs and producing their specified outputs. The proposed method was discussed at 

the level of procedural abstraction, which by definition separates the idea from its spatial, temporal or 

physical form (Colburn and Shute, 2007). Consider the idea of a device capable of performing general 

computations (i.e. a computer). The idea (and the logical interactions of its components) itself is an example 

of an abstraction. The possible realisation of that idea can be in the form of cogs and gears, electronic 

circuits, quantum particles, etc. (Colburn and Shute, 2007); but the underlying fundamental idea remains 

unchanged. The process of abstraction replaces complex real-world details with a model capturing only the 

essential details that enables the subsequent mechanisation of the idea.  

In this case, the proposed NLP pipeline design is analogous to an idea designed to solve a real-world 

problem, whilst its physical form is an actual mechanisation of that idea. This Chapter focuses on the actual 

mechanisation of that abstraction. Drawing from the field of design science, the work undertaken in this 

EngD closely aligns with the Design Science Research Process Model (Figure 6-1) (Vaishnavi et al., 2004). 

According to Baskerville et al. (2018), Design Science Research “involves the creation and evaluation of a 

technical artefact” as a means to improve the current state. Placing the EngD work undertaken into context, 

the output of Chapter 5 is a proposal and tentative design, which corresponds with the awareness of 

problem and suggestion process steps. This Chapter pertains to the development and evaluation steps, 

which involve further development of the design into an instantiation. It is noted by Vaishnavi et al. (2004) 

that design science also focuses on examining the utility of the artefact, which is likely to engender iterations 

of new suggestions. Therefore, the work undertaken described in this Chapter adopts an empirical approach 

(Angelov, 2018) to progress towards the intended outcome. Conducting experiments to observe the real-

world behaviour of the technical artefact is a central tool employed to support an evidence-based approach 

to guide the decision-making process.  
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Source: Vaishnavi et al. (2004), p11 
Figure 6-1: The Design Science Research Process Model 

Providing an indication of the real-world constraint with regard to dealing with analysing data a large scale, 

Halevy et al. (2009) stated that “the first lesson of web-scale learning is to use available large-scale data 

rather than hoping for annotated data that isn’t available.” In this respect, instantiating the NLP pipeline 

design requires minimising the dependence on annotated data, which is non-trivial to obtain but a frequently 

underestimated task in terms of time and cost (Halevy et al., 2009).  Hence, the pragmatic stance of working 

with the data available rather than theorising that such data could have been available was adopted for the 

successful implementation. The following highlights the challenges and demonstrates the solutions applied 

to handle various practical data challenges encountered in implementing the proposed NLP pipeline. In 

Sections 6.1 to 6.4, the discussion will focus on the backend lower-level implementation and testing of the 

NLP pipeline. However, the NLP pipeline implementation is a backend component intended to support a 

frontend real-world application. Therefore, Section 6.5 and 6.6 will discuss and demonstrate the real-world 

frontend application that incorporates the NLP pipeline, which is the final product proposed to the sponsor 

company. 
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6.1 DATA PREPARATION 

The building blocks of data acquisition, conversion and pre-processing constitutes to the initial half of the 

processing pipeline. Collectively, they share the common objective of preparing incoming data into a usable 

form for subsequent processing. Each successive step progressively refines and augments the data with 

features required by subsequent steps. Therefore, during implementation, executing these steps with an 

understanding of the requirements of subsequent steps is critical.  

The data acquisition step requires building an interface to bridge the gap between the data that is available 

“in the wild9” and the location where the data analysis occurs. Even though it is reasonable to assume that 

data is widely available on the Internet, however in practice this presumption offers little utility as physical 

possession of the necessary data is absent at the outset. The task of harvesting the data from their originating 

sources is required to initiate the pipeline, otherwise, a cold-start10 scenario (Elahi et al., 2016) will be 

encountered.  

To implement this step, a review is performed to identify data sources that are most probable in providing 

the data required to derive knowledge about resources and the corresponding processes that uses those 

resources. First, it was assumed that academic and patent publications are authoritative sources of 

information where the knowledge of interest resides. Next, each data source was probed to examine the 

type of content available as well as their accessibility. Through this investigation, it was noted that although 

access to academic publications has been a perennial practice, evidence suggests that the mechanism to 

allow for rapidly accessing large volumes of publications was absent up until in the recent years (at the time 

of writing). Based on estimates derived from public information released by either the data provider (Hersh, 

2015; Lammey, 2017) or academic institution (MIT, 2015), the availability of large scale rapid access to the 

library of academic articles only occurred in the years 2014/15.  Table 6-1 provides a summary of the data 

sources surveyed. 

 

 
9 “In the wild”: an expression used by Halevy et al. (2009) referring to data directly obtained from their original sources 
unaltered, frequently heterogeneous. 
10 Cold start is a term referring to the situation whereby information systems will be unable to function as intended 
due to insufficient or missing data.  
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Table 6-1: Relevant data sources identified 

Data Source Content Type Accessible Content11 
Officially supported 
mechanism for 
rapid access 

ScienceDirect 
(Elsevier) 

Academic 
publications in natural 
sciences 

Full-text, abstracts, 
meta-data 

API 

Crossref (Wiley) 
Academic 
publications in natural 
sciences 

Abstracts, meta-data API 

SpringerLink 
Academic 
publications in natural 
sciences 

Abstracts, meta-data API 

Google Scholar 
Academic 
publications in natural 
sciences 

Abstracts 
None; Manual web-
crawling 

AcclaimIP Patent publications Abstracts Excel bulk export 

Google Patents Patent publications Abstracts, Full-text 
None; Manual web-
crawling 

The main mechanism for rapid access to the large content library is in the form of Application Programming 

Interface (API), a technology that enables information exchange between different software through 

predetermined communication protocols (Colburn and Shute, 2007). Academic and patent content is also 

publicly available through Google Scholar and Google Patents, respectively. However, further investigation 

revealed that there are no officially supported mechanisms to access the information in bulk. The only 

technical solution is through building a web-crawler that automates a human’s action on a web-browser. 

However, this option was eventually ruled out due to Google’s blocking12 and result-limiting13 mechanisms. 

In this implementation, the API of ScienceDirect was selected for academic articles due to the wider 

coverage of accessible content, while AcclaimIP was selected for patent publications primarily due to 

accessibility considerations. However, the processing pipeline framework does not limit to these data 

sources as input. The selection of suitable data sources is followed by the actual data acquisition.  

Although theoretically possible, accessing and acquiring the data libraries in its entirety is not practicable. 

Furthermore, due to their extensive and diverse domain coverage, it is expected that those libraries will 

 
11 Content accessibility is affected by the locale at which the investigation was conducted due to technologies such as 
IP address authentication, manual application procedure and API development stage. Additionally, as these APIs are 
continuously being developed and updated, and their policies revised, content accessibility is expected to improve 
over time. 
12 Google’s blocking mechanism includes captcha, IP address detection, rate-limiting and blacklisting 
13 The number of accessible results does not necessarily coincide with the total number of results displayed through 
empirical observation 
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contain a considerable proportion of irrelevant data (e.g. knowledge on medical treatment, astrophysics, 

psychology, etc.). Therefore, an appropriate practical approach is to obtain a sample from the entire library 

of documents, with reasonable confidence that the articles’ contents are targeted at the key concept of 

interest. Aiding this process are the built-in search engine functions of those data sources. These search 

engines, together with appropriate search terms function as a filter to segregate data in such a way that the 

likelihood of obtaining relevant data within the search result sample is high. The determination of the search 

term applies similar method performed during literature search undertaken throughout this EngD. Figure 

6-2 shows the process of search term determination. 

 

Figure 6-2: Search string determination 

For this instance, the relevant concept of interest is the intersection of “waste” and “valorisation”. Closely 

related terms were determined for the concepts and combined into the following search string: 

waste AND (valorisation OR valorization OR recovery OR recycling OR reuse OR conversion) 

Determine relevant 
concepts to query

Establish search 
query for concepts 

using synonyms

Combine concept 
search queries to 

search string

Perform search and 
retrieve results

Is results’ 
coverage 

comprehensive?

End

Start

No

Yes
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Following that, the search string was used as an input into the data providers. The time period of articles 

was also limited to 2014 and later (i.e. past five complete years from year-to-date). This is to maintain 

recency in the content for analysis. A script written in Python was implemented to interact with the API 

and bulk download the articles captured through the search process. A total of 175,731 academic articles 

were captured. An excerpt of the raw data documents retrieved is presented in Appendix B. 

After retrieving the raw data from the data providers, these data remain fragmented, consisting of varying 

formats and data structures. Furthermore, formats such as XML comprise other non-essential data (refer 

to Figure B-1, Appendix B). Therefore, the objective of the conversion step is to interpret the different 

data formats and extract the essential data fields. For this implementation, the following data fields are the 

minimum requirements of the document to be considered complete (incomplete documents are discarded): 

• Unique document identifier  

• Document title 

• Abstract 

• Full-text 

Subsequently, a document database (i.e. MongoDB) was used to store the captured articles. Each article is 

now represented as a data entry to store each article’s attributes (e.g. title, abstract, full-text, etc.). Figure 6-3 

shows a screenshot of a graphical user interface to the database providing visual feedback of the document 

database’s content.  

 

Figure 6-3: Screenshot of document database representing a raw document (MongoDB visualised using Robo 3T) 
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The final step in data preparation is data cleaning and pre-processing. The tasks in this step include 

removing in-text referencing and non-terminating punctuations. Custom rule-based procedures were 

written to perform these tasks. Following that, noun and noun-phrase detection was performed utilising 

spaCy NLP library which provides a range of standard tools to efficiently perform context-free pre-

processing tasks (Explosion AI, 2018). At the end of this stage, the dataset is augmented with the detected 

noun phrases for use in subsequent stages. Figure 6-4 shows an excerpt of a pre-processed document 

represented in the document database.  

 

Figure 6-4: Screenshot of the document database representing a pre-processed document 

At the end of the data preparation, the heterogeneous raw data is transformed into a representation that is 

uniform in format (sharing the same set of attributes) and consistent in content representation. Information 

previously implicit within the text (e.g. noun/noun phrases, sentence boundaries) are now explicated 

through the data representation format. However, the knowledge of interest still remains latent within those 

documents. The sections that follow detail the processes involved to refine this dataset to elucidate the 

knowledge that is embedded within them through the conduct of experiments. 
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6.2 WORD VECTOR GENERATION 

As described in Chapter 5 and Submission 5, Section 5.5, word vector generation involves the 

representation of words in a numerical format. At the procedural abstraction level, the word vector 

generation process receives a series of sentences and outputs the set of words constituting those sentences 

(i.e. vocabulary) with its corresponding numerical representation (Figure 6-5). This numerical representation 

is in the form of multi-dimensional vectors.  

 
Source: The author 

Figure 6-5: Illustration of the word vector generation process 

Empirically, it has been observed by researchers in the field that this particular method of word 

representation reflects the words’ real-world meanings in terms of relatedness and analogies (Allen and 

Hospedales, 2019; Mikolov et al., 2013b). As these studies are done in the domain of general knowledge, 

hence, at this stage, one could only hypothesise that word vectors may be useful in a more specific domain 

of application. In practice, factors affecting the quality of word vector generated include the nature of text 

inputs and the process parameter settings (Chiu et al., 2016). However, there is no universally recognised 

solution in evaluating the quality of word vectors being generated, hence Faruqui et al. (2016) suggested a 

task-specific evaluation approach. The suggested task-specific evaluation takes a pragmatic approach, 

relying on downstream tasks as a proxy measure of word vector quality. This implies that selection of 

specific word vector model can be done by measuring how well a task is performed by a specific application 

of the word vectors. This is a reasonable assumption as the word vector model is a means to an end. 

Ultimately, it is the downstream task that is of central interest. Therefore, selecting a suitable word vector 

model through a task-specific approach invariably aligns the purpose of the word vector with the generation 

and selection process. 

Word vector 

generation

Sentence 1

Sentence 2

…

Sentence n

Word 1 | [x1,1,x1,2….x1,i]

Word 2 | [x2,1,x2,2….x2,i]

…

Word m | [xm,1,xm,2….xm,i]

Word vector model

Document 

library
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6.2.1 Materials and method 

In order to implement the task-based evaluation approach, the downstream task has to be determined in a 

measurable way and implemented concurrently. In this case, the downstream task pertaining to the word 

vector model is to detect key entities that exist within text. In practice, this translates to the need to “look 

ahead” when executing this experiment. Therefore, for the purpose of word vector selection, experimental 

setup of detecting key entities is performed. A more detailed discussion of the preparation of experimental 

data required for the task is presented in Section 6.3.1.  

The generalised procedure of performing the word vector model generation and selection is as follows: 

Step 1: Determine the input/parameters of word vector generation process 

Step 2: Generate word vector model 

Step 3: Apply the word vector model to perform the pre-determined downstream task 

Step 4: Measure the performance of the pre-determined downstream task by the word vector  

Step 5: Iterate (by using another set of input/parameters) 

The generation of word vector model is performed in Python, utilising the Gensim package (Rehurek and 

Sojka, 2010). Briefly, the downstream task is a classification task, whereby given any noun or noun phrase, 

the classification algorithm is expected to predict if the noun or noun phrase belongs to the category of 

resource, process or others. To maintain consistency, a single classification algorithm is used throughout the 

experiment (in this case a neural network classifier). For every experimental iteration, the results of the best 

performing neural network is recorded. A ten-fold cross-validation process (detailed description in 

Appendix C) is performed to obtain the task accuracy estimates. The accuracy measures the proportion of 

correctly predicted items to the total number of predicted items. 

The variables in this experiment include: 

• The size of document corpus 

• Dimensions of word vectors 

• Training iterations of word vector model 

• Training window size of word vector model  
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• Pre-processing format of noun phrases 

6.2.2 Corpus size 

To investigating the effect of document corpus size, the full library of documents was first compiled (i.e. 

full library). Following that, this full library is randomly sampled to obtain half its original content (i.e. half-

sample). The full library and half-sample were then input into the word vector generation process and the 

corresponding downstream task performance measured. The settings of the other training parameters were 

left in their default settings. In terms of pre-processing format for this experiment, the noun phrases were 

not joined. Hence, only individual words are learnt by the word vector model. The results of this experiment 

are shown in Table 6-2. The results suggest that halving the document collection did not cause a significant 

drop in prediction performance. Nevertheless, provision of more documents still offers a slight 

improvement in performance. This has real-world implications as training a single word vector model is a 

time-consuming process, which can span over several days depending on the parameter settings, corpus 

size and computational resources. Therefore, in the case where computing resources are limited, halving 

the document library size is a viable option for consideration at the cost of minor performance impact. 

Where computing resources are readily available, a full library is always preferred. 

Table 6-2: Effect of corpus size on downstream task performance 

Corpus 
size 

Dimensions Training 
iterations 

Training 
window 
size 

Pre-
processing 
format 

Accuracy 
performance 

Performance 
gain 

Half-
sample  

50 5 5 
No noun 
phrase joining 

89.1% n/a (baseline) 

Full 
library 

50 5 5 
No noun 
phrase joining 

89.9% 0.9% 

6.2.3 Word vector dimensions 

Next, the dimension of the word vector is studied by varying this parameter. The dimensions were varied 

from its default setting to multiples of hundreds. The choice of the maximum dimension conducted in this 

experiment takes into consideration three factors. Firstly, pre-trained word vector models in the general 

knowledge domain are sized with the dimension of 300; examples of these word vectors include the model 

trained on Wikipedia articles by Facebook Research14 and the model trained on Google News dataset15. As 

 
14 Public repository of Wikipedia word vectors: https://fasttext.cc/docs/en/pretrained-vectors.html 
15 Public repository of Google News word vectors: https://code.google.com/archive/p/word2vec/ 
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such, this parameter setting is frequently used as a convention during various benchmarking studies (e.g. 

Bojanowski et al., 2016; Faruqui et al., 2015; Kenter, 2015). Secondly, word vector models support their 

continued training of pre-existing models to include additional documents. This continued training feature 

enables the addition of more content to pre-trained model subsequently, with the condition that the model 

parameters remain unchanged. Hence, to support this backward compatibility to other pre-trained models, 

the performance of the 300-dimension word vector model is of special interest. The third factor pertains 

to a more pragmatic nature. Due to the time required to train a single word vector model, compounded 

with the correlation between dimension parameter setting and time requirement, a terminating condition 

was set to end the dimension parameter variation. The dimension parameter variation was halted when no 

further performance improvement was observed with increasing the dimension parameter. The results of 

this experiment are presented in Table 6-3. By increasing the model dimensions from 50 to 100, the task 

performance gain is 1.6%. Increasing dimension to 200 improves the performance by 2.2% over the 

baseline. However, this observation does not perpetuate by increasing the dimensions further. A slight 

decrease in performance is observed at 300 dimensions. Figure 6-6 shows the relation between the accuracy 

performances over the range of dimension variations. The graph approximates a local maximum point at 

around 200 dimensions. The finding of the characteristic of a local maxima is corroborated by a separate 

study conducted in the domain of the biomedical field (Chiu, 2016, p171, Figure 5), whereby it was shown 

that the performance improvement was significant from low dimensional settings but plateaued at higher 

settings.  

Table 6-3: Effect of word vector dimensions on task performance 

Corpus 
size 

Dimensions Training 
iterations 

Training 
window 
size 

Pre-
processing 
format 

Accuracy 
performance 

Performance 
gain 

Full 
library 

50 5 5 
No noun 
phrase joining 

89.9% n/a (baseline) 

Full 
library 

100 5 5 
No noun 
phrase joining 

91.3% 1.6% 

Full 
library 

200 5 5 
No noun 
phrase joining 

91.9% 2.2% 

Full 
library 

300 5 5 
No noun 
phrase joining 

91.7% 2.0% 
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Figure 6-6: Accuracy vs word vector dimensions 

 

6.2.4 Training iterations 

Underlying the word vector generation process proposed by Mikolov et al. (2013) and Bojanowski et al. 

(2016) is the stochastic gradient descent (SGD) algorithm that runs iteratively to approximate the model’s 

weights (Ruder, 2016), in turn forming the word vectors (Rong, 2014). Due to its iterative nature, a 

parameter of the word vector generation is therefore the number of training iterations to perform. In 

general, the weight values of the model approximated by the SGD will converge towards its true value with 

more training iterations.  

In this case, increasing the training iterations did not return any significant performance (Table 6-4). The 

increase from five to ten iterations (at the cost of twice the training time) showed only marginal 

improvement of 0.1%. Conversely, iterations of 20 and above indicated a decrease in performance. Hence, 

little benefits can be gained by excessively increasing the iterations (i.e. more computing resources) for word 

vector training. The results also suggest the presence of an optimal point. Hence, small steps away from the 

default value of five can be experimented to find the optimal point. 
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Table 6-4: Effect of training iterations on task performance 

Corpus 
size 

Dimensions Training 
iterations 

Training 
window 
size 

Pre-
processing 
format 

Accuracy 
performance 

Performance 
gain 

Full 
library 

50 5 1 
No noun 
phrase joining 

89.5% n/a (baseline) 

Full 
library 

50 
10 1 

No noun 
phrase joining 

89.6% 0.10% 

Full 
library 

50 
20 1 

No noun 
phrase joining 

89.3% -0.31% 

Full 
library 

50 
30 1 

No noun 
phrase joining 

89.4% -0.15% 

Full 
library 

50 
40 1 

No noun 
phrase joining 

89.4% -0.16% 

Full 
library 

50 
50 1 

No noun 
phrase joining 

89.2% -0.35% 

Full 
library 

50 
60 1 

No noun 
phrase joining 

89.3% -0.30% 

Full 
library 

50 
70 1 

No noun 
phrase joining 

89.2% -0.40% 

Full 
library 

50 
80 1 

No noun 
phrase joining 

89.0% -0.60% 

 

6.2.5 Pre-processing format 

The pre-processing format in this case refers to the way in which the detected noun phrases are joined 

together into a single representation. There are two methods of joining noun phrases. The first method 

(Method 1) involves introducing an arbitrarily selected non-alphabetical character to concatenate the noun 

phrase elements. Most commonly practiced is the use of the underscore character (i.e. “_”). For instance, 

“waste cooking oil” is transformed into “waste_cooking_oil” using this method. The second method 

(Method 2) involves deletion of the word boundaries. Hence, using this method, “waste cooking oil” is 

transformed into “wastecookingoil”. The performance of these alternative noun-phrase representation will 

be compared against the baseline case of no noun phrase pre-processing. In general, although there is 

performance gain by pre-processing the noun phrases, the gains are minimal. The use of Method 1 

improved the performance by 0.2%, while Method 2 improved the performance by 0.3% over the baseline 

(Table 6-5). 
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Table 6-5: Effect of pre-processing format on task performance 

Corpus 
size 

Dimensions Training 
iterations 

Training 
window 
size 

Pre-
processing 
format 

Accuracy 
performance 

Performance 
gain 

Full 
library 

300 50 9 
No noun 
phrase 
joining 

92.3% n/a (baseline) 

Full 
library 

300 50 9 Method 1 92.5% 0.2% 

Full 
library 

300 50 9 Method 2 92.6% 0.3% 

6.2.6 Training window size 

The training window size controls the number of words before and after a target word to be used as input 

to the word vector generation process. The result suggests that lowering the training window size from the 

default value of five favours better performance. This also has a practical advantage as a smaller training 

window size implies a shorter word vector generation process.  

A possible explanation suggested by Chiu (2016) is that a larger window size favours topical representation 

of words while a smaller window size favours functional representation of words. Since the task used in 

this experiment is to classify noun phrases in terms of their function (i.e. process/resource), a smaller 

window size setting may be more suitable for such a use case.  

Table 6-6: Effect of training window size on task performance 

Corpus 
size 

Dimensions Training 
iterations 

Training 
window 
size 

Pre-
processing 
format 

Accuracy 
performance 

Performance 
gain 

Full 
library 

300 50 1 Method 2 92.8% 0.3% 

Full 
library 

300 50 2 Method 2 92.7% 0.2% 

Full 
library 

300 50 3 Method 2 92.7% 0.2% 

Full 
library 

300 50 5 Method 2 92.5% n/a (baseline) 

Full 
library 

300 50 7 Method 2 92.4% -0.1% 

Full 
library 

300 50 9 Method 2 92.6% 0.1% 

 

6.2.7 Use of pre-trained models 

As discussed, pre-trained models in the domain of general knowledge are readily available. However, it is 

unclear if the pre-trained models are suited to perform the specific task of interest. Therefore, in this 
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experiment, the use of a word vector model pre-trained on the English version of Wikipedia16 is examined. 

In addition, as these pre-trained models support the option to add new documents to augment the word 

vectors, the Wikipedia word vector model was further trained with the library of documents collected in 

this study using the default parameters. Table 6-7 compares the performance of the various word vector 

trained of different corpuses. The default Wikipedia word vector model achieved commendable 

performance. A possible explanation is the wide range of domain knowledge coverage encompassed by the 

Wikipedia text. Compared to the model trained with the custom full library of only relevant academic and 

patent articles, the Wikipedia model, performed comparably. By combining with additional domain specific 

text, the composite word vector model (Wikipedia combined with custom library) gained a 2% increase in 

performance in this case.  The results suggest that general knowledge word vector models can be used “off-

the-shelf” to obtain reasonable performance. However, one key disadvantage of using pre-trained models 

on general knowledge sources is the size of the word vector model. In this case, the Wikipedia word vector 

model is 8.6 GB in size, compared to the full library of custom domain specific content’s model with the 

size of 2.5 GB (70% smaller). From this perspective, it suggests that the use of custom domain specific 

content is more efficient at achieving comparable performance. Furthermore, the use of a large word vector 

model implies the need for higher system requirements of the machine and more processing time. 

Therefore, while pre-trained models offer the convenience and reasonable performance, the trade-off is in 

the processing time and system requirements to utilise the pre-trained models during runtime. Another key 

disadvantage of using pre-trained models is the inability to alter any model parameters to tweak the 

performance for the specific task. Hence, these models have to be used as-is, which precludes the option to 

further customise and improve. 

 

 

 
16 Public repository of Wikipedia word vectors: https://fasttext.cc/docs/en/pretrained-vectors.html 
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Table 6-7: Comparing performance by varying corpus content 

Corpus 
size 

Dimensions Training 
iterations 

Training 
window 
size 

Pre-
processing 
format 

Accuracy 
performance 

Performance 
gain 

Full 
Wikipedia 
English 
only 

300 5 5 
No noun 
phrase 
joining 

89.7% n/a (baseline) 

Full library 
only 

300 5 5 
No noun 
phrase 
joining 

89.9% 0.2% 

Full 
Wikipedia 
English 
augmented 
with Full 
library 

300 5 5 
No noun 
phrase 
joining 

91.5% 2.0% 

 

6.2.8 Heuristics derived from experimental observations 

Based on the experiments conducted on the word vector generation process, heuristic rules can be 

formulated to guide the training process to produce good performing word vector models. However, it is 

noted that these heuristic rules apply only to the specific downstream task defined for the experiments 

conducted. In this case, the defined downstream task is a classification task. These heuristics are summarised 

in Table 6-8. Apart from the expected task performance measurement, the time taken to train the word 

vector model may also have to be taken into consideration. This is especially so when the use case of the 

word vector model involves a short update cycle time (e.g. word vector models need frequent updating to 

handle dynamically changing input data).  Hence, defining a good word vector model may vary on a case-by-

case basis depending on the task as well as the specific use case. 
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Table 6-8: Heuristics for word vector generation 

Variable Heuristic for model tuning 

Corpus Size Use the full corpus size if computing resource permits. Otherwise, a 
compromise can be made by using a sub-sample of the full corpus with 
minimal adverse performance impact. 

Dimensions Model performance may be significantly affected by dimension selection. 
Due to the presence of an optimal point, start with a value of 200 and adjust 
in both directions to find the optimal point. If backward compatibility or 
benchmarking with other pre-trained models is required, use the dimensions 
according to those pre-trained models (e.g. 300 for Wikipedia pre-trained 
models) 

Training iterations Start with the default setting of five iterations. If computing resources permit, 
vary the training iterations in small steps in both directions and test the 
performance on downstream task. The time required to train scales linearly 
with the number of iterations. 

Training window size Minor impact on performance is expected by varying training window size. 
However, significant increase in computation time is expected with higher 
window size. Start with a window size of 1 and increase to observe for any 
significant changes in performance on downstream task. 

Pre-processing format Minor impact on performance is expected with the choice of pre-processing 
format. To reduce code complexity, do not join up the noun phrase. To 
obtain some performance improvement, use the deletion method to join 
noun phrases together.  

Corpus content The use of word vectors trained on bespoke domain knowledge is preferred 
for computational time and space efficiency during task execution. Use pre-
trained models only when computational resources are unavailable to train a 
custom word vector model. Note that the use of pre-trained models disables 
model parameter tweaking. 

6.3 KEY ENTITIES DETECTION 

In order to extract the knowledge of interest, the immediate task required is to recognise the key entities 

that exist within the text. In this instance, the entities of interest are resources and processes. As defined earlier 

in Chapter 5, resources are inputs or substances that can be accepted by any process, and processes are any 

technological artefact that can be used to convert and transform one resource into another resource. 

Consider the following statement:  

“[…] a method for biodegradable polymer production from renewable sources using lactic acid” 

Intuitively, from a human reader’s perspective, the process of understanding the above statement involves 

segmenting the statement into the different concepts it contains. The physical concepts of “biodegradable 

polymer production”, “renewable sources” and “lactic acid” can be easily identified. Following that, 
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“method”, “production from”, “using” provides cues to relate those physical concepts in a coherent 

manner. The ability to perform this task is a tacit form of knowledge, as it is a reasonable assumption that 

such tasks are sub-consciously performed and not explicated in its day-to-day practice. The Moravec’s 

Paradox (Moravec, 1988) conveys the point that lower-level tasks driven by human’s innate abilities and 

sub-conscious mind (e.g. recognising objects in images, walking, perception) demands higher computational 

complexity than higher-level tasks driven by deliberate conscious reasoning (e.g. playing checkers). Along 

this line, the mechanisation of the task of recognising the key entities within text onto a non-human artefact 

is not in the realms of a computer’s scope of built-in capabilities. Therefore, starting with a set of built-in 

capabilities of computers, this work extends those capabilities to achieve the goal. 

During the prior data preparation stage, the textual data were prepared in the form whereby the nouns and 

noun phrases are recognised, and sentences segmented from their original textual structure. The task of 

segmenting text into its elements based on fundamental grammatical rules and structures is beyond the 

scope of this work. Instead, the focus of this work is to decipher the meaning conveyed by the latent 

structures and elements of the text and representing them in a way that can be processed and utilised by 

the machine to derive practical utility. Taking a pragmatic approach, striving to emulate perfect human 

understanding is not the aim of this work. A task-oriented perspective is adopted to evaluate the developed 

methods in performing the predefined task of interest. 

First and foremost, the functional utility of those detected nouns and noun phrase needs to be determined. 

In this particular application domain, instances of the concepts of resources and processes needs to be 

recognised. The following discusses the experimental set up designed to achieve this task. 

6.3.1 Materials and method 

After the data preparation stage, the data available includes a set of nouns and noun phrases. As empirically 

observed, instances of the concepts of processes and resources are typically conveyed in the form of nouns and 

noun phrases. This observation coincides with the fundamental grammatical function that noun and noun 

phrases representing people, places or things (i.e. process and resources are things). This provides an initial 

indication for further investigation. More specifically, the instances of processes and resources can be viewed 

as mutually exclusive sub-sets of the set of nouns and noun phrase. The mutually exclusive condition is 
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present as an instance of a process cannot simultaneously be an instance of a resource, vice versa. This can be 

represented in the Venn diagram in Figure 6-7. 

 

Figure 6-7: Instances of resource and process in relation to nouns and noun phrases 

With this conceptual understanding established, the problem can subsequently be framed into a 

classification task. Specifically, given a noun or noun phrase, the task is to classify it into the pre-defined 

categories of resource, process or others. This leads to the subsequent problem of determining the basis by 

which the classifier carries out its classification task. 

In the preceding step, the word vector model was established, which is empirically observed to represent 

their real world meanings (Allen and Hospedales, 2019; Mikolov et al., 2013b). However, as noted by 

Chiu et al. (2016), those studies only examine their use case in the general knowledge domain, and their 

applicability to more specific domains are neither ascertained nor well-studied. Therefore, the following 

experimental setup aims to seek the answer to: “Can word vectors provide a suitable basis by which the 

instances of the concepts of process and resource be distinguished from a set of noun terms?” 

To conduct this experimental inquiry, a set of training data is required. At the outset, machines do not 

possess the innate ability to discern the concepts of process and resource. However, through human defined 

examples conveyed through the training data, the machines have the ability to approximate the human 

understanding of those concepts that allows it to perform the predefined task.  

As the concepts of process and resource are qualitatively defined based on the human understanding and 

experience to suit a bespoke use case, a ready training dataset is not available. Therefore, a solution that 

leverages on the author’s sponsor dataset was devised, as illustrated in Figure 6-8. This dataset was derived 

All nouns and 

noun phrases

Instances of 

resource

Instances of 

process



108 
 

from an earlier work by Low et al. (2018). It comprises 58 processes examples and 688 resources examples. This 

dataset was previously manually curated; hence, the assumption that this is the ground truth was made. 

However, this dataset is inadequate due to the following reasons. Firstly, the data only comprises two 

categories of examples. However, implicitly, the machine also needs to recognise the set of nouns that are 

not process and not resource (i.e. others). Therefore, a snowballing approach was used to generate more training 

data. A combination of a rule-based method, manual inspection and validation, and classifier-assisted 

generation was performed to efficiently generate more training data. The process is described in detail in 

Submission 5, Section 5.6.1.   

 

Figure 6-8: The snowballing process to iteratively train classification models and expand on labelled data set 

As this is a snowballing process, a terminating condition has to be determined to halt the process. To aid 

in determining the terminating point, a graph of classifier accuracy against training data size is plotted, as 

shown in Figure 6-9. The purpose of the plot is to determine the characteristic of increasing training data 

size on the classifier accuracy. It is noted that each successive stage of the snowball process adds new 

training data at an increasing rate. Therefore, a practical constraint of the manpower required to validate 

and curate the training dataset is taken into account to determine the terminating point. This is done in 

conjunction with the performance gain at every stage of the snowballing process. As observed in Figure 

6-9, the performance gain plateaus after stage 3 of snowballing. This implies that disproportionately more 

manpower is required to curate the training data compared to the performance gain. Therefore, due to this 

cost-benefit analysis, the snowballing process was halted at stage 4, giving a total of 15,189 data points as 

the starting data set for the experiment. 
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Figure 6-9: Experimental results of accuracy vs relative training data size (at Stage 4 of snowballing) 

Using the prepared dataset, various classifier algorithms were tested to select the best performing one. In 

this experiment, the following classifier algorithms were tested: Support Vector Machine (SVM), Neutral 

Network, Logistic Regression, k-Nearest Neighbour and Naïve Bayes. The parameters of the models were 

systematically varied and a ten-fold cross-validation process was performed (Appendix C) to obtain their 

performance estimates. For each classifier, the parameters giving rise to the best accuracy were selected and 

compared. 

6.3.2 Results 

The procedure described in Section Materials and method was performed, and the resulting ten-fold cross-

validation results are shown in Table 6-9 for the various classifiers tested. The accuracy score metric was 

recorded for every iteration of the ten-fold cross-validation process. At the end of the ten-fold cross-

validation, the mean and standard deviation of the ten runs was computed. The mean and standard 

deviation approximates the expected performance on out-of-sample data. To further validate the 

performance estimates derived from the ten-fold cross-validation, the trained classifiers were finally tested 

on the test data set.  
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Table 6-9: Ten-fold cross-validation results of classifiers 

Ten-fold cross validation 

Neural Network 

0.939 0.926 0.922 0.933 0.928 0.924 0.922 0.933 0.933 0.941 

Mean: 0.930 Standard 
Deviation: 

0.006       

SVM         

0.927 0.923 0.932 0.917 0.925 0.919 0.922 0.922 0.923 0.937 

Mean: 0.925 Standard 
Deviation: 

0.006       

Logistic Regression        

0.913 0.904 0.915 0.908 0.914 0.907 0.913 0.908 0.910 0.919 

Mean: 0.911 Standard 
Deviation: 

0.004       

k nearest neighbour        

0.908 0.882 0.890 0.903 0.902 0.888 0.885 0.876 0.889 0.897 

Mean: 0.911 Standard 
Deviation: 

0.004       

Naïve Bayes         

0.715 0.709 0.716 0.722 0.714 0.691 0.715 0.700 0.721 0.685 

Mean: 0.709 Standard 
Deviation: 

0.012       

Table 6-10 shows the performance of the classifiers tested. The results obtained through the ten-fold cross 

validation process provides an estimate of the classifier performance on out-of-sample (i.e. real-world) data. 

The mean accuracy score and standard deviation of the ten-fold cross validation process provides the 

estimated central tendency and spread of the classifier’s true performance based on the training and 

validation dataset. Additionally, the accuracy score derived from the test set (i.e. out-of-sample dataset) 

provides additional indicative evidence to detect any overfitting of the classifiers. In the case whereby the 

accuracy score of the test set varies significantly from the mean accuracy score predicted via the validation 

set, it is indicative of an overfitting. Based on the results obtained, there is no evidence to suggest of 

overfitting of the classifiers. 

Table 6-10: Classifier performance estimates 

Classifier 
Mean accuracy 

score 
(validation set) 

Standard 
Deviation 

Mean train-test 
time (s) 

Accuracy score 
(test set) 

Neural Network 93.0% 0.6% 35.8 93.1% 

SVM 92.5% 0.6% 25.5 92.9% 

Logistic Regression 91.1% 0.4% 0.5 91.8% 

k-nearest Neighbour 89.2% 1.0% 2.5 89.3% 

Naïve Bayes 70.9% 1.2% <0.1 72.4% 
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As observed from the results, the neural network based classifier is the best performing classifier, followed 

by the SVM based classifier, which achieved comparable performance. Comparatively, although the neural 

network performed better than the SVM, in terms of the time taken for training and testing the model, 

SVM outperformed the neural network. These classifier characteristics may have practical implications. For 

example, if the application of the classifier requires quick cycles of training and prediction, classifiers with 

shorter train-test period is favoured, at the expense of accuracy. The logistic regression based classifier may 

be selected despite not being as accurate compared to the SVM or neural network based counterparts due 

to its far superior train-test time. Such trade-offs may be made in practice depending on the use case of the 

classifier. Comparing the mean accuracy score estimated by the ten-fold cross validation process to the 

accuracy score on the test set shows little variation in both sets of scores. The former provides an estimate 

of classifier performance on out-of-sample data, while the latter simulates an instance of out-of-sample 

data, which was removed from the training process at the outset. A significant variation between both sets 

of scores is indicative of possible overfitting. Since the scores on the test set is similar to that estimated by 

the validation set, the possibility of overfitting is low. 

Relating back to the question of “Can word vectors provide a suitable basis by which the instances of the 

concepts of process and resource be distinguished from a set of noun terms?”; the classifiers were reframed as 

individual raters providing the classification of the individual data points. As the point of reference, the 

dataset comprising the true classification is assumed to be an ideal rater. These trained classifiers are 

compared against an ideal rater to provide an indication of how similar they perform. If the evidence suggest 

that the classifiers are in agreement with the ideal rater, it implies that the individual classifier is sufficiently 

able to distinguish between instances of the concepts of process and resource. More generally, it implies that 

word vectors can be utilised as a suitable basis by which the instances of concepts of process and resource can 

be separated. 

In line with measuring the strength of agreement between the ideal rater and the machine learning based 

classifier, the Cohen’s Kappa statistic is used (Carletta, 1996). It provides an indication of the strength of 

agreement by taking into account the possibility that the agreement between the ideal rater and the classifier 

occurring by random chance. Essentially, it measures the proportion of observed agreement, corrected by 

the probability of agreement by chance, given by the equation: 
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Equation 6-1: Cohen’s Kappa 

𝜅 =
𝑃(𝑐) − 𝑃(𝑟)

1 − 𝑃(𝑟)
 

P(c) is the probability of the classifier’s rating coinciding with the ideal rater, P(r) is the probability of chance 

agreement. Therefore, the larger the Cohen’s Kappa value, the closer the agreement between the classifier 

and the ideal rater. The detailed computation procedure is given in Appendix D. Table 6-11 provides an 

indicative guide to interpret the Kappa statistic value suggested by Landis and Koch (1977). For instance, 

a Kappa statistic of 0.81-1.00 indicates that there is nearly perfect agreement between the classifier and the 

perfect rater.  

 Table 6-11: Kappa statistic interpretation  

Source: Landis and Koch (1977) 

Kappa statistic Strength of agreement  
(between prediction and actual) 

< 0.00 Poor 
(worse than random guessing) 

0.01-0.20 Slight 
0.21-0.40 Fair 
0.41-0.60 Moderate 
0.61-0.80 Substantial 
0.81-1.00 Almost perfect 

Table 6-12 shows the computed Cohen’s Kappa statistic of the classifiers with respect to the ideal rater. 

The results suggest that classifiers can be trained to achieve a reasonable level of agreement with an ideal 

rater, as in the case of SVM, neural network and logistic regression. The poorer performing classifier 

attained moderate agreement with a perfect rater, nonetheless. This evidence lends support that using word 

vector to represent the terms of interest can provide a viable basis to automatically distinguish the concepts 

of resource, process and neither in this particular use case. However, the selection of classifier algorithms has 

to be conducted to determine the most suitable one for the specific application. Further details of the 

classifier test results are found in Appendix E. 

Table 6-12: Kappa statistic for classifiers 

Classifier Kappa statistic Strength of agreement 

Neural Network 0.895 Almost perfect 

SVM 0.892 Almost perfect 

Logistic Regression 0.875 Almost perfect 

k-nearest Neighbour 0.838 Almost perfect 

Naïve Bayes 0.592 Moderate 
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In the final model used to progress to the next step, a neural network based classifier was selected and 

trained on the full set of labelled data. Table 6-13 shows the performance estimate of the finalised classifier 

model using the ten-fold cross-validation procedure. The expected model accuracy is approximately 93%.  

Table 6-13: Ten-fold cross-validation of finalised model 

Ten-fold cross validation 

0.941 0.924 0.932 0.939 0.927 0.930 0.937 0.935 0.927 0.933 

Mean: 0.932 Standard 
Deviation: 

0.005       

6.4 RELATION EXTRACTION 

The final component of the NLP pipeline comprises a relationship extractor, which has the main task of 

extracting the required relations from a set of text input. This set of text input is considered naturally 

constructed as the sequence of words and vocabulary usage is fully determined by the original researchers 

and inventors of the knowledge (i.e. knowledge creators). As such, the set of text input is an artefact left by 

the knowledge creators, which is a proxy representation of their knowledge. However, as the artefact is in 

the form of freeform text, there is limited functionalities that machines can perform on the latent knowledge 

within the text in its original form. The task of this final component of the NLP pipeline is therefore to 

refine the artefact and extract useful latent knowledge into a form such that the knowledge can be further 

manipulated and used for higher-level functionalities such as facilitating the recommendation of waste to 

resource matching.  

More specifically, relationship based knowledge is of particular interest in the context of IS as data involving 

waste to resource conversion is highly relationship laden (Low et al., 2018). Therefore, the final component 

of the NLP pipeline is framed as a task to extract relationship based knowledge from the text input. The 

expected output of the NLP pipeline is a set of valid relationships. Specifically, the output is a set of ordered 

pairs (i.e. <entity 1>, <entity 2>) whereby the pair elements are bound by a relationship. In the context of 

this work, <entity 1> refer to a resource and <entity 2> refer to a process, as defined in Chapter 5 – Section 

5.5.6, while the relationship binding <entity 1> and <entity 2> is by which the resource can be utilised by 

the process as an input.  
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The relationship extraction process is performed in a snowballing process (also known as bootstrap 

method). A snowballing approach was selected as it does not require any manually annotated data (i.e. 

labelled data) which is not readily available. As Halevy et al. (2009) suggest based on their experience at 

Google, the use of available data in web-scale machine learning is a more viable approach as opposed to 

expecting the availability of annotated data that does not exist. Therefore, the focus of the relationship 

extraction is to achieve the outcome by minimising the annotated data required.  

The snowballing process takes advantage of the pattern-relation duality described by Brin (1999). In 

essence, the snowballing process aims to use a combination of identifying the patterns containing the target 

relationship instances, as well as identifying relationship instances from patterns that are highly likely to 

contain those relations. In this context, a pattern refers to the surrounding contextual words that co-occur 

with respect to the target relationship instance (Brin, 1999). Utilising this fundamental principle, Brin (1999) 

further proposed the Dual Iterative Pattern Relation Expansion (DIPRE) method and tested this method 

on extracting author-(book)title from a web repository. The DIPRE method utilised the regular 

expression17 (Brin, 1999): 

*prefix, author, middle, title, suffix* 

Where author is restricted to: [A-Z][A-Za-z .,&][A-Za-z.], title is restricted to: [A-Z0-9][A-Za-z0-9 

.,:'#!?;&][A-Za-z0-9?!] 

It can be observed that the pattern defined by Brin (1999) is specific to the case of finding author-title 

relationship instances, and Brin further noted that the success of DIPRE largely depends on defining the 

patterns. Nevertheless, the extension to a more generalised application of pattern definition remains 

missing. In the context of author-title relationships however,  Brin (1999) was able to demonstrate that 

DIPRE was able to extract more obscure book titles that were not listed in major online sources, which 

indicated that this method has the potential to construct a more complete listings of book titles compared 

any existing book databases. Agichtein and Gravano (2000) further extended and generalised DIPRE in a 

system named Snowball. The definition of a pattern is further refined to the words that occur to the left, 

 
17 Regular expression, or regex in short, is a programmatic method for advanced string search, and it is a standard 
library available in modern programming languages (e.g. Python, .NET, Java, etc.)  
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middle and right with respect to the relationship instances. These patterns were further clustered to form 

extraction pattern groups. Instead of regular expression used in DIPRE, Snowball utilised term-frequency 

inverse document frequency (TF-IDF) to measure similarity of the patterns. Subsequently, Batista et al. 

(2015) proposed Bootstrapping of Relationship Extractors with Distributional Semantics (BREDS), which  

largely preserved Snowball’s architecture, but replaced TF-IDF with word2vec based vectors to compute 

similarity of the patterns. 

As Snowball and BREDS achieved the state-of-the-art precision ranging from 73% to 98% in the various 

relationship contexts tested, they serve as a good initial starting point towards extracting resource to process 

relationships. However, both Snowball and BREDS share the same key assumption that if a relationship 

instance contradicts with the user-defined initial seeds, it is considered as a negative match. This assumption 

is advantageous in the context of organisation-location relationship demonstrated by Snowball (Agichtein and 

Gravano, 2000), as well as the contexts of company-acquired, founder-of, company-headquarter, and person-affiliation 

demonstrated by BREDS (Batista et al., 2015), as a contradiction with the original seeds can be taken as an 

incorrect relationship. Consider the case of <Microsoft, Bill Gates>, a founder-of relationship pair 

functioning as the seed. If a candidate extracted relationship instance is <Microsoft, Steve Ballmer>, then 

due to the contradiction with the seed, this extracted relationship is treated as a negative match. More 

generally, both Snowball and BREDS inherently impose a one-to-one relationship restriction. However, 

this restriction conflicts with the goals in the context of extracting resource to process relationships, which by 

nature is not restricted to one-to-one relationships. For instance, polyethylene can be recycled by melting 

down or undergo pyrolysis process; food waste and animal manure are possible inputs to the anaerobic 

digestion process. Therefore, in this context of extracting resource to process relationships, a more conservative 

assumption is to include the provision for many-to-many relationships. The alteration of this fundamental 

assumption renders Snowball and BREDS unable to be applied directly for extracting resource to process 

relationships, both of which have the one-to-one assumption embedded in their algorithms. 

In order to support many-to-many relationships, firstly, the definition of a negative match is required to be 

altered. Previously in Snowball and BREDS, any contradictions with the seed examples are treated as a 

negative match, which should not be the case in the context of resource to process relationship. Therefore, the 

algorithm is modified in such a way that a match will only be considered as a negative only if it contradicts 
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with a user-defined negative example; otherwise, it will be treated as an unknown relationship. An unknown 

relationship may contain a valid or invalid relationship, but it is classified as unknown as there is insufficient 

information to determine its validity given the considerations of the algorithms. However, the introduction 

of this initial modification implies that the algorithm will encounter a large proportion of unknowns, given 

the expected small number of positive seeds initially. Given that the confidence of a pattern is 

fundamentally linked to the probability of extracting a positive relationship instance, a large number of 

unknowns implies that low confidence of patterns will be encountered frequently. 

To deal with the large proportion of unknown relationship, further analysis of the unknown relationships 

is required. This leads to a second modification, which involves the incorporation of the property of analogy 

vector representation widely observed by various researchers (Allen and Hospedales, 2019; Levy et al., 2018; 

Mikolov et al., 2013a). Allen and Hospedales (2019) summarises this property of word embedding to satisfy 

the following approximation: 

𝑣𝑏∗ ≈ 𝑣𝑎∗ − 𝑣𝑎 + 𝑣𝑏 

 𝑣𝑎, 𝑣𝑏  represent the word vectors for analogy pair a-b, while 𝑣𝑎∗, 𝑣𝑏∗  represent the word vectors for 

analogy pair a*-b*. To illustrate with a practical example, we take a general instance of the analogy pairs 

United Kingdom-London and Japan-Tokyo. Therefore, the vectors of their respective word vectors will 

satisfy the approximation: 

𝑣𝑇𝑜𝑘𝑦𝑜 ≈ 𝑣𝐽𝑎𝑝𝑎𝑛 − 𝑣𝑈𝑛𝑖𝑡𝑒𝑑 𝐾𝑖𝑛𝑔𝑑𝑜𝑚 + 𝑣𝐿𝑜𝑛𝑑𝑜𝑛 

Utilising this approximation property, the extracted unknown relationship can be further compared with 

the initial seeds to search for the existence of an approximate analogy match with respect to the seeds. 

Effectively, this allows for detecting valid relationships within the set of unknown extracted relationships. 

Take for instance; consider the seed pair <waste cooking oil, transesterification>. By matching of seeds 

alone, the pair <waste frying oil, transesterification > will be considered a positive match, but the pair 

<food waste, anaerobic digestion> will not be considered an unknown as it differs from the seeds in terms 

of entities. However, by utilising analogy match, <food waste, anaerobic digestion> will be considered as 

a positive match. In sum, this incorporation enables more recognition of valid relationship matches with 
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respect to the seeds provided. Overall, Figure 6-10 illustrates the process of determining if the extracted 

relationship instances are considered positive, negative or unknown.  

 

Figure 6-10 : Decision-making process of determining if the extracted relationship instances are considered positive, negative or unknown 
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Another limitation of Snowball and BREDS lies in their use of direct string matching to search for 

relationship instances that exist within the input text. Direct string matching refers to the seeking of 

character-by-character correspondence of the text of interest and its appearance within the input text. The 

use of the direct string matching approach presents a practical challenge in matching entities in practice. 

In reality, resources and processes can have synonymous terms, whereby a single concept can be represented in 

various word forms. The multiplicity of concept expression has traditionally resulted in taxonomy 

challenges in actual IS data collection and matching process (Laybourn and Lombardi, 2007). This is further 

explained by Davis et al. (2010), comparing the various characteristics of knowledge representation media 

spanning across human-centric (e.g. raw text) and computer-centric counterparts (e.g. database) (Figure 

6-11). Although human-centric representation provides a rich and highly expressive avenue for representing 

concepts and ideas, due to its allowance for ambiguity, usage of synonymous terms and flexibility, it also 

leads to challenges in data processing by machines (Davis et al., 2010). Nevertheless, human-to-human 

communication utilising natural language expressions can occur in the day-to-day lives to considerable 

success due to the significant common “cognitive and cultural context” shared by the communicating 

parties alike (Halevy et al., 2009). Halevy et al. (2009) succinctly described the phenomenon as “the same 

meaning can be expressed in many different ways […]”. Similarly, recognising this key issue in the context 

of cognitive AI applications, Yann LeCun the Chief AI Scientist at Facebook, stated that “The problem is 

that language is a very low-bandwidth channel. Much information that goes through language is because 

humans have a lot of background knowledge to interpret this information.” (Simonite, 2017).  
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Source: Davis et al. (2010) 

Figure 6-11: Characteristics of human-centric and machine-centric knowledge representations 

Placing the above observations by various researchers and industrial practitioners into the context of a seed 

based relationship extraction algorithm, it implies that by utilising the approach of direct string matching 

to find relationship instances, it imposes high rigidity on the relationship matching function of the 

extraction algorithm. The high rigidity imposed conflicts with the task of extracting useful knowledge 

expressed in their original unaltered form. Therefore, by using a highly rigid approach, similar concepts 

(word senses) are omitted due to their nuanced variations in word forms. 

Consider the input text “waste frying oil can be used for biodiesel production”. If the string being searched 

is “waste frying oil”, the simple matching will identify that the first three words of the inputs text 

corresponding to the string being searched. However, the resource concept of “waste frying oil” can 

similarly be represented as “waste cooking oil”, both of which can be intuitively recognised by human 

readers as reasonably identical in meaning (i.e. similar word sense). In contrast, the use of direct string 

matching approach does not consider these nuances in language that enables the identification of closely 

similar or identical concepts due to the heterogeneous and imprecise human expressions for a concept. 
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Such examples are abundant in real world, including: (ethene, ethylene, C2H4), (CO2, carbon dioxide), 

(paperboard, cardboard), (manure, dung), etc. 

To address the issue of heterogeneous word forms posing a challenge to the algorithm in finding 

relationship instances matching the initial seeds, a word sense based matching process was introduced to 

mitigate the rigidity imposed by the direct string matching approach. Instead of character-by-character 

correspondence matching, the word forms are transformed into word vector forms, after which these 

vector representations will be used to compute their relative similarities by their cosine distance. In 

principle, word forms that are sufficiently similar in their word sense will be considered a match.  

The advantage of this approach is two-fold. Firstly, in cases whereby there is no character-by-character 

match of the seeds that exist within the input text, the word sense based approach still allows the 

opportunity to search for instances that are close in meaning to the seeds. Secondly, this approach can 

quickly expand the detected relationship instances even with a small number of initial seeds, which increases 

the rate of capturing extraction patterns that are used to extract during the snowballing process. 

Incorporating the features described above, the finalised snowballing process is illustrated in Figure 6-12. 

The process begins with a set of input corpus and a set of pre-defined entity seed pairs, which functions as 

inputs from domain knowledge to define the relationship of interest via valid examples. Using those seeds, 

the word sense matching algorithm searches for entity matches with respect to the positive seeds to identify 

the occurrences of those entity pairs within the input corpus. After the entity pair occurrences are identified, 

the context patterns are extracted and clustered based into pattern groups. Utilising those pattern groups, 

the input corpus is analysed to determine the occurrences of those pattern groups and their corresponding 

relationship instances are extracted. These relationship instances are further examined with respect to the 

seed pairs in terms of word senses as well as in terms of analogous matches. The pattern groups’ confidence 

are then updated according to the number of resultant positive, negative and unknown relationships 

extracted. The extracted instances’ confidence are subsequently updated based on the confidence scores of 

all the patterns that extracted them as well as their similarity to those patterns. Finally, the extracted 

instances with confidence scores of above a pre-determined level (i.e. a model parameter) are added to the 

positive seed set, and subsequent iterations proceed in the similar manner. 
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Adapted and modified from: Agichtein and Gravano (2000); Batista et al. (2015); Brin (1999) 

Figure 6-12: Snowballing process for relationship extraction 

To illustrate the chain of events set off by the algorithm, an example instance of the snowballing process is 

shown in the following. Starting from a small set of initial seeds (Table 6-14), the word sense matching 

seeks matching instances from the input corpus with respect to the initial seeds provided.  

Table 6-14: Initial seeds 

Seed no. Resource Process 

1 food waste anaerobic digestion 
2 tyres pyrolysis 
3 sewage sludge anaerobic digesters 

The word sense matched instances with respect to the initial seeds listed in Table 6-14 is shown in Table 

6-15. 

Table 6-15: Matching instances from input corpus to initial seeds 

Seed 
<Resource, Process> 

Match instances 

<food waste, anaerobic digestion> • <food waste, anaerobic digestion> 

• <food waste, digestion> 

• <agricultural waste, anaerobic digestion> 

• <yard waste, anaerobic digestion> 

• <biowaste, anaerobic digestion> 

• <garden waste, anaerobic digestion> 

• <solid food waste, anaerobic digestion> 

• <catering waste, anaerobic digestion> 

Define entity pair 
(seed)

Match sentences 
contain the seed 

pair

Extract context 
patterns

Extract relation 
instances using 

context patterns

Compute pattern 
and instance 
confidence

Add confident 
instances to seeds

e.g. waste cooking oil; 

biodiesel production

e.g. Transesterification reactions 

were carried out for 1 h using waste 

frying oils (WFOs), methanol, and 

sodium hydroxide as catalyst. 

Before, 

Between, 

After

e.g. … results obtained for the 

adsorption of metals using chicken 

feathers …



122 
 

Seed 
<Resource, Process> 

Match instances 

• <municipal solid waste, anaerobic digestion> 

• <food processing waste, anaerobic digestion> 

• <segregated food waste, anaerobic digestion> 

• <agricultural waste, anaerobic fermentation> 

• <agricultural waste, anaerobic ensiling> 

• <municipal solid waste, anaerobic digestion process> 
<tyres, pyrolysis> • <tyres, pyrolysis> 

• <scrap tyres, pyrolysis process> 

<sewage sludge, anaerobic 
digesters> 

• <sludge, anaerobic digester> 

• <sewage sludge, anaerobic lagoons> 

• <sewage sludge, anaerobic mesophilic digestion plant> 

• <sludge, anaerobic reactors> 

• <sewage, biodigesters> 

• <sludge, anaerobic digesters> 

• <sludge, anaerobic digestion plant> 

• <sludge, digesters> 

• <sludge, mesophilic single anaerobic digestion reactor> 

From the matching instances above, the word contexts of those matching instances are clustered to form 

pattern groups, shown in Table 6-16. 

Table 6-16: Patterns captured from match instances 

Pattern 
group 

Pattern <BEF, BET, AFT> 

1 ▪ <BEF livestock_manure sludge and, BET heat energy was generated by, 
AFT and for other> 

▪ <BEF due to the, BET generated in the, AFT which used as> 

2 ▪ <BEF namely increased recycling, BET composting and the, AFT of 50 
of> 

▪ <BEF the diversion of, BET to animal_feed before composting or, AFT 
as proposed under> 

3 ▪ <BEF compared to the, BET loaded only with, AFT> 

▪ <BEF Nevertheless the, BET loaded with, AFT without pre-treatment 
showed> 

4 ▪ <BEF Originally, BET is used for, AFT in the Netherlands> 

▪ <BEF kg CO2_e/tonne organic, BET was used for, AFT as derived by 
for> 

▪ <BEF situation in which, BET was used for, AFT and laying hen> 

▪ <BEF in this study, BET was used for, AFT> 

5 ▪ <BEF and found that, BET treatment with, AFT offered the fewest> 

▪ <BEF widely used for, BET treatment, AFT composting incineration 
and> 
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Finally, a set of relationship is extracted from the input corpus by the patterns. An example of relationship 

extracted is shown in Table 6-17. 

Table 6-17: A single example of relationship extracted from input corpus by patterns captured 

Sample extraction output 
Data field 

 
Data value 

Instance <food waste, gasification> 

Sentence Landfilling is the most common method of food waste disposal (~54%) 
but composting, incineration, anaerobic digestion, gasification, 
combustion, torrefaction, and pyrolysis are also used –. Similarly, 
wastewater sludge generated during the treatment of domestic and 
industrial wastewater represents a second potential energy resource. 

DOI 10.1016/j.rser.2018.07.057 

6.4.1 Materials and method 

Several experiments were conducted to establish an understanding of the characteristics of the implemented 

NLP pipeline – firstly, to understand the effect of word sense matching implementation and secondly, to 

estimate the accuracy of the knowledge extracted by the NLP pipeline. 

6.4.1.1 Word sense matching 

The proposed word sense matching algorithm was tested to observe the algorithm’s characteristics in 

expanding its conceptual matching of seeds to text. The word sense matching algorithm was tested with 

various seeds at varying similarity parameter and its output for every trial was collected and examined. The 

similarity parameter is a variable, which in theory allows the control of the proximity of term matches based 

on the cosine distances of the terms of interest. A cosine distance value of one corresponds to an exact 

term match (i.e. cosine distance between “manure” and “manure” is one), while cosine distance values close 

to one indicate closely related terms (e.g. cosine distance between “waste frying oil” and “waste cooking 

oil” is 0.84). The characteristics of the matches produced by the algorithm at varying levels of similarity 

parameter was subsequently examined to understand the characteristics of the rate of concept expansion 

by altering this model parameter. 

6.4.1.2 Evaluation of knowledge output 

The evaluation of the knowledge output obtained from the NLP pipeline is performed via two approaches 

– an automatic evaluation approach and a manual human validation approach. These two independent 
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approaches were performed for the purpose of triangulation, due to the inherent challenges posed by the 

task of evaluating semi-supervised relationship extraction.  

As suggested by Bach and Badaskar (2007), as the relationship extraction often results in the discovery of 

new patterns and relations from unread data, therefore to obtain the exact measure of performance (e.g. 

recall, precision, F-measure) is difficult. In other words, the types of relations and patterns that is extracted 

is unknown a priori as the algorithm’s objective is to extract new knowledge from raw data that is unread, 

unseen and unevaluated by humans. Therefore, there is no definitive way to automatically evaluate such 

new knowledge except for manual human inspection. Thus, this renders the automatic evaluation approach 

as a performance estimation method as opposed to providing the true counts leading up to the performance 

measures. Furthermore, the performance metric of recall is difficult to evaluate, as the true18 number of 

entity relations is difficult to obtain in the first place (Bach and Badaskar, 2007). Therefore, the approach 

practiced by researchers is by a random sampling of the relationship extraction output and manually check 

for the relationships’ degree of truth (Ibid.).  

6.4.1.2.1 Automatic evaluation framework 

In the automatic evaluation approach proposed by Bronzi et al. (2012), a combination of an independent 

database, and a web-based search engine to provide an estimated measure of performance characteristics 

of the relationships extracted. While this method excludes the need for manual effort, the interpretation of 

the performance metric derived by this approach should be treated as an estimation – a point that Bronzi 

et al. (2012) has noted in his computation methodology. Nevertheless, it serves as some level of indication 

of the quality of the relationships extracted by the NLP pipeline. The automatic evaluation procedure is 

explained in the following.  

 

 
18 The true number of entity relation is practically not possible to be obtained and can be logically explained in the 
following: If all entity relations (hence their true counts) are known a priori, then there is no need for the development 
of the relationship extraction which objective is to extract those entity relations in the first place. 
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Adapted from: Bronzi et al. (2012) 

Figure 6-13: Venn diagram illustrating the coverage and intersection of facts derived from system output (S), independent knowledge database (D) and 

the estimated ground truth (G) 

Figure 6-13 shows a Venn diagram to illustrate the relative coverage and intersection of facts derived from 

the relationship extraction system’s output (S), independent knowledge database (D) and the estimated 

ground truth (G). The regions of intersection are: 

• a: contains correct facts from the system output that are not in the independent knowledge 

database. 

• b: intersection between the system output and database (S∩D). This region is assumed to be 

composed of only correct facts. 

• c: contains facts described in the database but not extracted by the system. 

• d: contains the facts described in the corpus that are neither in the system output nor in the 

database. 

Upon obtaining the counts of relationships falling into the four regions, the standard metrics used to 

evaluate the relationships extracted – Precision, Recall and F-Measure (Bach and Badaskar, 2007) – can be 

calculated as follows: 

Equation 6-2: Precision 

𝑃𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 (𝑃) =
Number of correctly extracted entity relationships

𝑇𝑜𝑡𝑎𝑙 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑒𝑥𝑡𝑟𝑎𝑐𝑡𝑒𝑑 𝑒𝑛𝑡𝑖𝑡𝑦 𝑟𝑒𝑙𝑎𝑡𝑖𝑜𝑛𝑠ℎ𝑖𝑝𝑠
 

=  
|𝑎| + |𝑏|
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Equation 6-3: Recall 

𝑅𝑒𝑐𝑎𝑙𝑙 (𝑅) =
Number of correctly extracted entity relationships

𝑇𝑟𝑢𝑒 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑒𝑛𝑡𝑖𝑡𝑦 𝑟𝑒𝑙𝑎𝑡𝑖𝑜𝑛𝑠ℎ𝑖𝑝𝑠

=  
|𝑎| + |𝑏|

|𝑎| + |𝑏| + |𝑐| + |𝑑|
 

Equation 6-4: F-measure (F1) 

𝐹 − 𝑚𝑒𝑎𝑠𝑢𝑟𝑒 (𝐹1) =  
2𝑃𝑅

𝑃 + 𝑅
 

According to Bronzi et al. (2012), region b can be estimated by counting the common occurrences of 

relationships that exists in both the system output and the independent database. In this case, the 

independent database used is a combination of the datasets that are independently constructed by SIMTech 

(Low et al., 2018) (KB1) and by Benedetti, Holgado and Evans (2017) (KB2); totalling of 1,105 hand-crafted 

relationships. 

Region a can be can be estimated by leveraging the Proximity Pointwise Mutual Information (PPMI) 

metric derived from relevant web sources or search engines (Bronzi et al., 2012), given by: 

𝑃𝑃𝑀𝐼(𝑒1, 𝑟, 𝑒2) =
𝑐𝑜𝑢𝑛𝑡(𝑒1 𝑁𝐸𝐴𝑅: 𝑋 𝑟𝑒𝑙 𝑁𝐸𝐴𝑅: 𝑋 𝑒2)

𝑐𝑜𝑢𝑛𝑡(𝑒1 𝐴𝑁𝐷 𝑒2)
 

where X is the maximum number of words in between both entities for a given relationship. PPMI 

measures the ratio of documents containing entity co-occurrences in proximity to relational phrases rel, to 

the global frequency of entity co-occurrences (due to positive relationship and by random chance) (Batista, 

2016). The underpinning assumption is that entities co-occurring in proximity mediated by a relational 

phrase rel at higher frequency relative to the global frequency of co-occurrence are more likely to be correct 

(Batista, 2016; Bronzi et al., 2012).  

To implement PPMI for this study, a search engine has to be selected. Elsevier is selected, as it comprises 

a rich database of scientific articles, which can be approximated to be a reasonably reliable source to provide 

scientific ground truths.  The PPMI are calculated for system extract facts that are not in region b, thereby 

deriving |𝑎|. 
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Regions c and d are required to compute Recall. This can be performed by first generating a super set G’ 

(G’⊇G) containing all true and false relationships that exists from the original extraction corpus (Batista, 

2016; Bronzi et al., 2012). The true relationships residing within the super set G’ will approximate the 

outputs from a perfect extractor (Batista, 2016).  With G’ generated, |𝑏| + |𝑐| (or equivalently, |𝐺 ∩ 𝐷|) 

can be computed by finding the matches of D within G’. By rearranging the equation, |𝑐| can be determined 

by |𝑐| = |𝐺 ∩ 𝐷| − |𝑏|, where |𝑏| has been determined in a prior step. Finally, to determine |𝑑|, the PPMI 

is applied on the relationships within the extraction data source that are not in the independent database 

(𝑖. 𝑒.  𝐺′\𝐷) to derive |𝐺\𝐷|. Then, |𝑑| is computed by |𝑑| = |𝐺\𝐷| − |𝑎|. With |𝑎|, |𝑏|, |𝑐| and |𝑑| 

computed, the Recall and Precision metric can be estimated. 

6.4.1.2.2 Manual human validation 

For the manual human validation approach, a total of six subject matter experts were recruited for the 

study. The profile of these six participants include members of the original team who are involved in the 

manual relationship extraction efforts described in the work of Low et al. (2018), current expert 

administrators and quality control of SIMTech’s waste-to-resource knowledge graph database, and 

industrial symbiosis researchers (water-energy networks, life cycle assessment). Given their work experience 

and knowledge related to the topic of IS, it is reasonable to deem that their judgement on the validity of 

the relationship extracted by the NLP pipeline is in line with the purpose of the waste-to-resource 

knowledge graph database. Utilising their knowledge and expertise, their validity judgements are collected 

through a sampling procedure to compute the performance measure of the relationship extraction, which 

is indicative of the quality of actual relationships that are extracted. 

Figure 6-14 illustrates the experimental procedure of the manual validation check. The procedure begins 

with a calibration phase. The purpose of the calibration phase is to ensure that the participants’ judgement 

on the validity is consistent. This is to minimise any variance in judgement on the relationships extracted 

among the participants. In this phase, the participants are given a small set of randomly selected 

relationships for validation. The relationships were rated either as valid or invalid. Following that, their 

responses were collated, and an inter-rater assessment of agreement was performed to check the level of 

agreement among the participants by computing the Fleiss’s Kappa value. If the level of agreement is low, 
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the sources for disagreement will be examined and discussed with the participants. These sources of 

disagreement will be resolved such that a common consensus is reached. Then, a separate randomly selected 

small subset of the relationship is used to check for inter-rater agreement. This procedure iterates until a 

satisfactory level of agreement is reached, which indicates that a common understanding on the rating 

criteria and conditions is reached among the participants. Thereafter, a random sample of from the 

population of the machine-generated relationships is drawn and distributed equally to all the participants 

to provide their validity judgements. Finally, the responses are collated and the performance measure 

(precision) is computed. 

 

Figure 6-14: Experimental procedure for manual human inspection and validation 

The Fleiss’ Kappa is defined as (Nichols et al., 2010): 

Equation 6-5: Fleiss’ Kappa 

𝜅 =
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Equation 6-7: Fleiss’ Kappa (𝑃�̅�) 

 

𝑃�̅� = ∑ 𝑝𝑗
2

𝑁

𝑖=1

 

Equation 6-8: Fleiss’ Kappa (𝑝𝑖) 

𝑝𝑖 =
1

𝑛(𝑛 − 1)
(∑ 𝑛𝑖𝑗

2

𝑘

𝑗=1

− 𝑛) 

Equation 6-9: Fleiss’ Kappa (𝑝𝑗) 

𝑝𝑗 =
1

𝑁(𝑛)
∑ 𝑛𝑖𝑗

𝑁

𝑖=1

 

Where �̅� is the probability of agreement of the raters, 𝑃�̅�  is the probability of agreement of the raters 

occurring by random chance, n is the number of raters, N is the number of items to be rated, k is the 

number of categorical ratings, i is the item index, j is the rating category index, and nij is the number of 

raters providing a rating of category j to item i. It is noted that the definition of Fleiss’ Kappa is similar to 

that of Cohen’s Kappa, whereby the former applies to the case of multiple-raters while the latter applies to 

the case of two raters. 

In order to determine the sample size, the Cochran’s formula with population size correction factor 

(Cochran, 1977) is applied, given by: 

Equation 6-10: Cochran’s formula corrected for population size: 

𝑛 =
𝑛0

1 +
𝑛0

(𝑛0 − 1)
𝑁

 

where, 𝑛0 =
𝑧2𝑝(1−𝑝)

𝑒2  

Where n is the sample size, p is the estimated proportion of the attribute present in the population, e is the 

desired margin of error and z is the critical value corresponding to the desired level of confidence and N is 

the known size of population.  
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The sample size calculated from the Cochran’s formula is the minimum sample size required in order for 

the sample estimate to have the margin of error not exceeding the desired predefined magnitude at the 

desired level of confidence. In this case, the desired margin of error is 5% and the confidence level is 95%. 

A value of 0.5 is selected for p as it will provide the most conservative estimate of sample size by maximising 

the term p(1 – p). Figure 6-15 shows the graph of the sample size required at the 95% confidence level and 

5% margin of error against the size of population. As the NLP pipeline produces relationships in the order 

of at least 103, the minimum sample size required is approximately 280. However, there is no upper bound 

restricting the number of relationships that the relationship extraction can potentially produce. Therefore, 

a more conservative approach is to assume a large population size. According to the Cochran’s formula, as 

the population size approaches infinity, the minimum sample size required asymptotically approaches 384. 

Therefore, the sample size of 384 items is taken as a reference to provide the estimate of performance. 

 

Figure 6-15:  Sample size selection at 95% confidence level, 5% margin of error 

6.4.1.2.3 Evaluation dataset generation 

As discussed previously, there is no upper bound restricting the maximum number of relationships that can 

be potentially extracted. In practice however, the number of relationships extracted is dependent upon the 

knowledge content that is latent within the original pool of knowledge sources. Nevertheless, the true 

number of relationships remains difficult to determine without manual extraction and inspection. In the 
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operational environment, the NLP pipeline will continuously generate relationships and hence the true 

population size will be unknown. Therefore, the most practical approach for performance evaluation is via 

the sampling approach (Bach and Badaskar, 2007).  

In order to generate a sample of relationships for evaluation, the implemented NLP pipeline was run for 

five iterations. The stream of relationships tends to grow after every iteration due to the inherent and 

deliberate snowballing methodology. With every iteration, new seeds are added and hence, the relationship 

generation time increases. There is no universal method for determining the number of iterations as the 

algorithm can proceed indefinitely, therefore available computational budget is frequently a determining 

factor, as stated by Brin (1999). In his work, Brin (1999) ran DIPRE over a subset of the input corpus. As 

points of reference, Batista et al. (2015) studied the BREDS algorithm with four iterations, while Agichtein 

and Gravano (2000) and Brin (1999) kept the iterations to three. In this case, an iteration of five was selected 

due to the stability of the relationships generated observed in the runs. The generated relationships resulting 

from this procedure is subsequently evaluated.  

6.4.2 Results 

This section presents the results of word sense matching, automated evaluation and human validation 

experiments.  

6.4.2.1 Word sense matching 

To illustrate the effect of introducing word sense matching, a simplified example of one relationship is used 

to demonstrate the use of word sense matching in detecting similar relationships. In this demonstration, 

the relationship pair of “apple pomace” to “pectin extraction” is used. The entity matching results is shown 

in Table 6-18 at various settings of the similarity parameter. Initially, the similarity parameter is set to one, 

which is equivalent to simple string matching – only exact literal matches of the relationship can be detected 

in a given collection of text. As seeds are chosen prior to viewing the input text, the user is unable to pre-

determine if the same seed instance exist within the text. Even if the seed instance exists within the text, 

the relationship instance must be spelt identically to the seed instance in order to return a match. However, 

there may be cases whereby similar relationship instances with respect to the seed instance may exist within 



132 
 

the extraction text but may be expressed differently. In such a case, these similar relationships are still of 

interest to be captured but will remain undetected if traditional exact string matching is used.  

Table 6-18: Demonstration of word sense matching results, using the example of “apple pomace > pectin extraction” 

Similarity 
parameter19 

Match 
count 

Match instances 

1 - 0.8 0 No matching instances 

0.7 1 • grape_pomace > extraction 

0.65 2 • grape_pomace > extraction 

• olive_fruits > olive_oil _extraction_process 

0.6 8 • apple_bagasse > enzymatic_hydrolysis 

• cassava_bagasse_hydrolysate > saccharification 

• cassava_pulp_residue > lignin_extraction 

• cassava_bagasse > enzymatic_hydrolysis 

• corncob_residue > enzymatic_hydrolysis 

• corncob_residues > enzymatic_hydrolysis 

• corncob_residue > saccharification 

• grape_pomace > extraction 

0.55 65 • rice_straw > enzymatic_hydrolysis 

• wheat_straw > enzymatic_hydrolysis 

• corn_stover > enzymatic_hydrolysis 

• corncob > enzymatic_hydrolysis 

• rice_straw > ethanol_production 

• wheat_straw > delignification 

• cassava_residues > enzymatic_hydrolysis 

• corn_meal > ethanol_production 

• rice_straw > saccharification 

• sweet_sorghum_stem > bioethanol_production 

• corncob_residue > ethanol_production 

• wheat_straw > ethanol_production 

• apple_bagasse > enzymatic_hydrolysis 

• cassava_bagasse_hydrolysate > saccharification 

• sugarcane_bagasse > enzymatic_hydrolysis 

• wheat_straw > hemicellulose_removal 

• dry_bagasse > delignification 

• oil_cake > oil_extraction 

• cassava_pulp_residue > lignin_extraction 

• rice_straw > lignin_extraction 

• pinewood_extract > enzymatic_hydrolysis 

• rice_straw > maximum_saccharification 

• corn_stover > maximum_saccharification 

• cassava_bagasse > enzymatic_hydrolysis 

• corn_stover > delignification 

• apple_bagasse > glucose_production 

• sugar_cane_bagasse > enzymatic_saccharification 

• lignocellulosic_biomass_rice_straw > delignification 

• corn_cob_hydrolysate > ethanol_production 

• raw_sugar_cane_bagasse_material > enzymatic_hydrolysis 

• corncob_residue > enzymatic_hydrolysis 

• corncob_residues > enzymatic_hydrolysis 

• cotton_stalks > biomass_enzymatic_saccharification 

 
19 A similarity parameter of 1 is equivalent to direct string matching 
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Similarity 
parameter19 

Match 
count 

Match instances 

• milk_whey_permeate > ethanol_production 

• discarded_lignocellulose > enzymatic_hydrolysis 

• saccharified_wheat_meal > ethanol_production 

• eucalyptus_leaf_residue > essential_oil_extraction 

• wild_cassava > enzymatic_hydrolysis 

• cassava_bagasse_hydrolysate > enzymatic_hydrolysis_process 

• hardwood_hydrolysate > lipid_extraction 

• corncob_residue > saccharification 

• rice_straw > enzyme hydrolysis 

• cotton_stalks > saccharification 

• wheat_straw > cellulose_recovery 

• pretreated_macroalgae_cellulosic_residue > 
enzymatic_hydrolysis 

• wheat_straw > lignin_removal 

• sugarcane_bagasse > delignification 

• dry_bagasse > enzymatic_hydrolysis 

• wheat_straw > saccharification 

• sorghum_bagasse > ethanol_production 

• corn_stover > lignin_removal 

• sorghum_biomass > enzymatic_hydrolysis 

• wheat_straw > vessel_saccharification 

• sorghum_husks > enzymatic_hydrolysis 

• grape_pomace > extraction 

• pomace > phenolics_recovery 

• cassava > bioethanol_production 

• corn_cob > ethanol_production 

• rice_straw > enzymatic hydrolysis 

• corn_meal_feedstocks > ethanol_production 

• corncobs > ethanol_production 

• intensively_processed_lignocellulose > ethanol_production 

• coffee_grounds > extraction 

• wheat_straw > extraction 

• lignocellulosic_material > optimal_extraction 

Subsequently, the similarity parameter is lowered progressively to allow relationship instances of certain 

similarity to be matched. Referring to Table 6-18, since the input text contains no instances of “apple 

pomace > pectin extraction”, therefore, logically no match will be returned by the machine. Conventionally, 

the snowballing process cannot commence if there are no matches. In contrast, with the word sense 

matching incorporated, the similarity parameter can be varied to control the level of similarity with respect 

to the relationship of interest to be extracted. For instance, although there is no instance of “apple pomace 

> pectin extraction” within the text, by lowering the similarity parameter to 0.7, the match of “grape pomace 

> extraction” surfaces. By further lowering the parameter to 0.65, the additional “olive fruits > olive oil 

extraction process” emerged. It can be observed that by lowering the parameter further, it will produce 

more matches at the expense of similarity with respect to the original query of “apple pomace > pectin 

extraction”. 
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The experiment was repeated with several other relationship instances to establish whether there is a 

consistent trend (refer to Appendix F). Figure 6-16 shows the number of relationship instance matches 

against the similarity parameter. At a high setting (≈1) of the similarity parameter, the number of matches 

remains small. This is expected, as a setting of one is equivalent to performing an exact string matching. 

Hence, the possible values of matches are either one or zero. However, when the parameter is lowered, it 

can be viewed that the restriction on matching is relaxed, and similar relationship instances can be identified. 

The rate of increase of relationship instance matches grows as the similarity parameter decreases. However, 

as more relationship instances are captured, the similarity of the captured relationship instances with respect 

to the original query will decrease. Therefore, a balance must be reached between the number of relationship 

instances and the similarity of those captured relationship instances compared to the original query. 

 

Figure 6-16: Behaviour of match outcomes with varying similarity parameter 

6.4.2.2 Automatic evaluation 

Based on the automatic evaluation framework procedure described in Section 6.4.1.2.1, the estimated 

precision (P), recall (R) and F-measure of the system is 79.3%, 62.8% and 70.1%, respectively. The result 

implies that within the set of relationships extracted by the system, the expected proportion of correct 

0

20

40

60

80

100

120

0.50.550.60.650.70.750.80.850.90.951

N
u

m
b

er
 o

f r
el

at
io

n
sh

ip
 m

at
ch

es

Similarity parameter

Query 1 (apple_pomace > pectin_extraction)
Query 2 (animal_manure > hydrothermal_carbonization)
Query 3 (waste_cooking_oil > biodiesel_production)
Query 4 (food_waste > anaerobic_digestion)
Query 5 (molasses > hydrogen_fermentation)



135 
 

relationships is approximately 8 in 10. However, of all the possible true relationships that could have been 

extracted by a perfect extractor, the system managed to extract slightly over 6 in 10 relationships. That 

implies that approximately 40% of the knowledge has yet been extracted by the system.  

This result forms the baseline performance of the implemented NLP pipeline for knowledge extraction in 

the specific application for industrial symbiosis. The implication of a relatively high precision is that the 

system can reliably extract relationships that are in a state that is ready to be permanently transferred and 

stored in the knowledge database. Nevertheless, with 60% coverage of the raw knowledge content, it is 

expected that 40% of the knowledge will be missed out by the system. At its present state, the recall 

performance is the main limitation of the implemented system. Therefore, future work in improving the 

system could focus on enhancing the recall performance of the system. Possible areas of further exploration 

include the methodology of determining good seeds at the outset, increasing the iterations, and quantifying 

the coverage of the relationships extracted. 

It is noted however that the performance evaluation results can only be taken as an approximation at best. 

This is due to the dependence on the pointwise mutual information (PMI) used to determine the validity 

of a fact. As mentioned by Batista (2016), the lack of statistical evidence from the external knowledge base 

may render a true fact false, and ultimately, the detection of such occurrences can only be performed 

manually with the necessary domain knowledge. In other words, the absence of evidence from the reference 

knowledge base to support the validity of an extracted fact cannot be interpreted as evidence of absence 

(to indicate that the fact is incorrect).  Furthermore, as observed in the manual human validation 

experiments (discussed further in later section), the determination of the validity of the facts also depends 

on the understanding of the use case of those facts. In other words, the contextual use of those facts also 

helps which is not captured by the PMI method. Therefore, manual human validation can provide a closer 

estimation of performance, which can better relate to the actual deployed use case of those extracted facts.  

6.4.2.3 Manual human validation 

In the first phase of calibration, the six participants were provided a set of fifteen randomly selected facts 

to provide their judgement on whether each fact is valid or invalid. The questionnaire instructions and raw 

responses are provided in Appendix G. The corresponding complied raw results is shown in Table 6-19. 
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In total, only five of the fifteen items obtained unanimous agreement, or an aggregated 33% unanimous 

agreement. Taking account of agreement by chance, the corresponding Fleiss Kappa score is 0.38, which is 

indicative of a fair agreement among the participants. An interesting observation is the 50-50 split view on 

item 13. The low rate of agreement was counterintuitive as it was initially assumed that discerning the 

validity of facts is a straightforward objective task for humans, hence, there ought to be a crisp separation 

between facts and non-facts. The results of this calibration run proved otherwise. As the result suggests, 

what was initially thought to be an objective decision is subjective in reality. This also further suggests the 

challenge of developing the machine algorithm that can extract facts, of which decisively discerning the 

validity of those facts is a challenge to humans in the first place. 

Table 6-19: Results of the first calibration round 

Item ID P1 P2 P3 P4 P5 P6 Total valid Total invalid 

1 1 1 1 1 1 1 6 0 

2 1 1 1 0 1 1 5 1 

3 0 1 1 0 1 1 4 2 

4 0 1 1 1 1 1 5 1 

5 1 1 1 1 1 1 6 0 

6 0 0 0 0 0 0 0 6 

7 1 1 1 1 1 1 6 0 

8 0 0 0 1 0 0 1 5 

9 0 1 0 0 0 0 1 5 

10 0 1 0 1 1 1 4 2 

11 1 0 1 1 1 1 5 1 

12 1 1 1 1 1 1 6 0 

13 0 0 1 1 0 1 3 3 

14 1 0 1 1 1 1 5 1 

15 1 1 0 1 1 1 5 1 

Following the result of the first round of calibration, the participants were gathered to find out the causes 

of discrepancies in their ratings. The reasons causing their disagreement include the misunderstanding of 

objective of the knowledge extractor leading to distinction of resource and waste, the use of resources as 

an enabling inputs (e.g. as a solvent, catalyst, substrate) to physical or chemical processes, fuzzy boundary 

of process/resource labels, and trivial knowledge extracted that is true. Thereafter, a discussion held among 

the participants to reach a consensus on the issues causing the disagreements. Finally, after the issues were 

resolved, the guidelines for determining the validity of the data points were refined (Appendix H), 

establishing a list of criteria for valid and invalid extracted knowledge to guide participants.  
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Subsequently, a second round of calibration is performed with another set of random samples. The results 

of the calibration are shown in Table 6-20. In total, only ten of the fifteen items obtained unanimous 

agreement, or an aggregated 67% of unanimous agreement. Taking account of agreement by chance, the 

corresponding Fleiss Kappa score is 0.66, which is indicative of a substantial agreement among the 

participants. Another interesting observation is the 50-50 split view on item six. Further investigation 

reveals the relationship causing contention was <activated sludge, municipal wastewater treatment>. 

Although activated sludge refers to aerated sludge consisting of microorganisms and it is indeed linked to 

municipal wastewater treatment process, in the context of the evidence, activated sludge refers to a process. 

In this case, while the extracted relationship pair has a link, however, the specific sentence in which it 

occurred suggests otherwise, on the basis that two processes were extracted. To elaborate, while activated 

sludge is indeed a substance involved in the wastewater treatment process, its involvement is in the 

secondary treatment process and its flow is largely internal with respect to the process. The decision on the 

validity depends on the use case of the information extraction. If it is desired to extract only the relationship 

pair to show the link between two entities in the general context, then this pair can be considered valid. In 

contrast, if the desired use case is to extract the relationship pair and showing the occurrence in a particular 

instance, then this pair can be considered invalid. After a discussion with the participants, and a consensus 

was arrived to take the conservative position of rating instances of ambiguous cases as invalid.  

Table 6-20: Results of the second calibration round 

Item ID P0 P1 P2 P3 P4 P5 P6 Total valid Total invalid 

1 1 1 1 1 1 1 1 6 0 

2 1 1 1 1 1 1 1 6 0 

3 1 1 1 1 1 1 1 6 0 

4 1 1 1 1 1 1 1 6 0 

5 0 0 0 0 0 0 0 0 6 

6 1 0 0 1 1 0 1 3 3 

7 1 0 0 0 1 0 1 2 4 

8 1 1 1 1 1 1 1 6 0 

9 1 1 1 1 1 0 1 5 1 

10 0 0 0 0 0 0 0 0 6 

11 1 1 1 1 1 0 1 5 1 

12 0 0 1 0 0 1 0 2 4 

13 1 1 1 1 1 1 1 6 0 

14 1 1 1 1 1 1 1 6 0 

15 0 0 0 0 0 0 0 0 6 
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Finally, each participant was given a set of 65 randomly sampled items to determine their validity, 

aggregating to 390 items. The sampling was performed without replacement to ensure that the sample 

received by each participant is a unique set. The results of the manual validation are shown in Table 6-21. 

Based on the random sample of 390 relationships extracted, 73.3% of them are deemed to be valid which 

can be confidently added to the knowledge base. In comparison, the automatic evaluation procedure 

estimated this validity to be 79.3% Based on the experimental results, the expected valid extraction rate lies 

approximately between 70% and 80% of the total amount of information extracted.  

Table 6-21: Results of manual human validation on a random sample of 390 extracted relationships 

Rater Valid Invalid % Valid 

1 50 15 76.9% 

2 43 22 66.2% 

3 53 12 66.2% 

4 48 17 73.8% 

5 42 23 64.6% 

6 50 15 76.9% 

TOTAL 286 104 73.3% 

 

6.4.2.4 Error analysis 

The results obtained suggest that although a large proportion of relationship extracted automatically can be 

used to populate the knowledge base that is actively maintained by the author’s sponsoring company, the 

errors generated constitutes to noise if the knowledge base population is left autonomously to the machine. 

In the long term, the noise accumulates and foreseeably contaminate the knowledge data. To aid in 

improving the performance in the long term, an understanding of the causes of invalid extraction results is 

needed to be established. Therefore, the qualitative feedback from the individual raters was first obtained 

on those 104 invalid items to better understand the reasons that gave rise to invalid data being extracted. 

The feedback was subsequently themed, and the causes of invalid extraction results are identified. Following 

that, quantitative feedback from the raters were obtained to characterise the errors based on those identified 

themes.  

The results of the error analysis are summarised in Figure 6-17. The figure provides a decomposition of the 

causes of invalid ratings based on analysing the 104 items rated as invalid by the raters. Starting from the 

top node of 104 invalid ratings (i.e. 100%), two key reasons were identified leading to an extracted 
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knowledge being rated as invalid. Firstly, the extracted knowledge is fundamentally untrue leading to an 

invalid rating. Secondly, the extracted knowledge is fundamentally true, however, those entries are deemed 

invalid due to the lack of additional details. Of these two key reasons, 32.7% of invalid ratings were due to 

fundamentally untrue relationships being extract, corresponding to 8.7% of the rated samples. 67.3% of 

invalid ratings however are fundamentally true but lack details expected by the raters, corresponding to 

17.9% of the rated samples. The two key reasons of invalid ratings were further traced to a lower level of 

contributing reasons. These reasons mainly revolve around the labelled entities. The items that are 

fundamentally untrue can be further decomposed into reasons due to entity labelling errors (8.7%), entity 

label being too broad (5.8%), entity misclassification (6.7%) and the wrong interpretation of contextual 

evidence used to deduce the relationships (11.5%). The item that are fundamentally true but lack details can 

be further decomposed into reasons due to entity labelling errors (3.8%) and entity label being too broad 

(63.5%). 

 

Figure 6-17: Error analysis diagram; counts and percentages with respect to the number of invalid items 

Based on the error analysis, gradations of invalid ratings can be observed associated to the fundamental 

causes. The key reason of relationship extracted being fundamentally untrue is conceivably the most 

harmful type of invalid entries for the knowledge base. This set of extracted knowledge are considered false 

information and is detrimental to the credibility of subsequent recommendations derived from this set of 

knowledge. In contrast, the relationships that are fundamentally true but lack details are less harmful to the 

knowledge base as they could be subsequently furnished or edited with details of required granularity. Based 
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on the error analysis, it is noted that if the raters’ criteria were to include all entries that are fundamentally 

true regardless of the level of details embedded, the validity score will increase from 73.3% to 91.3%. 

In the ideal and most stringent case, only an extractor achieving perfect precision is suited for autonomously 

populating the knowledge base without human intervention. Based on the importance of domain 

knowledge inputs required to achieve precision in knowledge extraction, human intervention is deemed a 

relevant component acting as gatekeepers of the knowledge database. Therefore, the NLP pipeline 

functions as a complementary role to improve the productivity of the human curator rather than a total 

replacement. The system architecture and the proposed front-end implementation is discussed 

subsequently to elaborate the integration of various components to maintain an active knowledge base in 

the long term.  

6.5 SYSTEM ARCHITECTURE 

As mentioned, the implemented NLP pipeline serves as an assistive tool to flag out potential interesting 

relationships that can be entered into the master graph database maintained by the author’s sponsoring 

company. Therefore, the NLP pipeline complements the human expert rather than replace them. By 

flagging out and suggesting candidate relationships, it enables the quicker identification of the useful 

knowledge required to be captured by the graph database. However, the incorporation of the NLP pipeline 

into the existing workflow of knowledge base maintenance does not preclude the use of the manual 

approach of having the human experts to read the articles, decipher the meanings and relationships to 

manually create database entries in the knowledge base. The intended role of the NLP pipeline is to 

accelerate the creation of those knowledge base entries. 

Figure 6-18 shows the integration of the NLP pipeline assisted workflow with the existing workflow of the 

manual approach described by Yeo et al. (2019) to maintain the IS graph database proposed by Low et al. 

(2018). While both the subject matter experts and the NLP pipeline access the same set of literature data 

sources, the subject matter experts will extract knowledge based on their cognitive abilities and personal 

knowledge. In contrast, the NLP pipeline extracts knowledge based on patterns that exist within the text. 

These two approaches complement each other as the former can achieve high precision, while the latter 

can offer speed and coverage in building up the knowledge base. 
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Adapted from: Yeo et al. (2019) 

Figure 6-18: Integrating the NLP pipeline assisted workflow with existing workflow as described by Yeo et al. (2019) 

In order to improve the performance of the NLP based knowledge extractor in the long term, a Human In 

The Loop (HITL) (Dellermann et al., 2019) scheme  is proposed to combine the domain knowledge of the 

subject matter expert together with the strengths of machine in recognising patterns in text to support 

maintenance activities of the knowledge base. The HITL scheme is illustrated in Figure 6-19, whereby the 

NLP is actively retrained and refined with more knowledge contributed by domain experts accumulated 

over time.  
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In this HITL scheme, the implemented NLP knowledge extractor fits into a feedback cycle by providing 

the domain experts20 with the extracted knowledge after analysing the raw knowledge containing source 

documents. The domain experts will make the final decision to commit or discard the entries into the graph 

database. Simultaneously, the decisions made by the domain experts are automatically recorded and used 

as a feedback to the NLP based knowledge extractor. In other words, the retained and discarded knowledge 

entries are collected for subsequent cycles of the NLP knowledge extractor training iterations. The 

committed data entries will add positive training examples to the NLP pipeline, while the discarded entries 

are added to the negative training examples. This dataset can also be retrieved and manually inspected to 

provide more evidence to support the improvement of the knowledge extraction algorithm. Such dataset 

can also be used to improve on the entity segmentation to improve the labelling process of the process and 

resource entities. 

Overall, the entire system architecture is shown in Figure 6-20 illustrating how the implemented NLP 

pipeline connects and interfaces with the various components of knowledge base maintenance system. The 

system architecture weaves in the various relevant subsystems across the fundamental layers of data, logic 

and user interface (UI).  

Starting from the data layer, the external source of raw knowledge documents is available through the World 

Wide Web (WWW). Technically, these knowledge documents are accessible through means of connecting 

through the data providers’ APIs. Alternatively, knowledge documents can also be obtained through the 

brute-force approach of systematic web crawling. These digital representations of the knowledge 

documents are subsequently channelled into the NLP pipeline residing at the logic layer, whereby the 

processes of conversion, pre-processing, word vector generation, key entities detection and relationship 

extraction occur (discussed previously). Supporting this NLP pipeline is a document storage and retrieval 

database (implemented via MongoDB). This database is responsible for efficiently storing intermediate pre-

processed data required by subsequent machine learning processes, as well as keeping a record of all sources 

of references. At the end of the NLP pipeline, the extracted relationships are streamed up to the UI layer 

and displayed to the domain experts through a web application. The domain experts will have the option 

 
20 These domain experts refer to employees having the administrative rights and competencies in adding, deleting 
and editing entries of the graph database (i.e. knowledge base) maintained by SIMTech 
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to approve, reject and edit the extracted relationships. There are two outcomes to this process. First, the 

data entries that are approved are converted into graph relationships and stored into the knowledge base 

(implemented via neo4j). This outcome meets the objective of maintaining the IS knowledge base. Second, 

user behaviour data is collected in the form of the decisions made by the domain experts. Information 

relating to their rejection, approval, time taken to make a decision, reasons for rejection and manual 

corrections are collected. Such information not only helps collect actual statistics on the NLP pipeline’s 

performance, but also supports subsequent tuning and improvement of the NLP pipeline.  

 

Figure 6-20: System architecture encompassing the interfacing of the implemented NLP pipeline with the knowledge sources, subject matter experts and 

the ultimate knowledge base output 

While the subsequent tuning and improvement of the NLP pipeline is beyond the scope of this discussion, 

observations made through the establishing of the NLP pipeline forms useful insights and direction of 

which how the NLP pipeline can be improved.  Firstly, errors in resource and process labelling and 

recognition can be further improved by the collected rejected, approved and corrected entities’ labels. 

Secondly, the approved and reject entries can be analysed to identify highly selective patterns which resulted 

in approved entries, as well as patterns that result in high rate of rejection. Finally, the approved and rejected 

entries can also be used as positive and negative examples for the relationship extraction process. Therefore, 

the involvement of human domain experts not only achieves the primary objective of maintaining and 
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growing the knowledge base in the long term, but also serves as a platform to gather domain knowledge so 

that the system can leverage on human intelligence to train and improve machine intelligence.  

6.6 FRONTEND IMPLEMENTATION 

With the system architecture as a blueprint for establishing the NLP pipeline assisted system to build and 

maintain the IS knowledge base, this Section illustrates the tangible outcome resulting from the blueprint 

in the form of a usable product available for internal use by the author’s sponsoring company. Due to the 

proprietary nature of the knowledge base’s content and structure, only snapshots from the knowledge 

extraction process will be shown. 

6.6.1 Initial proof-of-concept 

As discussed in Chapter 5 and 6, after passing the raw digitalised knowledge documents through the NLP 

pipeline, the useful knowledge in the form of resource to process relationships can be extracted. In essence, 

the NLP pipeline processes the raw documents and prepares it into a form that is usable for the target user. 

Utilising the output of the NLP pipeline, an initial prototype was implemented to illustrate parts of the 

functions for human interaction, shown in Figure 6-21. In this rudimentary proof-of-concept, the data 

stream of machine-extracted relationships was displayed to the domain expert, whereby the expert 

judgement on the relationships’ validity can be gleaned.  The key information displayed are the exact 

instances of the relationship that are extracted, the evidence from which the relationship was inferred, the 

occurrence context and a pointer to the actual reference source. Utilising this information, the domain 

expert will make the decision to accept or reject the extracted knowledge. An accept decision triggers the 

extracted data to be committed into the graph database. Simultaneously, the user actions are being recorded 

and stored for further analysis.  
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Figure 6-21: Initial rudimentary visualisation of machine extracted knowledge 

After the proof-of-concept functions were presented to the domain experts from the author’s sponsor 

company, it was determined that while the functions of accept and reject were necessary, additional features 

to support fine-tuning are required. The feature set were subsequently conceptualised, and they will be 

discussed in the next section through a case illustration. 

6.6.2 User interface design and use case illustration 

The UI comprises two viewing modes – text view and graph view. The example of the text view mode is 

shown in Figure 6-22. The objective of the text view mode is to provide the domain expert a text based 

information view of the extracted knowledge. At the top-half of the screen, the UI presents the relationship 

that is extracted by the NLP pipeline. In this case, the knowledge presented is “grape pomace” can be used 

by the “extraction” process. The buttons to the right enable the domain expert to immediately confirm or 

reject the relationship. The evidence sources supporting this relationship is displayed at the bottom of the 

screen, comprising the occurrence context of the relationship, the title, abstract and reference link to the 

original document source. These evidence sources will provide the domain expert further information to 

aid in the decision making process.  
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Figure 6-22: Text view mode 

As reflected in the human validation tests, the labelling of resources and/or processes may not be always 

accurate. In this instance, the term “extraction” may be too broad a descriptor for the process. Therefore, 

the option to edit these conceptual labelling is provided. The domain expert can edit the entity 

(resource/process) labels through a simple double-clicking and highlighting of the relevant text fields. In 

this case, the process “extraction” is changed to “extraction of hydrocolloids” based on the information 

available (Figure 6-23). Entity labels can also be manually entered in the case whereby the domain expert 

decide that a more appropriate label is required. 

 

Figure 6-23: Editing of entity labelling 

When the domain expert is satisfied with the proper labelling and that the relationship is indeed valid, 

he/she will confirm the relationship to signal his/her approval (Figure 6-24).  
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Figure 6-24: Approved relationship 

Switching over to the graph view (Figure 6-25), this viewing mode offers a more visual representation of 

the knowledge extracted that is consistent with that of the graph database. The inclusion of this viewing 

mode is to allow more flexibility in constructing and expanding the conceptual relationships among the 

entities. Referring to Figure 6-25, the representation of the relationships is through a directed graph 

comprising nodes and edges. The green node represents resources; the blue node represents process, and the 

directed edge represents the direction of relationship. In this case, “grape pomace” can be channelled to 

the process of “extraction of hydrocolloids”. At the top of the screen, the yellow node represents a 

suggested resource entity that is derived from a rule-based extraction scheme (using regex) of the labels 

coupled with the trained classifier of the NLP pipeline. Using the rules, possible entities of resources can be 

extracted. The possible entities then undergo classification to determine if indeed it is a resource. Upon going 

through the procedure, the possible entities will appear as a suggestion. In this case, “hydrocolloids” appears 

as a suggested resource.  
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Figure 6-25: Graph view 

The domain expert can construct the relationship by connecting the edge from the “extraction of 

hydrocolloids” to the “hydrocolloids”, as shown in Figure 6-26. The resultant graph represents the 

relationship of resource “grape pomace” being technically able to be channelled to the process of “extraction 

of hydrocolloids” as an input to produce “hydrocolloids”.  

 

Figure 6-26: Formation of new relationship 

In addition to the suggested relationship, further knowledge can be gleaned by further analysing the text. 

Figure 6-27 shows the outcome of further analysis performed on the abstract text. This feature utilises the 

pre-processing and the key entity recognition component of the NLP pipeline that enables the identification 

of the concepts of resource and process within the raw text. The resources are highlighted in green while the 
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processes are highlighted in blue. The domain expert can select the relevant resources and processes to be further 

included in the relationship graph representation. 

 

Figure 6-27: Analysing abstract to identify entities 

After selecting the relevant resources and processes, the graph view automatically populates those selected 

entities, representing them by their respective nodes, shown in Figure 6-28. 

 

Figure 6-28: Additional nodes added to graph 

The domain expert can define the relationships among the nodes to complete the relationship graph by 

connecting the appropriate nodes, as shown in Figure 6-29. 
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Figure 6-29: Completed relationships among entities 

Finally, the domain expert has the option to further refine the labels of the nodes, as well as to remove 

redundant nodes and relationships. In this case, the node “extraction of hydrocolloids” is determined to be 

a repetition and therefore removed. The process label “pomace extraction” can be further refined to “grape 

pomace extraction” and the resource label “remaining solid waste” can be refined to “solid waste from grape 

pomace extraction” to provide more specificity in the entity labels. The finalised graph relationship, shown 

in Figure 6-30, can subsequently be committed to the master knowledge base actively maintained by the 

author’s sponsoring company.  

 

Figure 6-30: Finalised graph to update master database 
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The goal of this UI is to provide a seamless interface with the current master knowledge base (Figure 6-31), 

therefore, the interface design and data exchange format are kept consistent to ensure interoperability. 

 
Source: Low et al. (2018) 

Figure 6-31: Graph visualisation of master database 

As illustrated by the case, a single relationship flagged by the NLP pipeline can potentially lead to more 

complex linking of entities. This is due to the “associative trails” described by Bush (1945), in which he 

used the term to describe the way in which human brains process and store knowledge. Essentially, Bush 

(1945) suggests that knowledge and ideas exists as interwoven mesh linking each other. Therefore, similar 

or closely associated concepts often co-locate in proximity with each other. Such structural characteristics 

of ideas are also reflected in knowledge content as noted by Davis et al. (2010). Similarly, in the case 

illustrated, a single relationship flagged by the machine (grape pomace > extraction) can snowball to a larger, 

more complex chain of associated relationships as shown in Figure 6-30 through the hybrid approach of 

machine assistance and human intelligence. Utilising the UI, it enables the interweaving of machine-

generated suggestions together with human intelligence to co-build the knowledge base to support the 

process of IS synergy discovery. As described by Low et al. (2018), this knowledge base form the sub-system 

of the overall IS collaboration platform. Together with the concurrent analysis of IS participants’ data, this 

knowledge base enables the flagging of technically feasible synergy opportunities and linkages among 

associated companies befitting the attributes of the technical compatibilities. Automatic suggestions can 

emerge through the concerted usage of the graph database together with the firm database characterising 
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firms’ behaviour (e.g. preferences, requirements, supply and demand patterns of resources) (Low et al., 

2018).  

6.7 SUMMARY 

This Chapter discusses the mechanisation of the proposed method discussed in Chapter 5 for transforming 

raw data from digitalised literature documents into useful knowledge. While Chapter 5 established the 

framework and required components towards creating such a system in the real world, this Chapter 

discusses the practical challenges required to be overcome to translate the framework into a workable 

system, as well as to ascertain the viability of translating the framework into a tangible product. A 

walkthrough is provided for every component of the framework to demonstrate their real world 

implementation, starting from the data preparation, to generating word vectors, detecting key entities of 

interest and finally extracting the targeted knowledge of interest. An empirical approach is applied to 

implement and test the feasibility and performance of the proposed framework.  

For the word vector generation component, a task-based approach is adopted to select the appropriate 

parameters in training the word vector model. Experiments were performed to observe the performance 

of the word vector on the downstream task and a set of heuristics was derived based on experimental 

observations to guide the word vector training process in future iterations. In the key entities detection 

component, training data was expanded from existing data to train various classifier models. The expansion 

was required to overcome scarcity of the initial data that was available. Through a ten-fold cross validation 

procedure, the performance of the classifier models was estimated and compared. The experiments 

performed also aid the decision-making process for selecting the appropriate classifier model to assist in 

detecting the custom defined concepts of resource and process. Finally, for the relation extraction component, 

performance testing is conducted via an automatic evaluation approach as well as manual human validation 

approach. The results indicate that the overall precision of the knowledge ranges between 70% and 80%. 

In other words, for every ten knowledge extracted, it is expected that seven to eight of those are valid on 

average.  

Error analysis conducted on the invalid items revealed that of these items, 67.3% are fundamentally true 

relationships but lacking desired level of details while 32.7% are due to fundamentally untrue relationships. 
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Of the two causes of invalid items, the latter is detrimental to the knowledge base as these items contaminate 

the knowledge base with false information if allowed to accumulate. Ideally, only a perfect extractor can be 

permitted for deployment in autonomous knowledge base population. Therefore, human intervention is 

still strongly recommended to achieve close to perfect entries into the database.  

The HITL was adopted to leverage human intelligence to further train machine intelligence in an iterative 

loop to improve performance over time. Accordingly, the NLP pipeline was further discussed in context 

of the system architecture that links the NLP pipeline with other subsystems to enable the continuous 

population of the graph database as well as to feedback human responses to the training process. Tying the 

users and the backend algorithms together, the frontend implementation comprising the UI was discussed 

with a case illustration to demonstrate the product implementation, as well as its real world use case. With 

the combination of the backend algorithms and frontend UI, it enables the continuous updating of the 

knowledge base that supports IS facilitation activities. 

It is noted however that the implementation of the NLP pipeline demonstrated in this Chapter is not a 

definitive one. The NLP pipeline framework is structured in a manner that chains a series of machine 

learning algorithm classes. For each component of the pipeline, various implementations and specific 

machine learning algorithm are available. For instance, the key entities detection can be implemented via 

different classification as well as noun phrase recognition routines. Similarly, the word vector generation 

can be performed via word2vec, GloVe, fasttText, etc. Generally, the NLP pipeline structure is designed 

with the intention to support the foreseeable introduction of newer technologies so that each component 

can be swapped out with technologies that may perform better and/or faster performing the same 

functions. However, the underlying structural chain of abstract functions is maintained.  

In sum, this Chapter demonstrates the viability of implementing the proposed NLP pipeline, translating 

the NLP pipeline framework into a tangible product to support the author’s sponsoring company’s efforts 

in maintaining an IS knowledge base.  
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7 DISCUSSION 

7.1 PRACTICAL DEPLOYMENT 

The developed NLP pipeline and accompanying system architecture forms part of an IS collaboration 

platform that the author’s sponsoring company is currently developing. This Section discusses how the 

work undertaken during the EngD contributes towards the larger context of this IS collaboration platform. 

7.1.1 Context of Sponsor Company 

Placing the implemented method in the context of the author’s sponsoring company, Figure 7-1 demarcates 

the key contribution made by the work undertaken during the author’s EngD. The work that is described 

in this Chapter directly contributes to the component demarcated as “self-learning waste-to-resource 

database”. Specifically, the implemented NLP helps to build up the author’s sponsoring company’s 

knowledge base in terms of waste valorisation pathways.  

 

Source: The author and research team 

Figure 7-1: System architecture of the collaboration platform for enabling IS; focus of current work highlighted in red 

On a larger context, this self-learning waste-to-resource database functions as a knowledge asset driving the 

proposed IS collaboration platform aimed at finding synergy opportunities that may exist within the 

registered participants. As discussed in Chapters 5 and 6, this self-learning waste-to-resource database 
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processes raw knowledge documents and extracts potentially useful knowledge relating resources to their 

relevant processes. This fundamental knowledge forms the foundational criteria whereby IS synergy 

opportunities must fulfil technically. As such, this knowledge is valuable to support the first step in 

identifying where those IS synergy opportunities lie. However, this knowledge needs to be augmented and 

integrated with additional information sources in order to piece the IS puzzle together. This information 

includes the participating companies’ basic data (e.g. geographical location, sector), available resources (or 

waste) demand and supply in terms of identity, quantity, availability period, pricing preferences, among 

others. By integrating these information sources together and analysing them collectively, suggestions of IS 

synergy opportunities can potentially emerge from the data.  

As discussed earlier, IS synergy opportunities are akin to “kissing frogs” whereby unusual business 

relationships that would not have occurred under normal circumstances, but might result in worthwhile 

opportunities and partnerships (Moore and Folkerson, 2015). Therefore, while this implies that there is no 

guarantee that IS synergy opportunities will emerge and be brought to fruition, nevertheless, without the 

supporting knowledge and information visibility, serendipitous discovery of IS synergy opportunities will 

not occur in the first place. Hence, the collaboration platform development described is merely a single 

component among a series of activities required to foster IS in the Singapore’s context. 

7.1.2 Actual application of collaboration platform 

Firstly, data related to the registered participants can be collected through a combination of the self-entry 

approach, as well as through professionally conducted face-to-face interactive workshops. Such data may 

include the identity and amounts of waste that each participant have (supply) or require (demand), and 

available technologies, capabilities and processes that they possess within their organisations. At this stage, 

a large variance of data quality is expected. Addressing the issue of the viability of data collection and its 

practical usefulness, experiences from the NISP® indicated that the approach of self-entry tends to result 

in incomplete information which is determined by the willingness of the registrants to reveal the specific 

information regarding their organisations (Laybourn and Lombardi, 2007). However,  Laybourn and 

Lombardi (2007) stated that incomplete information is still sufficient to identify synergy opportunities, and 

that as trust grows over time with the facilitators, companies will be willing to share more information 
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which leads to more synergy opportunities. Therefore, the approach of progressive data collection has to 

be adopted and that the collaboration platform needs to handle and support synergy opportunity discovery 

at various levels of data completeness. 

The minimal data required from participating companies include the demand and supply of resources or 

waste. Using such data, a direct matching can be made to surface the knowledge on synergy opportunities. 

Note that these surfaced synergy opportunities are not definitive due to the lack of information such as 

quantities, period of availability and financial related information. However, the surfacing of knowledge, if 

sufficiently interesting will act as an initial trigger to further investigation and progression of the opportunity 

to fruition. Such a matching system can be deployed to support IS matchmaking workshops to provide 

quick identification of matches among the participants, which complements the personal industrial 

experience contributed by the IS practitioners facilitating the workshop sessions. The advantage of the 

collaboration platform is that due to information retention, information of all past workshops together with 

self-entered data can be analysed together to increase the chance of surfacing more synergy opportunities 

even after the sessions of the IS workshops. When new opportunities are surfaced, the IS practitioners can 

further contact the relevant companies and further progress those opportunities. Alternatively, the relevant 

companies may receive alerts of possible synergy opportunities for their consideration. 

With more information available, more variation of synergy opportunities can potentially surface. For 

instance, if information regarding the participating companies’ capabilities, technologies and/or processes 

are made available, more complex synergy opportunities involving the intermediate conversion 

technologies that can convert unproductive resources to productive ones can be surfaced.   

Figure 7-2 visualises the types of opportunities that may surface at different level of information availability. 

On the left, with basic supply and demand of different waste/resource information, a direct demand-supply 

matching can result in synergy opportunities to surface. For instance, assuming that a company produces a 

by-product and that another company is utilising the same resource as their input from a regular supplier. 

A logical synergy opportunity will be to explore if these two companies are able to collaborate so that the 

company producing the by-product can partially (or fully) replace the regular supply of the company that 

requires similar resource as raw material. On the right of Figure 7-2, where more information is made 
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available (e.g. technologies and processes), not only can direct supply and demand matching occur, synergy 

opportunities involving the intermediate technologies can also surface. Take for instance if a flour milling 

company produces bran and pollard as a by-product. A direct demand match could be a farm utilising the 

by-product as animal feed. Alternatively, if information regarding intermediate technologies is available, the 

bran and pollard can be channelled to a plastic injection moulding process, in which the bran and pollard 

can act as natural fillers during the polymer processing process (Song et al., 2015).  

 

Figure 7-2: Types of IS opportunities with vary availability of information 

7.1.3 Technology and capability supporting application use case 

As discussed in Section 7.1.2, the probable application use case of the collaboration platform is to assist the 

surfacing of synergy opportunities via attempting to firstly find direct matches of supply and demand of 

various resources (or waste), and secondly to find matches of supply to viable intermediate technologies 

that enable the conversion of the waste to productive resources. This section discusses how the 

technologies developed during the work of the author’s EngD support the processes described previously.  

The application use case suggests that using the data collected from the participants, a search can be 

performed to find direct supply demand matches. Where more detailed data is collected, matching of 

resource supply to intermediate technologies can be further made. Accordingly, these two modes of 

matching are enabled by the EngD work, which will be elaborated in the following. 
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In the case of direct supply demand matching, the problem may appear trivial. However, the supply demand 

matching problem varies from the context of Uber, Airbnb or even the stock market, whereby the supply 

demand matching process is based on structured and fully defined data. In the context of IS, the key 

challenge is to find supply demand matches with limited and unstructured data. Due to the diverse nature 

of resources and industrial sectors that IS handles, an equally diverse set of expression is expected to be 

encountered. One key issue relates to taxonomy issues, mentioned by Laybourn and Lombardi, (2007) and 

Grant et al. (2010), which include the use of use of tradenames, synonyms, meronyms, resulting in 

inconsistencies in knowledge representation (Low et al., 2018). In order for the collaboration platform to 

work effectively, it needs to resolve the taxonomy issue. For instance, it needs to recognise that ethene is 

equivalent to ethylene; cow dung and animal manure are related.  

There are two approaches to resolve the taxonomy issue. The first approach enforces discipline and 

standardisation through a set of controlled vocabulary. This approach involves the standardisation of how 

resources and technologies are expressed by establishing ontologies or classification schemas, as in the cases 

of the work of Cecelja et al. (2015), Benedetti, Holgado and Evans (2017) and Low et al. (2018). After the 

standardised specifications are established, the data entry process has to adhere to the pre-defined rules and 

process. Accordingly, the resources and technologies will reside in a hierarchical classification structure. 

Supply and demand matching and then be performed by utilising the common representation. While this 

approach simplifies the matching process, it requires discipline of language21 usage during implementation. 

However, this may risk impeding the information exchange process, as the use of language is restricted and 

conflicts with the way information is freely and richly conveyed during the data collection process. For 

example, a participant would reasonably prefer to express that his/her company has waste plastics to offer, 

as opposed to attempting to reverse lookup the EWC code of 02 01 04 that identifies that same resource.  

An alternative and complementary approach is to embrace the diversity and nature of human 

communication at the outset, and to devise a method to make sense out of the diverse natural expressions. 

Utilising the word vector model training during the process of implementing the NLP pipeline, fuzzy 

matching based on word meanings can be made. For instance22, “dung” can be matched to “animal dung”, 

 
21 Language in this case refer to the use of disciplined, unambiguous naming and/or classification codes  
22 Sample results generated form trained word vector model via word similarity function 
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“cow dung”, “manure”, “pig excrement”, “chicken droppings”. The advantage of this approach is that it 

promotes quicker information sharing, as it does not restrict participants to use particular set of vocabulary 

or codes when sharing information. Therefore, the burden to reverse lookup a classification code or finding 

the closest categorical match is removed. However, the drawback to this approach is the imprecision of the 

method due to the high dependence on context and the ambiguous nature of natural language. Therefore, 

a hybrid approach is a practical way of implementation for the collaboration platform. Information can be 

collected and recorded in free form text. The free form text undergoes a round of matching based on the 

word vector approach, and subsequently the classification can be performed to represent items in the 

hierarchical structure discussed in Low et al. (2018), and a second round of matching can be performed 

utilising the hierarchical structure. The matching results of the two approaches can be combined to provide 

a list of discovered synergy opportunities to propose to participating companies. 

In the case whereby information regarding the companies’ technologies, capabilities and/or processes are 

made available, then by drawing the knowledge provided by the waste-to-resource knowledge base, 

businesses that possess the competence to convert those unproductive resources into productive resources 

can be matched to the supply of the relevant resources. Alternatively, if companies are unwilling to provide 

any information related to their processes, then the waste-to-resource knowledge base can provide a list of 

value-adding pathways associated to the supply of resources/wastes offered by the participating companies. 

With this information, the IS facilitator or the participating companies can further investigate if there exist 

a company offering such competencies, or, should an investment be made by the participating company to 

build that capability. Through this multi-prong strategy of identifying synergy opportunities, the chances of 

finding serendipitous IS based business opportunities can be potentially enhanced. 

7.2 LIMITATIONS 

7.2.1 Other complementary information 

While the NLP pipeline is able to assist human experts to flag out potential resource to process relationships 

during the knowledge building process, such relationship knowledge is only part of a larger set of 

information that will help support the identification of viable IS synergy opportunities.  
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Firstly, the extraction of such relationships provides no information regarding its technology readiness level 

(TRL). Therefore, even if a resource is deemed technically possible to be converted into another resource 

through a process, uncertainty still exists whether the particular technology has only been proven in 

controlled laboratory setting, or has been successful scaled up and commercialised.  

Secondly, financial information associated to the identified resource to process relationship is missing. 

Hence, there is no indication whether the proposed technology involved can eventually lead to a profitable 

transaction.  

Thirdly, thus far, the information being processed is of a qualitative nature, and hence material properties 

and its specific quantities remain unknown. Such information may be useful to determine if the 

corresponding material characteristics are being fulfilled on both the demand and supply sides. The 

augmenting of these additional material related physical and chemical properties remains an area for future 

research. 

However, such information may still be obtained through the personal knowledge of IS practitioners and 

domain experts. Through the combination of these additional pieces of information, it can significantly 

complement the knowledge base to provide technically feasible and financially viable IS synergy 

opportunities recommendations based on information that is more complete. 

7.2.2 Performance 

As reflected in the human validation experiments, the precision performance of the NLP pipeline in 

extracting the desired relationship is far from perfect. At the precision level of approximately 70%-80%, 

human intervention is still necessary. In practice, the NLP pipeline is still sufficiently effective to be utilised 

as a flagging system to detect possible relationships between various resources and processes mentioned in 

the knowledge documents, however, one is not guaranteed that the flagged relationships are valid with 

certainty. Therefore, to progress the NLP pipeline into a fully automated system of building up a knowledge 

base requires further work. 

In the short term, an expert crowd-sourcing approach is adopted through the development of the UI to 

glean more knowledge from domain experts. The domain knowledge will enable the immediate correction 
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of invalid entries (e.g. correcting the labelling of entity concepts, relationships, order of relationships, 

finding additional associated relationships) which will be eventually committed to the knowledge base. In 

the longer term, through the collection of this domain knowledge, such data can be further analysed in 

aggregate to assist in the improvement of the performance of the NLP pipeline. It is noted that the current 

version of the NLP pipeline is established with minimal inputs from the domain experts. What has been 

demonstrated is the usage of patterns that are automatically learned by the machine to extract out the 

desired knowledge that will be judged by domain experts. With a feedback loop in place for the long term, 

more training data can be gathered over time to retrain the NLP pipeline to achieve better results. 

One caveat, however, pertains to the reliance on standard measures of precision, recall and F1 commonly 

used in the academia to determine “performance”. Chiticariu, Li and Reiss (2013), researchers from IBM 

cautioned the use of such measures in evaluating information extraction systems. Highlighting the 

contention between academic practice and industry practice,  Chiticariu, Li and Reiss (2013) stated with 

reference to those measures that “This simple, clean, and objective measure is useful for judging 

competitions, but the reality of the business world is much more fluid and less well-defined.” Another 

example to highlight this drift is the case of Netflix million-dollar prize (Amatriain and Basilico, 2012). 

While the eventual winners managed to improve the recommendation algorithm by 10% over a three-year 

period, their algorithm was never incorporated into Netflix’s production code.  

“[…] you might be wondering what happened with the final Grand Prize ensemble that won 

the $1M [...] We evaluated some of the new methods offline but the additional accuracy gains 

that we measured did not seem to justify the engineering effort needed to bring them into a 

production environment. Also, our focus on improving Netflix personalization had shifted to 

the next level by then. 

[…] Netflix Prize objective, accurate prediction of a movie’s rating, is just one of the many 

components of an effective recommendation system that optimizes our members’ enjoyment.” 

- Amatriain and Basilico (2012) 
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While these industry examples are not meant to discourage the use of standard measures, over-obsession 

on improving those measures without understanding the link between algorithm performance 

improvement and the business objectives and performance should be avoided.  

7.3 POTENTIAL DERIVATIVE USES 

Thus far, the trained word vector model resulting from the implementation of the NLP pipeline was 

discussed in the context of assisting the machine distinguish between the concepts of resource and process, as 

well as supporting the process of extracting the desired relationship instances. More generally, however, the 

word vector model is a representation of words in multi-dimensional space, which can be used as a 

foundational step in creating more innovative and intelligent functions for the collaboration platform. The 

potential usage of the word vector model in supporting more functions of the collaboration platform are 

discussed in the following. The viability of the potential functions can be demonstrated via a word similarity 

retrieval chained with the trained classifier to output interesting results.  

7.3.1 Smarter suggestions 

The first potential alternative use of the trained word vector model is to assist the collaboration platform 

in providing smarter suggestions, auto-correction and/or auto-completion to aid the process of data entry 

into the platform. To illustrate, the deliberately misspelled “cow dunk” was entered as input into the system, 

shown in Figure 7-3. In this case, the word vector model was able to identify the closest concept to the 

misspelled word is cow dung. It is also interesting to note that proximate words include highly related terms 

such as manure, saw dust, compost, dung cakes, composted green waste, etc.  

 

Figure 7-3: Deliberate misspelling 

Another illustrative example is the deliberate incomplete entry into the system (Figure 7-4).  In this case, 

the term “vege” was entered and the related terms of vegetal, veg, vegetable, etc. were generated. 
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Figure 7-4: Deliberate incomplete entry 

Another example shown in Figure 7-5 includes the input of a general term of “food processing waste”. 

Given the large coverage of food processing waste, ideally, it may be desired to obtain a higher degree of 

granularity in this general term. In what seems to be a manifestation of associative trails, food processing 

waste is linked to other instances of processing waste such as seafood, meat, wood, chicken, fish, citrus, 

shrimp, mango, tomato, olive, vegetable and fruit, poultry, mineral, coffee, orange etc.  

 

Figure 7-5: Food processing waste with related concepts 

The above demonstration was performed in an unsupervised manner, with minimal domain knowledge 

other than that deriving from raw documents that the machine encounters. However, the specific results 

generated by the word vector model is highly dependent on the actual content that it was trained with at 

the outset. For instance, if the training corpus were to be newspaper articles for instance, then the 

suggestions may be of a slightly less technical nature. Therefore, more work needs to be done in selecting 

the most appropriate type of training data, training the most appropriate word vector model and to 

understand its characteristics in performing the specific task. Thereafter, specific customisation to the use 

of the word vector model (including writing rules, filtering and sorting) can be performed to obtain the 

most desired results from the machine. 

7.3.2 Complementing Haves-Wants direct matching 

Another aspect whereby the properties of the word vector model can be applied is in the Haves-Wants 

direct matching. The notion of direct matching of IS participants’ haves and wants encompasses the activity 
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of suggesting viable couplings of outputs (supply) to inputs (demand) of resources. As the data provided 

by companies may be of varying quality and detail, various approaches of matching can be implemented to 

suit different data quality availability to maximise the chances of discovering synergy opportunities.  

One of the approaches is matching through association. This applies to cases whereby only vague, 

qualitative data is available. This scenario is not unlikely, especially at the early stages of IS programmes, 

where companies are unlikely to be forthcoming with information sharing. A reasonable assumption is that 

companies might be willing to provide higher-level qualitative information to the IS facilitator, and the task 

of facilitating IS connections have to be done with such level of information completeness. The issue that 

arises with such qualitative information may be the ambiguous and overly broad nature of the information. 

However, this may be mitigated by performing concept association and expansion to further prompt and 

trigger lines of thought from IS participants. For instance, in the case shown in Figure 7-6, a participant 

with unwanted paperboard further explore other participants, which may be looking for cardboard paper, 

cardboard, fibreboard, paper packaging, etc to accept. While such concept associations may not guarantee 

successful matching, it provides an avenue for IS facilitators to work with limited by generating further 

prompts, potentially resulting in finding logical and useful leads. Further examples are shown in Figure 7-7 

and Figure 7-8. In the case of the former, the general term “fruit” can be further associated with associated 

concepts such as banana, leafy vegetables, citrus, grape, bayberry, vegetable peels, etc. The case of the latter 

pertains to the chemical domain, whereby the term “ethene” is associated to the concept of ethanol (i.e. 

product obtain through hydration reaction of ethene), ethenyl (i.e. ethene molecule with a hydrogen 

molecule removed), ethylene (i.e. a synonym of ethene), and other organic molecules. With more domain 

knowledge to perform the interpretation, such concept expansion function may prove useful in the 

matching process in the circumstances of limited information availability. 

 

Figure 7-6: Demonstration of concept association and expansion with “paperboard” 
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Figure 7-7: Demonstration of concept association and expansion with “fruit” 

 

Figure 7-8: Demonstration of concept association and expansion with “ethene” 
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8 CONCLUSION AND FUTURE WORK 

In this research, it is recognised that the continuation of adopting the linear pattern of resource usage will 

eventually lead to profound environmental and economic impacts ranging from waste accumulation to 

resource supply disruptions and price volatility. It identifies that through a collaborative approach, 

businesses can play an important role to transit towards more sustainable practices by keeping materials in 

use within the economy as envisioned by the CE movement. Specifically, practices of IS provides a 

promising avenue to enable businesses to depart from the conventional practices of resources sourcing and 

waste disposal, through finding opportunistic links in such a way that one company’s waste serves as a 

productive resource of another. In such a scheme, proponents of IS practices (and to a large extent, IE) 

envision that differentiation between resources and wastes would cease to exist.  

Identifying the promising outcomes that adopting IS practices can offer, the work undertaken for this EngD 

further investigates how IS can be applied to contribute towards the resource and waste management 

challenge faced in the context of Singapore. Solutions towards (metaphorically) “diffusing the 16-year waste 

time bomb” is particularly pertinent to the resource and land scarce island city-state, which relies only on a 

single landfill site that is continuously diminishing in waste assimilation capacity. Therefore, the unique 

situation in Singapore provides fertile ground for IS to be further investigated, developed and implemented. 

To this end, the work undertaken for this EngD encompasses a set of closely related lines of investigation 

addressing the overarching theme of IS. More specifically, the work focusses on the creation and replication 

of IS practices, of which mainstream IS practices remains absent till this day. Taking into account the state 

of knowledge, experience and expertise in the area of IS in Singapore’s context, the work comprises three 

key lines of investigation intended to expand and build competencies for Singapore to progress towards 

introducing IS practices. Utilising a combination of literature research, conduct of case study fieldwork, and 

the application of the Design Science Methodology, this EngD investigates: 

1. The industrial practices in facilitating IS creation 

2. The purpose-built tools available to promote the creation of IS networks 

3. The method to efficiently and economically build a knowledge asset in the form of a knowledge 

base that can evolve with the dynamic environment of knowledge creation activities to support IS 

facilitation 
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In summary, the key conclusions drawn from the lines of investigation include: 

1. The comparison of IS creation discussed in the literature and IS facilitation in practice revealed 

that engaging businesses to build the network as well as mapping the synergy opportunities are the 

core activities in setting up IS practices at the outset. 

2. The core capabilities of the IS facilitating body include the trained practitioners’ communication 

skills at engaging the industry to help grow the IS network, as well as their personal industrial 

knowledge enabling their acumen in spotting opportunistic links (or synergy opportunities). 

3. The activity of IS facilitation requires a wide range of knowledge, ranging from explicit knowledge 

to tacit knowledge. Therefore, there is a limit on how knowledge can be conveyed and transferred 

through written documentation, providing the entity with mastery at the IS facilitation practice 

their competitive advantage. 

4. It follows from the previous point that in the interest of gaining the full knowledge and 

competencies of introducing IS practices in the context of Singapore, a collaborative approach 

needs to be adopted with an external IS facilitation expertise to build local capacity, especially in 

areas related to the tacit knowledge. 

5. For an effective IS facilitation practice transfer to occur, it requires a combination of the vast 

experience and capabilities of an IS facilitation company (transferor), together with the intrinsic 

capability of the knowledge recipient of whom the knowledge to facilitate IS is to be transferred to 

(transferee). These two elements must work alongside to maximise the chances of successful 

replication of IS practices in a new context. 

6. In terms of tools for IS, a range of tools are available to support various stages in the IS creation 

process. Some of which are purpose-built, while others are general-purpose tools adapted for use 

in the IS context. However, evidence from the body of literature suggests that few of the purpose 

built tools eventually translate to real world application. 

7. The success of purpose built IS tools is mainly attributed to the adoption of an active approach. 

To elaborate, successful IS tools are rarely stand-alone tools, but rather, they must be used in 

conjunction with established IS programmes. Empirical evidence suggest that this pairing is the 

factor that promotes successful deployment and usage of IS tools. 

8. Based on the bibliometric evidence examined, an indicative trajectory of tool development focus 

areas in supporting IS in the future is established. Moving forward, future IS tools are foreseen to 

comprise a combination of the data analytics techniques, recommendation algorithms applications, 

decision support systems, knowledge databases (including historical IS cases and fundamental 

technical knowledge) and leveraging internet based technologies. 



168 
 

9. As part of the transferee’s intrinsic capability building in preparation of participating in knowledge 

transfer activities in IS facilitation, the approach of building and maintaining a knowledge base of 

linking resources and technical conversion processes was previously proposed by the author’s 

sponsor company. Based on the collaboration with the sponsoring company, an efficient and 

economical method is proposed and implemented as part of the EngD to complement present 

efforts in maintaining the IS knowledge base. 

10. An NLP based pipeline design is proposed and implemented to extract knowledge useful for 

supporting IS from unstructured heterogeneous knowledge data sources. 

11. The use of word vectors was experimentally found to be an effective means of representing word-

sequence based content to perform logical tasks. An estimated 93% accuracy was achieved in 

segregating terms that refer to resources, processes and others (i.e. noise). Additionally, derivative uses 

of the word vector model were also identified, including utilising its properties to provide smarter 

suggestions and complementing the have-wants direct matching process. 

12. The snowballing approach of determining and extracting resource to process relationships is estimated 

to achieve a precision of approximately 73% through human validation experiments. Although 

more work is required to improve its accuracy towards building a fully automated knowledge base 

system, it is determined that the achieved level of precision is sufficient to power a UI that aids the 

domain experts to rapidly build up the IS knowledge base through a HITL scheme. 

8.1 IMPROVEMENTS AND FUTURE WORK 

8.1.1 Improving process and resource labelling quality 

As reflected in the error analysis, 88.5% of the invalid extracted relationships are associated to entity 

labelling related errors committed in the pipeline process. In other words, what could have been a valid 

relationship was deemed invalid due to inappropriate labelling. For instance, the relationship “plastic 

material” to “thermal hydrocracking” was deemed invalid due to the overly broad coverage of the term 

“plastic material” even the relationship is technically correct. The domain experts viewed that an additional 

level of detail is desired (e.g. thermoset, thermoplastic, specific identities of plastic material, etc.). Therefore, 

an area for future work include the improvement of key entities labelling to suit the required level of 

specificity.  

The issue of improving key entities labelling can be tackled by first improving the fundamental function of 

noun phrase recognition. Based on the error analysis, part of the issue contributing towards incorrectly 

labelled processes and resources is due to incorrect noun phrase detection. This is largely due to the 
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application of off-the-shelve noun phrase segmentation function routines that was not custom trained. 

Therefore, when more feedback data is accumulated from the domain experts over time, the way noun 

phrases are being identified can be altered by retraining the model. After the noun phrase detestation is 

capable of recognising more specific technical nouns, the classification model can be improved to segregate 

the noun phrases into resource, process or others. With more positive and negative examples collected in the 

future, it can better aid in the classification training process. Another approach to explore is to identify 

overly broad terms and utilise word association to suggest more specific entity labels.  

8.1.2 Clustering of similar technologies and resources  

Based on the observation of the extracted relationships, further data cleaning and organisation can be 

performed to refine the structure of information being extracted. Presently, all relationships extracted are 

processed in a flat structure. However, as manifested in the raw knowledge documents, the entities 

themselves are typically described at various levels of detail. Furthermore, variations in terms referring to 

the same conceptual entities are also encountered. This is especially so in terms of waste resources, whereby 

these off-specification substances have no standardised labels attached to them. For instance, waste cooking 

oil is also referred to as waste frying oil, waste vegetable oil, waste corn oil. Furthermore, their potential use 

also shares very similar route to jatropha oil – that is to be converted into biodiesel. Such information can 

be better organised by clustering similar resources and technologies together. The envisioned outcome is 

illustrated in Figure 8-1. Prior to any clustering, the extracted knowledge is in the raw form. Therefore, 

closely related relationships exist individually. After clustering, closely similar resources and processes can 

be grouped together, and relationships can be expressed between clusters of resources and processes rather 

than individual entity concepts. The advantage of representing the relationships in clusters include the 

immediate retrieval of related items within the clusters, reconciling synonymous and closely related entities, 

and concept reinforcement through multiple examples within the cluster. 

The word vector model can be utilised to assist in the clustering process due to its property of being able 

to represent terms that are related in close proximity. However, further experiments need to be conducted 

to specifically investigate the most effective approach to utilise the word vector model for clustering. 
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Figure 8-1: Before clustering (left); After clustering (right)  

8.1.3 Extending human-in-the-loop (HITL) 

In the longer term, the continuous process of collecting positive and negative examples has been designed 

into the system architecture. This design feature is to support the long-term continuous improvement to 

the NLP pipeline. As the results from the error analysis suggests, 36% of the errors is due to entity labels 

deemed to general and lacking in granularity. Therefore, the top priority of utilising the feedback from 

domain knowledge would be to improve on the labelling of entities. In order to do achieve this, the 

corrections made by the domain experts in the HITL process must first be collected. With sufficient data 

collected, this data can then be used to further train and correct the machine to recognise the correct entity 

boundaries in text. In the case whereby the correct labelling does not originate from the text but from the 

domain expert’s suggestions, then autosuggestions can be generated based on historical correction patterns 

collected from past corrected and approved data entries.  

8.1.4 Improvements through division of labour 

Strategically, the design of the NLP pipeline took into account the ease of division of labour for future 

improvements to include different areas of specialisation and expertise. The pipeline architecture comprises 

individual modules of functions, each with a specific task to perform and can function independently as 

stand-alone modules. This implies that the specific implementation of every module can be modified 

independently, and as long as the fundamental functions remained unchanged, the function of the entire 

pipeline will be retained albeit differences in performance is expected. Each component of the pipeline 

comprises a specialised task among a range of aspects contributing towards the overall goal of knowledge 

extraction. Therefore, ideally it is envisioned that improvements to every component will lead to an overall 

performance gain. 

Waste frying oil -> Biodiesel production

Waste cooking oil -> Biodiesel production

Waste cooking oil -> Transesterification

Waste corn oil -> Biodiesel production process

Waste vegetable oil -> Biodiesel production process

Waste frying corn oil -> Transesterification reaction

Resource cluster

Waste cooking oil

Waste corn oil

Waste frying corn oil

Waste frying oil

Waste vegetable oil

Process cluster

Biodiesel production

Biodiesel production process

Transesterification

Transesterification process

Extracted relations Clustered relations
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The first and second component of data acquisition and conversion comprises the primary task of retrieving 

large volumes of data from existing document databases. Therefore, such a task lies within the scope of 

data engineering, whereby the main task focuses on data collection. The sub-objectives of this task include 

the retrieval of the desired data sources efficiently by maximising the bandwidth available while maintaining 

within the limits imposed by the data provider, connecting to various different data providers with varying 

protocols, retrieving data directly from both highly structured APIs and less structured web pages, and 

handling the wide mix of data formats encountered. In sum, data acquisition handles the capability of 

retrieving any desired data from a wide range of sources with varying formats and protocols. 

The third component comprises data pre-processing. This step focuses on data cleaning with various 

techniques such as the use of regex, logical rules, parsers, word/sentence segmentation, noun phrase 

recognition, among others. In essence, the scope of work encompasses the utilisation of processing 

methods and tools to transform and prepare the set of noisy raw data into a form that is suitable for 

downstream processing. Coordination and experimentation with downstream tasks are required to establish 

the most suitable way in which the data is pre-processed.  

The fourth component of word vector generation translates the text-based content into numerical 

representation. This component shifts the capability requirement to that of a data scientist. Word 

representation remains a topic of ongoing research, and hence, newer methods are expected to be 

established over time. Historically, word2vec was first to be established as a way to represent words in 

vector form by training a neural network (Mikolov et al., 2013a). This was followed by GloVe (Pennington 

et al., 2014), which tries to achieve similar word vector representation through a matrix decomposition 

approach. Following that, fastText was established to include sub-word information into the word vectors 

by modifying the training process to include ngrams (Bojanowski et al., 2016). However, while these 

methods may evolve over time, the basic function of word vectors remain the same – that is to represent 

words in vector forms that correspond to their real word meanings and usage, which in turn can be used 

for downstream tasks such as classification. With newer methods such as BERT  are expected to be 

introduced and its deployment made more accessible over time (Devlin et al., 2018; Narasimhan, 2019) , 

the pipeline supports direct swapping of word vector training methods while retaining the same 

fundamental functions. Hence, the scope of work includes the implementation of those newer technologies 
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and the conduct of experimental processes to determine the best choice of word vector models to be 

applied. 

The fifth component comprises the detection of key entities, which main task is to detect the entities of 

interest – in this case resources and processes. This component has a close link to the pre-processing 

component, in which noun phrases are retrieved and subsequently classified. As such, improvement to the 

noun phrase detection will have a large improvement towards recognising the entities correctly. 

Furthermore, this ties in closely with the actual requirements of granularity of which the knowledge base 

expects. As this component needs to achieve entity detection to a highly bespoke purpose and precision, 

hence, further data collection and re-training is required. The HITL system architecture will support this 

feedback loop to improve the detection in the long term. 

The final component comprises the relationship extractor, which primary task is to determine if the desired 

relationship exists given the detected key entities. The approach selected in this particular implementation 

is via the snowballing approach, whereby a small set of initial positive examples (e.g. <10) leads to the 

extraction of a larger set of relationships (e.g. ~1000s). The snowballing approach is selected due to the 

conservative assumption that scant knowledge is available at the outset. However, as more relationships are 

extracted and validated over time through the HITL approach, these validated relationships form a dataset, 

which can be utilised as training dataset. With a substantial set of validated relationships, supervised 

approach can be further explored and developed so that the relationship extraction can be trained to mimic 

the outcome of domain experts’ decisions more closely. 

In summary, as the NLP pipeline comprises multiple independent components working collectively, 

enhancement to the performance can be made through the division of labour, whereby more specialised 

expertise can be deployed to focus on specific tasks of each component of the pipeline.  

8.2 CONCLUDING REMARKS 

At the time of writing, the concept of IS has yet to gain mainstream attention of businesses in Singapore 

and hence, to the best of the author’s knowledge, practices of IS still remain absent, or have yet been 

“uncovered” in this city-state. Nevertheless, the concept of CE (and to a certain extent IS) has already 
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gained the attention of various government agencies (agencies linked to environment management, 

economic development and industrial estate management), albeit at the nascent stage of discussions and 

consultation.  

Thus far, the discussion in this document has been limited within the scope of capability building in IS not 

only through the author’s EngD work, but also as part of a concerted and coordinated effort together with 

his sponsor company to build a set of complementary technologies targeted at supporting the intended 

introduction of IS facilitation practices in the context of Singapore. The work undertaken during the EngD 

contributes towards the building up of competencies and knowledge in the area of IS for the author’s 

sponsoring company – a national research agency. At a higher level, this EngD work also contributes in 

part towards Singapore’s goals of moving towards implementing a coordinated CE strategy. 

In terms of the initial steps in progressing towards IS facilitation initiatives, leveraging the knowledge and 

experience of successful IS programmes through collaboration is a pragmatic route towards the rapid 

progression of IS in light of the local Singapore government’s growing interest in the area of CE and 

sustainability. While moving towards developing more sophisticated support tools to assist in IS facilitation, 

one must not lose sight of the larger scope of knowledge requirements to successfully execute a facilitated 

IS initiative. Adoption of IS requires capabilities that go beyond developing and acquiring the latest enabling 

technologies, and also includes the capacity building of the more tacit aspect of enabling knowledge, know-

hows and skillsets encompassing the soft-skills, acumen and the human touch to gain the required 

legitimacy and buy-ins from stakeholders for the delivery of an IS programme. 

Moving beyond the work undertaken for this EngD, an immediate task of the author is to assist in 

establishing and organising the research capabilities in the area of IS as well as in the related domains of IE 

and CE. It is envisioned that research on IS should progressively expand to encompass other forms of 

collaborative resource usage, such as exploring ways in which the concept in IS can be incorporated to the 

adjacent field of collaborative manufacturing in terms of sharing underutilised or excess capacity. Urban 

symbiosis is also a logical area for exploration, whereby the concept of IS is further expanded beyond the 

scope of the industry to include the larger living environment. Ultimately, by blurring the line differentiating 

wastes from resources, a higher level of sustainability can be reached through smarter use of resources.  
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Appendix A: Topic Clouds from CLR for visual inspection 
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Appendix B: Illustration of disparate raw data formats 

 

Figure B-1: Example of the raw data content retrieved from Elsevier API 
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Figure B-2: Example of the raw data content retrieved from AcclaimIP 
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Appendix C: Ten-fold cross validation process 

The ten-fold cross-validation procedure is conducted as follows.  

1. First, the entire set of labelled data is randomly sample to split into training + validation and test 

sets. In this case, an 80-20 split is selected.  

 

2. Next, the training + validation set undergoes further random sampling to partition the dataset 

into ten equal portions. 

 

3. With the ten equally portioned datasets, a single portion of the dataset is treated as a validation 

set, while the remaining nine portions are treated as the training set. 

 

4. The training set and validation set undergoes a round of classifier training and the performance 

metric (e.g. accuracy/F1-measure) are recorded. 

5. Next, the process is iterated, using a different (non-repeating) portion of the data treated as 

validation set. The iteration is complete until all the portions of the data are used up as validation 

sets.  

 
 

6. The mean and standard deviation of the performance metric of the ten iterations are computed. 

The mean and standard deviation provide an estimate or approximation of the expected classifier 

Training + Validation (80%) Test (20%)

Full labelled dataset (100%)

Training + Validation (80%)

V T T T T T T T T T

V T T T T T T T T T

T V T T T T T T T T

T T V T T T T T T T

T T T V T T T T T T

T T T T V T T T T T

T T T T T V T T T T

T T T T T T V T T T

T T T T T T T V T T

T T T T T T T T V T

T T T T T T T T T V
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performance on out-of-sample (real-world) data. The training process of the classifier is now 

considered complete. 

7. To evaluate the performance of the trained classifier, the classifier is now used to predict on the 

test data set, which was initially apportioned out and excluded from the model training process. 

A key assumption of this test data set is that it is representative of the nature of out-of-sample 

(real-world) data.  

 

8. The performance of the classifier on the test dataset is crosschecked with the mean and standard 

deviation derived during the training process to verify that the performance is within the 

expected range. 

 

  

Test (20%)
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Appendix D: Kappa Statistic Computation for three-class classification 

Given the following classifier’s confusion matrix, the Kappa statistic is computed as follows: 

 Predicted 

Category 1 Category 2 Category 3 Total 

T
ru

e
 

Category 1 x1,1 x1,2 x1,3 x1,1+ x1,2+ x1,3 

Category 2 x2,1 x2,2 x2,3 x2,1+ x2,2+ x2,3 

Category 3 x3,1 x3,2 x3,3 x3,1+ x3,2+ x3,3 

Total x1,1+ x2,1+ x3,1 x1,2+ x2,2+ x3,2 x1,3+ x2,3+ x3,3 
x1,1+ x1,2+ x1,3+ 
x2,1+ x2,2+ x2,3+ 
x3,1+ x3,2+ x3,3 

 

Step 1: Compute observed accuracy of classifier 

Accuracyobserved = P(c) = 
𝑥1,1+𝑥2,2+𝑥3,3

𝑥1,1+𝑥1,2+𝑥1,3+𝑥2,1+𝑥2,2+𝑥2,3+𝑥3,1+𝑥3,2+𝑥3,3
 

Step 2: Compute probability of predicted classes 

P(cat1predict)=
𝑥1,1

𝑥1,1+𝑥2,1+𝑥3,1
 

P(cat2predict)=
𝑥2,2

𝑥1,2+𝑥2,2+𝑥3,2
 

P(cat3predict)=
𝑥3,3

𝑥1,3+𝑥2,3+𝑥3,3
 

Step 3: Generate the expected (random chance) classification table based on the probabilities computed in 

Step 2 

 Predicted 

Category 1 Category 2 Category 3 Total 

T
ru

e
 

Category 1 
(x1,1+ x1,2+ x1,3)× 

P(cat1predict) 

(x1,1+ x1,2+ x1,3)× 
P(cat2predict) 

(x1,1+ x1,2+ x1,3)× 
P(cat3predict) 

x1,1+ x1,2+ x1,3 

Category 2 
(x2,1+ x2,2+ x2,3)× 

P(cat1predict) 
(x2,1+ x2,2+ x2,3)× 

P(cat2predict) 
(x2,1+ x2,2+ x2,3)× 

P(cat3predict) 
x2,1+ x2,2+ x2,3 

Category 3 
(x3,1+ x3,2+ x3,3)× 

P(cat1predict) 
(x3,1+ x3,2+ x3,3)× 

P(cat2predict) 
(x3,1+ x3,2+ x3,3)× 

P(cat3predict) 
x3,1+ x3,2+ x3,3 

Total x1,1+ x2,1+ x3,1 x1,2+ x2,2+ x3,2 x1,3+ x2,3+ x3,3 
x1,1+ x1,2+ x1,3+ 
x2,1+ x2,2+ x2,3+ 
x3,1+ x3,2+ x3,3 

 

Step 4: Compute expected accuracy (based on random chance) 

AccuracyExpected = P(r) 

(𝑥1,1+𝑥2,2+𝑥3,3)×𝑃(𝑐𝑎𝑡1𝑝𝑟𝑒𝑑𝑖𝑐𝑡)+(𝑥2,1+𝑥2,2+𝑥2,3)×𝑃(𝑐𝑎𝑡2𝑝𝑟𝑒𝑑𝑖𝑐𝑡)+(𝑥3,1+𝑥3,2+𝑥3,3)×𝑃(𝑐𝑎𝑡3𝑝𝑟𝑒𝑑𝑖𝑐𝑡)

𝑥1,1+𝑥1,2+𝑥1,3+𝑥2,1+𝑥2,2+𝑥2,3+𝑥3,1+𝑥3,2+𝑥3,3
 

Step 5: Compute Kappa statistic 

𝛫 =
𝑃(𝑐) − 𝑃(𝑟)

1 − 𝑃(𝑟)
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Appendix E: Classifier results on test data set (i.e. 20% of total labelled data set) 

Neural Network Classifier 

Confusion Matrix 

 Predicted 

Others Resource Process Total Recall 

T
ru

e
 

Others 1,071 65 50 1,186 90.3% 

Resource 49 1,041 9 1,099 94.7% 

Process 28 9 716 753 95.1% 

Total 1,148 1,115 775 3,038  

Precision 93.3% 93.4% 92.4%   

Precisionmacro = 
93.3%+93.4%+92.4%

3
= 93.0% 

Precisionmicro = 
1071+1041+716

1148+1115+775
= 93.1% 

Recallmacro = 
90.3%+94.7%+95.1%

3
= 93.4% 

Recallmicro = 
1071+1041+716

1186+1099+753
= 93.1% 

F1macro = 2 ×
93.0%×93.4%

93.0%+93.4%
= 93.2% 

F1micro = 2 ×
93.1%×93.1%

93.1%+93.1%
= 93.1% 

Accuracy = P(c) = 
1071+1041+716

3038
= 93.1% 

P(others) =  
1148

3038
× 100% = 37.8% 

P(resource) =  
1115

3038
× 100% = 36.7% 

P(process) =  
775

3038
× 100% = 25.5% 
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Matrix of randomly distributed predictions based on P(others), P(resource) and P(process)  

 Predicted 

Others Resource Process Total 

T
ru

e
 Others 448 435 303 1,186 

Resource 415 403 280 1,099 

Process 285 276 192 753 

Total 1,148 1,115 775 3,038 

 

P(r) = 
448+403+192

3038
= 34.3% 

Κ = 
93.1%−34.3%

100%−34.3%
= 0.895 
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SVM Classifier 

Confusion Matrix 

 Predicted 

Others Resource Process Total Recall 

T
ru

e
 

Others 1,081 55 50 1,186 91.1% 

Resource 57 1,035 7 1,099 94.2% 

Process 36 10 707 753 93.9% 

Total 1,174 1,100 764 3,038  

Precision 92.1% 94.1% 92.5%   

Precisionmacro = 
92.1%+94.1%+92.5%

3
= 92.9% 

Precisionmicro = 
1081+1035+707

1174+1100+764
= 92.9% 

Recallmacro = 
91.1%+94.2%+93.9%

3
= 93.1% 

Recallmicro = 
1081+1035+707

1186+1099+753
= 92.9% 

F1macro = 2 ×
92.9%×93.1%

92.9%+93.1%
= 93.0% 

F1micro = 2 ×
92.9%×92.9%

92.9%+92.9%
= 92.9% 

Accuracy = P(c) = 
1081+1035+707

3038
= 92.9% 

P(others) =  
1074

3038
× 100% = 38.6% 

P(resource) =  
1100

3038
× 100% = 36.2% 

P(process) =  
764

3038
× 100% = 25.1% 
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Matrix of randomly distributed predictions based on P(others), P(resource) and P(process)  

 Predicted 

Others Resource Process Total 

T
ru

e
 Others 458 429 298 1,186 

Resource 425 398 276 1,099 

Process 291 273 189 753 

Total 1,174 1,100 764 3,038 

 

P(r) = 
458+398+189

3038
= 34.4% 

Κ = 
92.9%−34.4%

100%−34.4%
= 0.892 
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Logistic Classifier 

Confusion Matrix 

 Predicted 

Others Resource Process Total Recall 

T
ru

e
 

Others 1,067 63 56 1,186 90.0% 

Resource 63 1028 8 1,099 93.5% 

Process 43 15 695 753 92.3% 

Total 1,173 1106 759 3,038  

Precision 91.0% 92.9% 91.6%   

Precisionmacro = 
91.0%+92.9%+91.6%

3
= 91.8% 

Precisionmicro = 
1067+1028+695

1173+1106+759
= 91.8% 

Recallmacro = 
90.0%+93.5%+92.3%

3
= 91.9% 

Recallmicro = 
1067+1028+695

1186+1099+753
= 91.8% 

F1macro = 2 ×
91.8%×91.9%

91.8%+91.9%
= 91.8% 

F1micro = 2 ×
91.8%×91.8%

91.8%+91.8%
= 91.8% 

Accuracy = P(c) = 
1067+1028+695

3038
= 91.8% 

P(others) =  
1173

3038
× 100% = 38.6% 

P(resource) =  
1106

3038
× 100% = 36.4% 

P(process) =  
759

3038
× 100% = 25.0% 
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Matrix of randomly distributed predictions based on P(others), P(resource) and P(process)  

 Predicted 

Others Resource Process Total 

T
ru

e
 Others 458 432 296 1,186 

Resource 424 400 275 1,099 

Process 291 274 188 753 

Total 1,173 1,106 759 3,038 

 

P(r) = 
458+400+188

3038
= 34.4% 

Κ = 
91.8%−34.4%

100%−34.4%
= 0.875 
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k nearest neighbour Classifier 

Confusion Matrix 

 Predicted 

Others Resource Process Total Recall 

T
ru

e
 

Others 967 97 122 1,186 81.5% 

Resource 35 1,024 40 1,099 93.2% 

Process 19 13 721 753 95.8% 

Total 1,021 1,134 883 3,038  

Precision 94.7% 90.3% 81.7%   

Precisionmacro = 
94.7%+90.3%+81.7%

3
= 88.9% 

Precisionmicro = 
967+1027+721

1021+1134+883
= 89.4% 

Recallmacro = 
81.5%+93.2%+95.8%

3
= 90.2% 

Recallmicro = 
967+1027+721

1186+1099+753
= 89.4% 

F1macro = 2 ×
88.9%×90.2%

88.9%+90.2%
= 89.5% 

F1micro = 2 ×
89.4%×89.4%

89.4%+89.4%
= 89.4% 

Accuracy = P(c) = 
967+1024+721

3038
= 89.3% 

P(others) =  
1021

3038
× 100% = 33.6% 

P(resource) =  
1134

3038
× 100% = 37.3% 

P(process) =  
883

3038
× 100% = 29.1% 
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Matrix of randomly distributed predictions based on P(others), P(resource) and P(process)  

 Predicted 

Others Resource Process Total 

T
ru

e
 Others 399 443 345 1,186 

Resource 369 410 319 1,099 

Process 253 281 219 753 

Total 1021 1134 883 3,038 

 

P(r) = 
399+410+219

3038
= 33.8% 

Κ = 
89.3%−33.8%

100%−33.8%
= 0.838 
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Naïve Bayes Classifier 

Confusion Matrix 

 Predicted 

Others Resource Process Total Recall 

T
ru

e
 

Others 754 79 353 1,186 63.6% 

Resource 73 767 259 1,099 69.8% 

Process 59 17 677 753 89.9% 

Total 886 863 1,289 3,038  

Precision 85.1% 88.9% 52.5%   

Precisionmacro = 
85.1%+88.9%+52.5%

3
= 75.5% 

Precisionmicro = 
754+767+677

886+863+1289
= 72.4% 

Recallmacro = 
63.6%+69.8%+89.9%

3
= 74.3% 

Recallmicro = 
754+767+677

1186+1099+753
= 72.4% 

F1macro = 2 ×
75.5%×74.3%

75.5%+74.3%
= 74.9% 

F1micro = 2 ×
72.4%×72.4%

72.4%+72.4%
= 72.4% 

Accuracy = P(c) = 
754+767+677

3038
= 72.4% 

P(others) =  
886

3038
× 100% = 29.2% 

P(resource) =  
863

3038
× 100% = 28.4% 

P(process) =  
1289

3038
× 100% = 42.4% 
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Matrix of randomly distributed predictions based on P(others), P(resource) and P(process)  

 Predicted 

Others Resource Process Total 

T
ru

e
 Others 346 337 503 1,186 

Resource 321 312 466 1,099 

Process 220 214 319 753 

Total 886 863 1,289 3,038 

 

P(r) = 
346+312+319

3038
= 32.2% 

Κ = 
72.4%−32.2%

100%−32.2%
= 0.592 
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Appendix F: Word sense matching experiment results 

Table F-1: Match instances to animal_manure>hydrothermal_carbonization 

Similarity 
parameter 

Match 
count 

Match instances 

1 – 0.9 0 No match instances 

0.80 2 • manure > hydrothermal processing 

• manure > hydrothermal_processing 

0.70 3 • manure > hydrothermal processing 

• manure > hydrothermal_processing 

• chicken_manure > hydrothermal_processing 

0.65 5 • cattle_manures > pyrolysis 

• manures > hydrothermal_processing 

• manure > hydrothermal processing 

• manure > hydrothermal_processing 

• chicken_manure > hydrothermal_processing 

0.60 10 • cattle_manures > pyrolysis 

• manures > hydrothermal_processing 

• agricultural_residues > pyrolysis 

• agricultural_residues > autohydrolysis 

• manure > hydrothermal processing 

• manure > hydrothermal_processing 

• swine_and_chicken_manure > thermal_hydrolysis 

• chicken_manure > hydrothermal_processing 

• swine_manure > thermal_hydrolysis 

• maize_silage > hydrothermal carbonization 

0.55 62 • rice_straw > enzymatic_hydrolysis 

• wheat_straw > enzymatic_hydrolysis 

• corn_straw > enzymatic_hydrolysis 

• wheat_straw > steam_explosion 

• sewage_sludge > gasification 

• rice_straw > pyrolysis 

• cattle_manures > pyrolysis 

• rice_straw > saccharification 

• municipal_solid_waste > gasification 

• vegetable_byproducts > gasification 

• manures > hydrothermal_processing 

• agricultural_residues > pyrolysis 

• wheat_straw > pyrolysis 

• municipal_solid_waste > enzymatic_hydrolysis 

• paper_mill_sludge > thermal_degradation 

• wheat_straw > sulfuric_acid_pretreatment 

• paper_mill_sludge > enzymatic_hydrolysis 

• green_wastes > liquefaction_process 

• sewage_sludge > pyrolysis 

• rape > straw enzymatic hydrolysis 

• corn_straw > enzymatic_preparation 

• rape_straw > microwave_treatment 

• rape_straw > enzymatic_hydrolysis 

• agricultural_residues > autohydrolysis 

• wastewater_sludge > enzymatic_digestion 

• wheat_straw > liquefaction 

• rice_straw > microwave_irradiation 

• cellulosic_municipal_solid_waste > pyrolysis_process 

• sewage_sludge > carbonisation 

• rice_straw > hydrothermal_treatment 

• agricultural_residues > ozonolysis_pretreatment 

• corn_straw > decrystallization 

• organic_waste > hydrothermal carbonization 
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Similarity 
parameter 

Match 
count 

Match instances 

• corn_straw > microwave_pretreatment 

• cotton_gin_residues > steam_explosion 

• organic_wastes > hydrothermal processing 

• organic_wastes > hydrothermal_treatment 

• rice_straw > slow_pyrolysis 

• sewage_sludge > hydrothermal_treatment 

• paper_mill_sludge > enzymatic hydrolysis 

• rice_straw > hydrolysis_process 

• primary_sewage_sludge > chemical_activation_process 

• wheat_straw > lignin_oxidization 

• rice_straw > carbonization_process 

• corn_straw > hydrolyzation 

• agricultural_waste > enzymatic_saccharification 

• wheat_straw > saccharification 

• agricultural_residues > enzymatic_hydrolysis 

• wheat_straw > fast_pyrolysis 

• manure > hydrothermal processing 

• manure > hydrothermal_processing 

• swine_and_chicken_manure > thermal_hydrolysis 

• chicken_manure > hydrothermal_processing 

• swine_manure > thermal_hydrolysis 

• wheat_straw > enzymatic_conversion 

• maize_silage > hydrothermal carbonization 

• manure > liquefaction 

• wheat_straw > liquefaction_process 

• rice_straw > enzymatic hydrolysis 

• corn_straw > acid_hydrolysis 

• wheat_straw > hydrothermal_carbonization 

• sewage_sludge > combined_fermentation 

 

  



201 
 
 

Table F-2: Match instances to waste_cooking_oil>biodiesel_production 

Similarity 
parameter 

Match 
count 

Match instances 

1 – 0.8 1 • waste_cooking_oil > biodiesel_production 

0.7 3 • waste_cooking_oil > biodiesel_production 

• waste_cooking_oil > jet_biofuel_production 

• rapeseed_oil > biodiesel_production 

0.65 17 • karanja_oil > transesterification 

• waste_cooking_oil > biodiesel_production 

• refined_vegetable_oils > biodiesel_production 

• karanja_oil > esterification_and_transesterification_reactions 

• palm_oil > biodiesel_production 

• rice_bran_oil > rice_bran_production 

• neem_oil > production_biodiesel 

• vegetable_oils > esterification_and_transesterification_reactions 

• vegetable_oil > transesterification_process 

• waste_cooking_oil > jet_biofuel_production 

• vegetable_oils > biofuel_production 

• cooking_oil > transesterification 

• waste_cooking_oils > transesterification 

• rapeseed_oil > biodiesel_production 

• cottonseed_oil > transesterification 

• vegetable_oils > biodiesel_production 

• vegetable_oil > biodiesel_production 

0.6 61 • biodiesel > transesterification 

• biodiesel > situ_transesterification 

• biodiesel > transesterification_reaction 

• karanja_oil > simultaneous_esterification 

• biodiesel > simultaneous_esterification 

• karanja_oil > transesterification 

• biodiesel > transesterification_method 

• biodiesel > transesterification_process 

• algal_oil > transesterification 

• biodiesel > transesterification_step 

• biodiesel > biodiesel_production 

• waste_cooking_oil > biodiesel_production 

• animal_fats > transesterification 

• biodiesel > biofuel_production 

• biodiesel > biodiesel_production_process 

• waste_glycerol > biodiesel_industry 

• refined_vegetable_oils > biodiesel_production 

• biodiesel > simultaneous esterification 

• biodiesel > esterification_and_transesterification_reactions 

• karanja_oil > esterification_and_transesterification_reactions 

• algal_oil > transesterification_method 

• biodiesel > ethanol_transesterification 

• algal_oils > biodiesel_production 

• plant_oils > biodiesel_conversion 

• algal_oils > transesterification 

• biodiesel > interesterification 

• biodiesel > biohydrogen_production 

• microalgal_oils > transesterification 

• biodiesel > lipid production 

• biodiesel_processing_wastewaters > biodiesel_production 

• biodiesel > direct_transesterification 

• palm_oil > biodiesel_production 

• biodiesel_microalgae_residues > butanol_production 

• microalgae_oil > biodiesel_production 
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Similarity 
parameter 

Match 
count 

Match instances 

• scum_oil > base_catalyzed_transesterification 

• rice_bran_oil > rice_bran_production 

• algal_oil > situ_transesterification 

• biodiesel > heterogeneous_esterification 

• biodiesel > microalgae_production 

• neem_oil > production_biodiesel 

• vegetable_oils > esterification_and_transesterification_reactions 

• animal_fats > esterification_and_transesterification_reactions 

• vegetable_oil > transesterification_process 

• waste_cooking_oil > jet_biofuel_production 

• vegetable_oils > biofuel_production 

• castor_oil > polyol_production 

• biodiesel > bioethanol_production 

• vegetable_oil > 
chemically_or_enzymatically_catalyzed_transesterification 

• cooking_oil > transesterification 

• waste_cooking_oils > transesterification 

• biodiesel > oil_production 

• biodiesel > lipid_production 

• rapeseed_oil > biodiesel_production 

• biodiesel > hexane_transesterification 

• cottonseed_oil > transesterification 

• crude_biodiesel > hexane_transesterification 

• crude_biodiesel > xylene_transesterification 

• biodiesel > ethanol_production_processes 

• vegetable_oils > biodiesel_production 

• vegetable_oils > industrial_production 

• vegetable_oil > biodiesel_production 

0.55 107 • biodiesel > transesterification 

• biodiesel > esterification 

• crude_glycerol > biodiesel_production 

• biodiesel > situ_transesterification 

• biodiesel > transesterification_reaction 

• karanja_oil > simultaneous_esterification 

• microalgal_lipid > esterification 

• crude_glycerol > hydrogen_production 

• biodiesel > simultaneous_esterification 

• karanja_oil > transesterification 

• crude_glycerol > transesterification 

• microalgal_lipids > esterification 

• biodiesel > transesterification_method 

• triglycerides > transesterification 

• biodiesel > transesterification_process 

• algal_oil > transesterification 

• biodiesel > transesterification_step 

• biodiesel > biodiesel_production 

• microalgae_biodiesel_residues > butanol_production 

• waste_cooking_oil > biodiesel_production 

• scum_oil > esterification_reaction 

• animal_fats > transesterification 

• biodiesel > biofuel_production 

• biodiesel > biodiesel_production_process 

• waste_glycerol > biodiesel_industry 

• fatty_acid_ethyl_esters > transesterification 

• refined_vegetable_oils > biodiesel_production 

• biodiesel > simultaneous 

• free_fatty_acid > simultaneous_esterification 

• biodiesel > esterification_and_transesterification_reactions 
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Similarity 
parameter 

Match 
count 

Match instances 

• karanja_oil > esterification_and_transesterification_reactions 

• extracted_microalgal_lipids > esterification 

• algal_oil > transesterification_method 

• biodiesel > ethanol_transesterification 

• microalgal_lipids > biodiesel_production 

• crude_glycerol > oleochemical_production 

• triglycerides > oleochemical_production 

• algal_oils > biodiesel_production 

• biodiesel > lipid_extraction 

• plant_oils > biodiesel_conversion 

• algal_oils > transesterification 

• fatty_acid_methyl_esters > transesterification 

• biodiesel > interesterification 

• cottonseed > biodiesel_production 

• biodiesel > biohydrogen_production 

• biodiesel > downstream_biodiesel_conversion 

• microalgal_oils > transesterification 

• biodiesel > oil_extraction 

• free_fatty_acid > direct_transesterification 

• free_fatty_acid > esterification 

• biodiesel > lipid production 

• crude_glycerol > biological_production 

• biodiesel_processing_wastewaters > biodiesel_production 

• biodiesel_processing_wastewaters > oil_extraction 

• crude_glycerol > oil_extraction 

• biodiesel > direct_transesterification 

• palm_oil > biodiesel_production 

• biodiesel_microalgae_residues > butanol_production 

• waste_molasses > lipid_production 

• microalgae_oil > biodiesel_production 

• gutter_oil > animal_or_vegetable_oil_processing_operations 

• scum_oil > acid_catalyzed_esterification 

• scum_oil > base_catalyzed_transesterification 

• animal_fats > esterification 

• free_fatty_acid > transesterification 

• rice_bran_oil > rice_bran_production 

• biodiesel > simultaneously_catalyze_esterification 

• waste_glycerol > local_biodiesel_industry 

• algal_oil > situ_transesterification 

• oil_feedstocks > oil_extraction 

• biodiesel > heterogeneous_esterification 

• biodiesel_feedstocks > esterification_reaction 

• biodiesel > microalgae_production 

• neem_oil > production_biodiesel 

• waste_molasses > biodiesel_production 

• vegetable_oils > esterification_and_transesterification_reactions 

• animal_fats > esterification_and_transesterification_reactions 

• edible_oils > biodiesel_synthesis 

• crude_biodiesel > esterification 

• vegetable_oil > transesterification_process 

• crude > glycerol fumaric_acid_production 

• triglycerides > transesterification_process 

• waste_cooking_oil > jet_biofuel_production 

• vegetable_oils > biofuel_production 

• castor_oil > polyol_production 

• biodiesel > bioethanol_production 

• vegetable_oil > 
chemically_or_enzymatically_catalyzed_transesterification 
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parameter 

Match 
count 

Match instances 

• microbial_oils > oil_extraction 

• microbial_oil > biodiesel_production 

• microbial_oil > oil_extraction 

• cooking_oil > transesterification 

• waste_cooking_oils > esterification 

• waste_cooking_oils > transesterification 

• biodiesel > oil_production 

• triglycerides > biodiesel_production 

• microalgal_lipid > biodiesel_production_process 

• crude_glycerol > trehalose_and_propionic_acid_production 

• biodiesel > lipid_production 

• rapeseed_oil > biodiesel_production 

• biodiesel > hexane_transesterification 

• cottonseed_oil > transesterification 

• crude_biodiesel > hexane_transesterification 

• crude_biodiesel > xylene_transesterification 

• biodiesel > ethanol_production_processes 

• vegetable_oils > biodiesel_production 

• vegetable_oils > industrial_production 

• vegetable_oil > biodiesel_production 
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Table F-3: Match instances to food_waste>anaerobic_digestion 

Similarity 
parameter 

Match 
count 

Match instances 

1 1 • food_waste > anaerobic_digestion 

0.9 3 • food_waste > anaerobic digestion 

• food_waste > anaerobic_digestion 

• food waste > anaerobic_digestion 

0.8 3 • food_waste > anaerobic digestion 

• food_waste > anaerobic_digestion 

• food waste > anaerobic_digestion 

0.7 18 • food_waste > anaerobic digestion 

• food_waste > anaerobic_digestion 

• food > waste 

• kitchen_waste > anaerobic_digestion 

• food_waste > thermophilic_digestion 

• food_waste > anaerobic_digesters 

• green_waste > digestion 

• food_wastewater > anaerobic_digestion 

• fruit_and_vegetable_waste > anaerobic_digestion_process 

• food_waste > dry_digestion 

• food_waste > anaerobic_digester 

• kitchen_waste > anaerobic_digestion_system 

• biowaste > digestion 

• biowaste > dry anaerobic digestion 

• food_waste > anaerobic_fermentation 

• food_waste > digestion 

• food_waste > anaerobic_treatment 

• kitchen_food_wastes > anaerobic_digester 

0.65 30 • food_waste > biohydrogen_fermentation 

• food_waste > anaerobic digestion 

• food_waste > anaerobic_digestion 

• food > waste anaerobic_digestion 

• kitchen_waste > anaerobic_digestion 

• food_waste > acidogenic_fermentation 

• food_waste > thermophilic_digestion 

• food_waste > anaerobic_digesters 

• green_waste > digestion 

• organic_waste > anaerobic_digestion 

• food_wastewater > anaerobic_digestion 

• food_waste > biomethanation 

• solid_waste > biomethanation 

• organic_waste > anaerobic_fermentation 

• food_waste_leachate > biohydrogen fermentation 

• fruit_and_vegetable_waste > anaerobic_digestion_process 

• food_waste > dry_digestion 

• organic_waste > anaerobic digestion 

• food_waste > anaerobic_digester 

• organic_waste > anaerobic_processes 

• kitchen_waste > anaerobic_digestion_system 

• grease_and_food_waste > commercial_anaerobic_digester 

• biowaste > digestion 

• organic_waste > digestion 

• biowaste > dry anaerobic digestion 

• solid_waste > anaerobic_digestion 

• food_waste > anaerobic_fermentation 

• food_waste > digestion 

• food_waste > anaerobic_treatment 

• kitchen_food_wastes > anaerobic_digester 
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parameter 

Match 
count 

Match instances 

0.6 52 • food_waste > biohydrogen_fermentation 

• food_waste > anaerobic digestion 

• municipal_solid_waste > anaerobic_digestion 

• food_waste > anaerobic_digestion 

• food_waste > fermentation 

• solid_wastes > anaerobic_digestion 

• food > waste anaerobic_digestion 

• food_waste > biomethane_production 

• kitchen_waste > anaerobic_digestion 

• chicken_wastes > anaerobic_digestion 

• food_waste > acidogenic_fermentation 

• food_waste > thermophilic_digestion 

• food_waste > anaerobic_digesters 

• food_waste > digestion_system 

• food_waste > digestion_systems 

• green_waste > digestion 

• organic_waste > anaerobic_digestion 

• food_waste > food_waste_hydrolysis 

• biomass_waste > anaerobic digestion 

• biomass_waste > anaerobic_digestion 

• food_wastewater > anaerobic_digestion 

• food > waste biomethane_production 

• food_waste > biomethanation 

• solid_waste > biomethanation 

• organic_waste > anaerobic_fermentation 

• food_waste_leachate > biohydrogen fermentation 

• fruit_and_vegetable_waste > anaerobic_digestion_process 

• food_waste > dry_digestion 

• organic_waste > anaerobic digestion 

• food_waste > anaerobic_digester 

• municipal_solid_waste > mesophilic_anaerobic_digester 

• organic_waste > anaerobic_processes 

• kitchen_waste > anaerobic_digestion_system 

• grease_and_food_waste > commercial_anaerobic_digester 

• food_waste > enzymatic_hydrolysis_and_ethanol_fermentation 

• municipal_solid_wastes > codigestion 

• biowaste > digestion 

• solid_wastes > thermal_hydrolysis 

• organic_waste > digestion 

• biowaste > dry anaerobic digestion 

• mixed_municipal_solid_waste > anaerobic_digestion 

• biodegradable_solid_waste > anaerobic_digestion 

• solid_waste > anaerobic_digestion 

• food_waste > alcoholic_fermentation 

• food_waste > anaerobic_fermentation 

• swine_waste > anaerobic_digestion 

• salty_solid_wastes > anaerobic_digestion 

• food_waste > digestion 

• food_waste > anaerobic_treatment 

• municipal_solid_waste > 
mesophilic_and_thermophilic_industrial_dry_anaerobic_digesters 

• kitchen_food_wastes > anaerobic_digester 

• fruit_and_vegetable_waste > fermentation 

0.55 104 • organic_wastes > composting 

• food_waste > biohydrogen_fermentation 

• food_waste > anaerobic digestion 

• municipal_solid_waste > anaerobic_digestion 

• food_waste > biogas_production 
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Similarity 
parameter 

Match 
count 

Match instances 

• food_waste > anaerobic_digestion 

• organic_wastes > anaerobic_digestion 

• food_waste > fermentation 

• food_waste > enzymatic_hydrolysis 

• kitchen_waste > composting 

• solid_wastes > anaerobic_digestion 

• food > waste anaerobic_digestion 

• biowaste > biogas_production 

• food_waste > biomethane_production 

• food_waste > hydrothermal_pretreatment 

• municipal_solid_waste > enzymatic_hydrolysis 

• kitchen_waste > anaerobic_digestion 

• chicken_wastes > anaerobic_digestion 

• food_waste > fungal_hydrolysis 

• livestock_manure > biogas_production 

• green_wastes > liquefaction_process 

• food_waste > acidogenic_fermentation 

• biodegradable_solid_wastes > anaerobic_digestion 

• waste_organics > fermentation 

• organic_wastes > biogas_production 

• agricultural_waste > anaerobic digestion 

• food_waste > thermophilic_digestion 

• food_waste > anaerobic_digesters 

• waste > activated sludge anaerobic digestion 

• food_waste > digestion_system 

• food_waste > digestion_systems 

• green_waste > digestion 

• organic_waste > anaerobic_digestion 

• food_waste > food_waste_hydrolysis 

• waste_activated_sludge > thermophilic_digesters 

• biomass_waste > anaerobic digestion 

• biomass_waste > anaerobic_digestion 

• food_waste > thermophilic_digesters 

• brewery_wastes > brewery_waste_treatment 

• brewery_wastes > anaerobic_bioreactors 

• waste_activated_sludge > anaerobic digestion 

• food_wastewater > anaerobic_digestion 

• food > waste biomethane_production 

• food_waste > bioconversion 

• food_waste > composting 

• organic_waste > continuous_digestion_reactors 

• organic_solid_wastes > rapid_biogas_production 

• food_waste > biomethanation 

• solid_waste > biomethanation 

• organic_wastes > fermentation 

• organic_waste > anaerobic_fermentation 

• bulking_waste > composting 

• food_waste_leachate > biohydrogen fermentation 

• fruit_and_vegetable_waste > anaerobic_digestion_process 

• food > waste enzymatic_hydrolysis 

• cake_waste > enzymatic_hydrolysis 

• food_waste > operating_commercial_thermophilic_digester 

• waste_activated_sludge > digestion 

• food_waste > dry_digestion 

• cellulosic_waste > anaerobic_digestion 

• agricultural_waste > composting 

• organic_waste > anaerobic digestion 
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parameter 

Match 
count 

Match instances 

• biodegradable_organic_wastes > anaerobic_digestion 

• waste_activated_sludge > anaerobic_digesters 

• aquaculture_waste > anaerobic_digestion 

• aquaculture_waste > 
aquaculture_sludge_and_wastewater_treatment 

• food_waste > anaerobic_digester 

• municipal_solid_waste > mesophilic_anaerobic_digester 

• organic_waste_streams > anaerobic_processes 

• organic_waste > anaerobic_processes 

• kitchen_waste > anaerobic_digestion_system 

• kitchen_waste > biogas_production 

• agricultural_waste > yeast_fermentation 

• grease_and_food_waste > commercial_anaerobic_digester 

• solid_waste > enzymatic_hydrolysis 

• bakery_waste > fungal_hydrolysis 

• food_waste > enzymatic_hydrolysis_and_ethanol_fermentation 

• slaughterhouse_waste > biogas_production 

• municipal_solid_wastes > codigestion 

• fresh_and_composted_municipal_solid_wastes > composting 

• waste_activated_sludge > 
biological_wastewater_treatment_processes 

• agricultural_waste > anaerobic_digestion 

• biowaste > digestion 

• solid_wastes > thermal_hydrolysis 

• organic_waste > digestion 

• waste_activated_sludge > anaerobic_digestion_experiments 

• biowaste > dry anaerobic digestion 

• mixed_municipal_solid_waste > anaerobic_digestion 

• lignocellulose_waste > anaerobic_digestion 

• biodegradable_solid_waste > anaerobic_digestion 

• solid_waste > anaerobic_digestion 

• food_waste > enzymatic_pretreatment 

• biomass_waste > torrefaction 

• organic_wastes > phase_anaerobic_digestion 

• food_waste > alcoholic_fermentation 

• food_waste > anaerobic_fermentation 

• swine_waste > anaerobic_digestion 

• salty_solid_wastes > anaerobic_digestion 

• food_waste > digestion 

• food_waste > anaerobic_treatment 

• waste_molasses > fermentation 

• municipal_solid_waste > 
mesophilic_and_thermophilic_industrial_dry_anaerobic_digesters 

• kitchen_food_wastes > anaerobic_digester 

• fruit_and_vegetable_waste > fermentation 
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Table F-4: Match instances to food_waste>anaerobic_digestion 

Similarity 
parameter 

Match 
count 

Match instances 

1 – 0.9 0 No match instances 

0.8 2 • molasses > fermentation 

• molasses > ethanol_fermentation 

0.7 4 • molasses > fermentation 

• molasses > ethanol_fermentation 

• molasses > biohydrogen_production 

• waste_molasses > fermentation 

0.65 7 • cassava_flour > fermentation 

• molasses > fermentation 

• molasses > ethanol_fermentation 

• molasses > ethanol_production 

• corn_steep_liquor > fermentation 

• molasses > biohydrogen_production 

• waste_molasses > fermentation 

0.6 38 • vinasse > acidogenesis 

• sweet_sorghum > bioethanol_production 

• starch_wastewater > dark_fermentation 

• molasses > fermentation 

• vinasse > anaerobic_digestion 

• vinasse > biohydrogen_production 

• cheese_whey > lactic_acid_fermentation 

• distillery_wastewater > biohydrogen_production 

• wheat_distillery_thin_stillage > 
thermophilic_anaerobic_digestion 

• sucrose > lactic_acid_type_fermentation 

• vinasse > anaerobic_acidogenesis 

• vinasse > lactic_acid_type_fermentation 

• vinasse > butyric_acid_type_fermentation 

• molasses > ethanol_fermentation 

• vinasse > natural_wastewater_fermentation_process 

• sucrose > hydrogen_production 

• sweet_sorghum > bioethanol_fermentation 

• cheese_whey > anaerobic_digestion 

• cassava_bagasse_hydrolysate > enzymatic_hydrolysis_process 

• cassava_bagasse_hydrolysate > fermentation 

• sucrose > hydrolysis_pretreatment 

• molasses > ethanol_production 

• vinasse > anaerobic_acidogenic_fermentations 

• vinasse > acidogenic_fermentations 

• corn_steep_liquor > fermentation 

• vinasse > volatile_fatty_acids_production 

• sugarcane_juice > biohydrogen_production 

• molasses > biohydrogen_production 

• cheese_whey > hydrogen_production 

• cheese_whey > fermentative_production 

• wheat_straw_hydrolysate > butanol_fermentation 

• distillery > wastewater biohydrogen_production 

• cassava > bioethanol_production 

• cheese_whey > acidogenesis 

• tequila_vinasses > anaerobic digestion 

• waste_molasses > fermentation 

• cassava > continuous_fermentation 

0.55 99 • crude_glycerol > fermentation 

• cassava_flour > fermentation 

• vinasse > acidogenesis 
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Match 
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• sweet_sorghum > bioethanol_production 

• vinasse > biogas_production 

• starch_wastewater > dark_fermentation 

• crude_glycerol > hydrogen_production 

• molasses > fermentation 

• hemicellulosic_hydrolysate > fermentation 

• sugar_hydrolysates > ethanol_fermentation_potential 

• molasses > lipid_production 

• cassava_starch > fermentation 

• wheat_bran > lactic_acid_fermentation 

• sugar_mixtures > lipid_production 

• sugarcane_vinasse > hydrogen_production 

• vinasse > anaerobic_digestion 

• cassava_bagasse_hydrolysate > saccharification 

• beet_juice > dark_fermentation 

• beet_juice > biohydrogen_process 

• vinasse > biohydrogen_production 

• cheese_whey > lactic_acid_fermentation 

• distillery_wastewater > biohydrogen_production 

• cassava_bagasse_starch > hydrolysis_process 

• crude_glycerol > bioconversion 

• wheat_distillery_thin_stillage > 
thermophilic_anaerobic_digestion 

• bagasses > methane_production 

• sugar_hydrolysates > fermentation 

• fermentation_hydrolysates > fermentation 

• bagasse > bioethanol_and_biogas_production 

• cassava_bagasse > enzymatic_hydrolysis 

• corn_stalk_hydrolysates > lipid_production 

• bagasse > ethanol_production 

• bagasse > glucose_production 

• waste_molasses > lipid_production 

• corn_cob_hydrolysate > ethanol_production 

• starch_wastewater > methane_production 

• starch_wastewater > starch_production 

• bagasse > bioethanol_production 

• sucrose > lactic_acid_type_fermentation 

• vinasse > anaerobic_acidogenesis 

• vinasse > lactic_acid_type_fermentation 

• vinasse > butyric_acid_type_fermentation 

• lignocellulosic_hydrolysates > fermentation 

• molasses > ethanol_fermentation 

• corn_silage > hydrogen_production 

• vinasse > natural_wastewater_fermentation_process 

• sucrose > hydrogen_production 

• yeasts_glycerol > ethanol_fermentation 

• sweet_sorghum > bioethanol_fermentation 

• sweet_sorghum > bioethanol_fuel_production 

• lignocellulosic_hydrolysate > microbial_fermentation 

• rice_straw_hydrolysate > metabolite_production 

• lignocellulosic_hydrolyzates > fermentation 

• cheese_whey > anaerobic_digestion 

• sugar_beet_pulp > methane_production 

• cassava > starch_hydrolysis 

• wine_distillery_wastewater > biogas_production 

• sugar_sorghum > biogas_production 

• vinasse > fermentation_and_distillation_steps 

• vinasse > methane_production 
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Match 
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• sugar_beet_vinasse > stable_anaerobic_digestion 

• cassava_bagasse_hydrolysate > enzymatic_hydrolysis_process 

• cassava_bagasse_hydrolysate > fermentation 

• sucrose > hydrolysis_pretreatment 

• crude_glycerol > dark_fermentation 

• wheat_bran > submerged_fermentation 

• corn_silage > mesophilic_anaerobic_digestion 

• crude > glycerol fumaric_acid_production 

• crude_glycerol > glycerol_dissimilation 

• crude_glycerol > improved_fumaric_acid_production 

• sugarcane > anaerobic digestion 

• beet_juice > butyrate_fermentation 

• beet_juice > fermentation 

• beet_juice > hydrogen_production 

• sweet_sorghum > enzymatic_hydrolysis 

• molasses > ethanol_production 

• rice_bran > lactic_acid_production 

• fermented_dairy_manure > methane_production 

• distillery > effluent acidogenic_mixed_consortia 

• vinasse > anaerobic_acidogenic_fermentations 

• vinasse > acidogenic_fermentations 

• sugar_beet > enzymatic_hydrolysis 

• raw_glycerol > fermentation 

• corn_steep_liquor > fermentation 

• vinasse > volatile_fatty_acids_production 

• sugarcane_juice > biohydrogen_production 

• molasses > biohydrogen_production 

• sugarcane_stillage > biohydrogen_production 

• cheese_whey > hydrogen_production 

• cheese_whey > fermentative_production 

• wheat_straw_hydrolysate > butanol_fermentation 

• distillery > wastewater biohydrogen_production 

• cassava > bioethanol_production 

• cheese_whey > acidogenesis 

• tequila_vinasses > anaerobic digestion 

• crude_glycerol > trehalose_and_propionic_acid_production 

• waste_molasses > fermentation 

• cassava > continuous_fermentation 

• corn_silage > biogas_production 
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Appendix G: Calibration round one – Questionnaire instructions and raw responses 

Instructions 

1)  Each row of the sheet contains a Resource to Process relationship extracted by the machine. 

(Figure 1) 

Figure 1: An example row 

2) Please assign 1 in Column A if the relationship is valid, otherwise, assign 0 if the relationship is 

invalid 

3) The flowchart (shown on the next page) provides a guideline on the knowledge sources you may 

require in order to determine the relationships' validity. Preferably, your own personal knowledge 

takes precedence in providing the validity judgement. 

4) The key criteria for a relationship to be valid is the POSSIBILITY that a Resource can be used by 

the corresponding Process. 

5) Please disregard performance aspect of the process (e.g. conversion efficiency, speed of reaction, 

cost, etc.) 

6) The following lists some of the frequently encountered naming conventions emergent from the 

data. For the purpose of this study, it is assumed that they are equally valid if they are sufficient 

to refer to particular resource or process, or classes of resource or process (based on your 

judgement). Examples include: 

• Synonyms or closely related terms (e.g. waste cooking oil, waste frying oil, waste 

vegetable oil) 

• Common nouns and proper nouns (e.g. animal fat vs chicken fat, crop and vegetable 

residues vs rice husks, bagasse) 

However, in some cases, trivial or overly broad naming will be encountered (e.g. process, resource, 

waste, utilisation). In such cases, it is recommended to assign an invalid (0) rating. 

The boundary for deciding which names are valid and which are trivial/broad is based on your 

personal judgement. 
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Guidelines to judge the validity 

 

  

1) Use personal expert 
knowledge to determine if 
the relationship is valid

Validity 
determined?

2) Use the Sentence 
evidence column to aid in 
determining if the 
relationship is valid

Validity 
determined?

3) Use the reference 
article (DOI provided) to 
aid in determining if the 
relationship is valid

Validity 
determined?

No

No

4) Use a search engine 
(e.g. Google) to search the 
relationship for evidence 
of validity 

Validity 
determined?

No

No

Assign the relationship as 
invalid (i.e. 0)

Go to next 
data point

Yes

Yes

Yes

Yes
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Appendix H: Calibration round two – Questionnaire instructions and raw responses 

Background 

The purpose of the information extraction algorithm is to surface any evidence supporting 

technically possible resource-to-process relationships. In this context, there is no 

differentiation between a resource and a waste.  

Instructions 

1) Each row of the sheet contains a Resource to Process relationship extracted by the machine. 

(Figure 1) 

 

Figure 1: An example row 

2) Please assign 1 in Column A if the relationship is valid, otherwise, assign 0 if the relationship 

is invalid 

Decision criteria 

Valid 

▪ Resource label may refer to any physical 

substance or forms of energy 

▪ Process label may be described by its key 

purpose (e.g. biodiesel production), or, a 
specific name of a reaction (e.g. 

transesterification) 

▪ Resource participates directly in a 

physical/chemical process as a necessary 

key component 

▪ Resource participates in a 

physical/chemical process as a supporting 

role (e.g. catalysts, solvents, substrate) 

Invalid 

▪ Overly broad terms used to describe 

resource and/or process (refer to list 

below for guidance) 

▪ Resource is an output of the process 

▪ Resource has no logical relationship with 

the process 

 

Guidance list of overly broad or universal terms to reject 

▪ Appliance 

▪ Conversion 

▪ Energy 

▪ Input 

▪ Process 

▪ Production 

▪ Manufacturing 

▪ Material 

▪ Reaction 

▪ Removal 

▪ Residue 

▪ Resource 

▪ Substance 

▪ Utilisation 

▪ Waste 
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Guidelines to judge the validity 

 

  

1) Use personal expert 
knowledge to determine if 
the relationship is valid

Validity 
determined?

2) Use the Sentence 
evidence column to aid in 
determining if the 
relationship is valid

Validity 
determined?

3) Use the reference 
article (DOI provided) to 
aid in determining if the 
relationship is valid

Validity 
determined?

No

No

4) Use a search engine 
(e.g. Google) to search the 
relationship for evidence 
of validity 

Validity 
determined?

No

No

Assign the relationship as 
invalid (i.e. 0)

Go to next 
data point

Yes

Yes

Yes

Yes



228 
 
 

 

  



229 
 
 

 

  



230 
 
 

 

  



231 
 
 

 

  



232 
 
 

 

  



233 
 
 

 

 


