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Abstract

The battle against infectious diseases includes some notable success stories, including the

global eradication of smallpox [82] and wild poliovirus type 2 [2]. The 2012 London Decla-

ration on neglected tropical diseases (NTDs) built on these successes by establishing goals

for elimination and eradication of 10 NTDs by 2020. The intention of this declaration was

to achieve elimination through various active interventions, from vector control to mass

drug administration. The potential for eradicating diseases such as polio, guinea worm,

measles, mumps or rubella is immense (International Task Force for Disease Elimination,

[32]). However, each elimination program shares one fundamental challenge: how do we

know when we can relax controls?

Control campaigns have substantial economic consequences; as such there are high

demands to reduce costs and reallocate resources. However, if campaigns are stopped

prematurely it can result in disease resurgence and subsequently put control efforts back

by decades. It can be very difficult to know when the prevalence is low enough that the

disease will die out without further intervention, particularly for diseases that lack accurate

tests. To overcome the challenges of identifying disease elimination, numerous studies have

suggested the use of early warning signals (EWSs). EWSs are statistical methods which

are used to anticipate a critical transition before it is reached. EWSs offer the ability

to anticipate disease elimination indirectly in real-world noisy time-series data. In this

thesis, I investigate EWSs of disease elimination. I focus on analytically understanding the

behaviour of EWSs when calculated on different types of infectious disease data. I present

new methods for combining multiple data streams into a single source and introduce pre-

processing methods which can improve the predictive power of EWSs. Lastly, I use EWSs

with a specific infectious disease, gambiense human African trypanosomiasis (gHAT) and

explore whether EWSs can be used to detect regional elimination of this disease.
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CHAPTER 1

Outline of Thesis

This thesis is divided into eight chapters (including this introduction). A summary of each

chapter is included below.

Chapter 2 provides all the background mathematical material which is relevant

throughout the thesis. This covers mathematical epidemiology in general and background

theory on stochastic processes. We then describe the algorithms used to generate stochastic

simulations and the time-series methodology we use to calculate statistical indicators.

Chapter 3 reviews the current literature on EWSs of disease transitions. We give

an overview of the current theoretical work in EWSs, including derivations of the analytical

behaviour of statistical indicators on the approach to disease elimination and disease emer-

gence. We review the empirical performance of EWSs when applied to infectious disease

data and discuss the current limitations of using EWSs within a data poor setting.

Chapter 4 considers how EWSs behave when calculated on incidence data. This

work extends the current analysis of EWSs on incidence data to the case of disease elim-

ination. We examine the behaviour of variance prior to disease elimination and compare

the result with the disease emergence transition; and with the variance calculated using

prevalence data. We propose a methodology for combining two data streams into a single

time-series and present a simulation study to investigate the accuracy of informing a disease

transition with EWSs. Our findings demonstrate that EWSs do not behave in the same

way prior to disease emergence and disease elimination; and are also sensitive to the type

of data that are used.

Chapter 5 explores the sensitivity of EWSs to the detrending method used to pre-

process the data. We consider how time-series data can be detrended without the availability

of repeated simulations and we demonstrate that the popular method of using a Gaussian

filter for detrending can significantly change the qualitative form of EWSs. We propose

using spatially aggregated infectious disease data and a detrending method which uses the

mean over weakly coupled subpopulations. We derive a metapopulation model to evaluate

the accuracy of our proposed spatial detrending method. We demonstrate the use of spatial

1



detrending in an empirical study of EWSs of pertussis re-emergence in the US.

Chapter 6 presents online detection methods for identifying the first time when an

EWS can be detected. We validate currently available methods with synthetic time-series

data and investigate the proportion of false detections by using data which is not undergoing

disease elimination. We support the use of a consecutive point strategy which reduces the

number of false detections and we provide a framework for finding the constraint which

minimises classification errors. We investigate the performance of each method for shorter

time-series and find only two online detection algorithms which return a robust predictive

power for shorter time-series.

Chapter 7 uses data on gHAT, a neglected tropical disease that is targeted for

elimination of transmission, to explore whether EWSs can inform disease elimination before

it has been reached. We evaluate the time-varying reproduction number at the health-zone-

level and compute the first time the reproduction number went below one. We apply online

detection methods to data on active cases, passive cases and the combined dataset. We

examine whether there is a single best EWS for informing gHAT elimination and present

a selection process for ranking EWSs. We provide evidence for top ranking EWSs across

health-zones and identify spatial trends which are correlated with the year of elimination

estimates.

Chapter 8 summarises all the research that I have conducted throughout my PhD,

discusses the findings of this thesis and how they contribute towards the growth of the field

of EWSs.
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CHAPTER 2

Background

2.1 Mathematical Modelling of Infectious Diseases

One of the earliest examples of mathematical epidemiology was in 1766 when Bernoulli

sought to understand the benefit of inoculation against smallpox [84]. This work calculated

the increase in life expectancy if deaths due to smallpox could be eliminated. Bernoulli

presented what is thought to be the very first compartmental model, whereby the popu-

lation was split into two distinct states: susceptible to smallpox or immune. This simple

mathematical model did not account for transmission dynamics and treated the risk of ac-

quiring infection as a constant. An early description of a model which includes transmission

dynamics can be found in En’ko’s work in 1889. Here, as before, individuals were either

susceptible or immune, but now upon infection an individual may infect susceptibles during

the next discrete-time interval [79, 84]. It was not until 1906 that a compartment of the

number of infected individuals was included and the spread of infection was proposed to

depend on the number of susceptible and the number of infected individuals [100].

Throughout the past century, the use of mathematical models for understanding

epidemiological interactions has grown significantly. Seminal work by Kermack and McK-

endrick in 1927 [124] established how infectious disease outbreaks progress in time and pre-

sented the SIR compartmental model, where the population is partitioned into susceptible

(S), infectious (I) or recovered (R). Earlier 20th century works by Ross [176, 177] implic-

itly discussed the concept of the basic reproduction number, R0. Described as the most

important quantity in epidemiology, R0 represents the expected number of secondary infec-

tions given a typical infectious individual in a wholly susceptible population. By definition,

when R0 < 1 the disease is unable to sustain itself without repeated extrinsic introductions,

while R0 > 1 indicates that sustained transmission (including epidemics and endemicity)

are possible. Ross developed this quantity for a compartmental model of malaria trans-

mission, following from his Nobel Prize in Physiology or Medicine in 1902 which showed

that mosquitoes transmit malaria to humans. However, the threshold quantity R0 was not

3



2.1. MATHEMATICAL MODELLING OF INFECTIOUS DISEASES

given its name until Macdonald extended Ross’s model [134]; the “Ross-Macdonald” model

is still a popular framework used today to model malaria dynamics and other vector-borne

diseases.

Today, mathematical models are widely used to help inform policy decisions. From

health economics, such as informing the optimal cost effective control strategy for human

papillomavirus (HPV) [114] to the UK real-time modelling response during the 2001 foot-

and-mouth outbreak [6, 119]. In 2020, epidemiological models inadvertently became a daily

focus for millions of individuals impacted by the COVID-19 pandemic, with mathematical

concepts such as real-time approximations of the basic reproduction number being broadcast

on the evening news. Through the Scientific Pandemic Influenza Group on Modelling (SPI-

M), mathematical modellers have provided forecasts on deaths and hospital bed occupancy

[12, 63, 116]; tested a variety of different control scenarios [106, 127, 140] and identified

different risk-groups within the population [8, 99, 187]. These developments in mathematical

modelling have demonstrated that models can be used to understand underlying infection

dynamics and can be used to inform control measures.

Here we introduce the ordinary differential equation (ODE) system for the closed

SIR model, first presented in [124],

dS

dt
= −βSI

N
, (2.1)

dI

dt
= β

SI

N
− γI, (2.2)

dR

dt
= γI, (2.3)

where the population size N = S + I + R is constant if there are no demographic events

(without natural births and deaths). Rearranging R = N −S− I allows for the dimension-

ality of the system of ODEs to be reduced by one. The dynamics of compartmental models

are governed by rates between the partitioned compartments of the population. The force

of infection is the per capita rate at which a susceptible individual becomes infected and

transitions from class S to I and is given by,

λ =
βI

N
. (2.4)

The rate depends on the number of infected individuals (I) as well as the contact trans-

mission rate β > 0, which describes how often interactions occur between the two groups

of individuals (S and I) and the probability of an infection being transmitted. Infected

individuals can recover at a rate γ > 0; for the SIR model this leads to life-long immunity

(recovered class R), while for other diseases with partial or no immunity, individuals can

4



CHAPTER 2. BACKGROUND

return to being susceptible after recovery (e.g. the SIS model). Further classes can be

introduced into compartmental models to represent a variety of epidemiological effects such

as a latency period, whereby individuals are infected but not yet infectious and will transi-

tion from being susceptible (S) to being exposed (E) first (e.g the SEIR model); age-related

risk to infection where there is a set of ODEs (S, I,R) for each age group or vector-borne

dynamics where different classes distinguish the vector dynamics (SV , IV ) from the human

dynamics (SH , IH , RH).

For the SIR model, the basic reproduction number is R0 = β
γ , where 1/γ is the

average time spent in the infectious class. At the start of an outbreak it is often assumed

that S(0) ≈ N which relates to there initially being few infectious individuals and that no

one has prior immunity to the disease, as such, dIdt ≈ βI−γI. Thus, infections only increase

when dI
dt > 0 and therefore when R0 > 1. The only steady state for the SIR model without

demography is the disease free state, when I∗ = 0. In comparison, for the SIS model, given

by

dS

dt
= −βSI

N
+ γI, (2.5)

dI

dt
=
βSI

N
− γI, (2.6)

the basic reproductive ratio is still R0 = β/γ. However, when R0 > 1 the deterministic

SIS model admits a stable endemic equilibrium at I∗/N = 1− 1/R0, while for R0 < 1 the

infection dies out and the disease free state is stable. The threshold at R0 = 1 corresponds

to a transcritical bifurcation in the system.

Although the basic reproduction number, R0, is useful for assessing the potential

threat of a disease in a fully susceptible population and can be used to compare the infec-

tiousness of different diseases; it is only defined when there is no immunity to the disease,

which for some diseases is only true at the start of an outbreak. Instead, the time-varying

reproduction number, Rt, (or the effective reproduction number) is often used to indicate

if an infectious disease is on the path to elimination [51, 144, 206] and can assess the trans-

missibility of a disease over the course of an epidemic. It describes the expected number

of secondary cases generated by each infected individual in the population at each period

of time t. The time-varying reproduction number is calculated without the linearisation

S(0) ≈ N and is given by Rt = S(t)
N R0. The quantity includes the proportion of suscep-

tibles, S(t)/N and this term reflects the slowing of disease transmission as the number of

susceptible individuals depletes. If Rt > 1 then the epidemic is growing, while Rt < 1

indicates that the epidemic is in decline and may be under control.

If the chain of transmission can be constructed (e.g. by contact tracing individuals)

then the effective reproduction number can be calculated directly. However, data collecting
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this level of information is limited, particularly for an established disease where there could

be many potential sources of infection to find “who infected whom”. Instead, a wide range

of methods have been presented for estimating the effective reproductive number, from

fitting a deterministic model and using the Next Generation matrix (see Section 2.1.1) to

statistical approaches which implicitly reconstruct the unobserved chains of transmission

from the serial interval (the time between the onset of symptoms in a primary case and the

onset of symptoms in secondary cases) [51, 206, 214].

2.1.1 Next Generation Matrix (NGM)

The Next Generation Matrix, K, was first proposed by Diekmann et al. in 1990 [73] as a

method for calculating the basic reproduction number, R0, for compartmental epidemiolog-

ical models. The elements of the NGM, Kij describe the expected number of new infections

into compartment i, generated by one newly infected individual in compartment j over the

course of their infection. The NGM can be constructed by considering the states in an

ODE model which relate to the progression of infection; in particular the equations which

relate to new infections or individuals leaving infected classes are referred to as the infected

subsystem by Diekmann et al.

As R0 describes the potential for infection in a totally susceptible population, the

infected subsystem can be linearised about the disease-free steady state, by assuming that

S ≈ N , i.e. the change in susceptibles is negligible. When considering the effective re-

production number, Rt, the NGM approach can be implemented using S(t) instead of this

linearisation.

For a compartmental model with m infected compartments, the infected subsystem

is decomposed into two matrices of dimension m ×m: the transmission matrix T, where

Tij describes the rate of new infections from compartment j into compartment i and the

transition matrix Σ, where Σij describes the non-infection rates (e.g. death, recovery or

incubation rates) from compartment j into compartment i. R0 is then determined as the

dominant eigenvalue of the matrix −TΣ−1, where −Σ−1
ij can be interpreted as the expected

time that an individual currently in compartment j will spend in compartment i [72].

In Chapter 7 we use the NGM to calculate the effective reproduction number for

gambiense human African trypanosomiasis, at the health-zone-level in the Democratic Re-

public of Congo during the period 2000 to 2018. The aim of this is to study when the

effective reproduction number regionally dropped below 1 and whether statistical metrics

which can be calculated on data from real world systems can detect when Rt < 1.

6
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2.2 Critical Slowing Down Theory

For infectious diseases, detecting a critical transition at R0 = 1 offers the potential to predict

outbreaks of a disease or assess if the current control is effective to eliminate the disease.

Traditional mathematical models (e.g. compartmental models) can offer an understanding

of the interactions within a system, they can be used to determine the underlying drivers of

disease outbreaks [11] and infer the likelihood that elimination has been reached [64, 207].

While real-time analysis using model-based statistical inference can track the number of new

cases arising each day and provide daily estimations of Rt [27, 206]. These methods are

informative when the mode of transmission and biological aspects of a disease are sufficiently

well understood, however the combination of observation noise and data availability is

a barrier for reliably parameterising mechanistic models. Further, some parameters can

change over the course of an outbreak (e.g. the serial interval [130]) and the transmissibility

of a pathogen may vary depending on the age or immune profile of the population [62],

limiting the flexibility of applying mechanistic models to other settings. Instead, alternative

methods for detecting when Rt crosses through one, which are model-independent and can

be applied universally to many disease settings, have been proposed. In particular, methods

which can infer the progress towards a critical transition by identifying signals of critical

slowing down (CSD) in time-series data.

CSD describes the behaviour of a complex dynamical system on the approach to-

wards a critical transition; the description of changing features of a system can be used to

anticipate a critical transition before it arises. To first understand the underlying features

of a complex system on the approach to a critical transition, we consider the motion of a

ball on a surface. Suppose the position of the ball is determined by x(t) and the force on

the ball, F (x), depends only on its position, then from Newtonian Mechanics, the potential

V (x) is given by,

F (x) = −dV
dx

,

V (x) = −
∫ x

x0

F (x′)dx′,

for example if the equation of motion of the ball is given by,

dx

dt
= x(rt − x), (2.7)

7



2.2. CRITICAL SLOWING DOWN THEORY

then the potential surface of this system where F (x) = x(rt − x) is,

V (x) = x2(x/3− rt/2).

A dynamical system undergoes a bifurcation when there is a shift in the qualitative be-

haviour of the system’s steady state, caused by changes in parameter values. The presence

of a bifurcation point can result in small parametric changes leading to abrupt system state

changes. Eqn. 2.7 is the normal form for a transcritical bifurcation, where rt is the bifur-

cation parameter. The stability of this system depends on the value of rt; when rt > 0

the steady state x∗ = rt is stable and when rt < 0 the steady state x∗ = 0 is stable. At a

local bifurcation, there is a change in the stability of the steady state of the system and a

zero-eigenvalue bifurcation corresponds to the real part of the eigenvalue of the steady state

passing through zero. Transcritical bifurcations are one example of zero-value eigenvalue

bifurcations, whereby the dominant eigenvalue, λ = rt ∈ R, goes through zero as the system

is forced through a critical transition. Critical slowing down was first described for fold

bifurcations which are another family of bifurcations with this property and dominate the

literature (e.g. see [10, 16, 53, 56, 60, 128, 183, 212]). The normal form of fold bifurcations

and their corresponding potential function is given by,

dx

dt
= rt − x2,

V (x) = x(x2/3− rt).

(a) Transcritical Bifurcation Diagram
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Figure 2.1: Bifurcation Diagram. Stability of steady states as the bifurcation parameter
rt changes.

The bifurcation diagram for transcritical and fold bifurcations is given in Fig. 2.1,

where the dashed line indicates the unstable steady state and the solid line indicates the
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stable steady state. Both systems exhibit a zero-eigenvalue bifurcation as the parameter rt

approaches zero. However the dynamics differ, for the fold bifurcation when the parame-

ter rt changes, the stable and unstable steady state coalesce and disappear, while for the

transcritical bifurcation there is a change in which state is stable. Although dynamics for

these two types of zero-eigenvalue bifurcations are by construction different, the properties

of their potential surfaces are similar (Fig. 2.2). On the approach to the critical transition

at rt = 0, the basin of attraction (width of the potential well) widens. A ball is visualised

on these potential surfaces at a steady state, if the ball is perturbed, we would observe that

it would return to the steady state position. CSD theory describes the phenomenon that

it takes more time for the ball to recover from perturbations when near to the bifurcation

point (Fig. 2.2(b,d)) in comparison to a ball at a steady state far away from the bifurcation

point (Fig. 2.2(a,c)). This implies that as a system approaches a critical point, its recovery

rate will decrease [219]. Experimentally, the recovery rate of a system can be calculated

and studies which have monitored this signal have shown that it can be used as an indicator

of the bifurcation point [212, 213]. However, for most systems it is impossible to monitor

the recovery rate.

Since real world systems are subject to noise and natural perturbations, this phe-

nomenon can be detected indirectly from an increasing “memory” in stochastic fluctuations.

Ives [110] first proposed that statistical indicators in the fluctuations about the steady state

are expected to change on the approach to a critical transition. The result of increased

recovery times can lead to stronger fluctuations around the steady state, causing variance

around the steady state to increase [28]. Additionally, a rising memory manifests itself as

the rate of change of the system decreases to zero, as a critical transition is approached.

This results in the state of the system becoming more like its past state, i.e. autocor-

relation increases [110]. Therefore general signatures of CSD include an increase in the

recovery time, variance and autocorrelation as a system nears a critical transition. Mathe-

matically these statistics can be derived by calculating the moments of stochastic processes

and computationally these statistics can be calculated on time-series data.

In Fig. 2.3, analytical results are illustrated for the variance and autocorrelation of

the transcritical normal form with additive noise. In general, for the normal form of the

transcritical bifurcation with additive white noise,

dx

dt
= x(rt − x) + σε,
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(a) Transcritical Bifurcation, rt = 6
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(b) Transcritical Bifurcation, rt = 0.01
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(c) Fold Bifurcation, rt = 6
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(d) Fold Bifurcation, rt = 0.01
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Figure 2.2: Potential Surfaces. Change in the potential surface as the system approaches
the bifurcation at rt = 0 (top row: transcritical, bottom row: fold). Left column shows the
surface for rt = 6, where both systems are at a stable steady state (top row: x∗ = rt = 6,
bottom row: x∗ =

√
rt =

√
6), right column shows the surface for rt = 0.01 close to the

bifurcation.

the dynamics of the fluctuations about the steady state

y = x− x∗ = x− rt, (2.8)

dy

dt
= −rty + σε+O(y2), (2.9)

behave like the well-known Ornstein-Uhlenbeck process when ignoring higher order terms.

The statistics for variance and autocorrelation lag-τ can then be calculated, as shown in

[90] and described in further detail for systems with non-constant noise later in this chapter

(see Section 2.3.5). In summary, the variance depends on the additive noise of the system

(σ) and the dominant eigenvalue (λ), where the variance is equal to −σ
2

2λ . In contrast the

autocorrelation lag-τ is only dependent on the eigenvalue and equals exp(λ|τ |). As the

eigenvalue of the system approaches zero, the variance (Fig. 2.3(b)) and autocorrelation
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(a) Eigenvalue Plane
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Figure 2.3: Early warning signals (theoretical). For the transcritical bifurcation, three
constant values of rt are chosen to demonstrate the behaviour of early warning signals as
the bifurcation parameter (rt) changes: rt = 6 (black cross/line); rt = 3 (red cross/line) and
rt = 1 (teal cross/line). The left figure shows the corresponding eigenvalues, λ ∈ R. The
middle figure shows the variance for each value of rt, given some constant additive noise in
the system. The right figure shows the autocorrelation lag-τ for each value of rt.

(Fig. 2.3(c)) increase and are shown in Fig. 2.3 for fixed values of rt decreasing from 6 to 1.

The development of statistical indicators, known as early warning signals (EWSs),

is an active area of research in many fields and statistical signatures of abrupt shifts have

been identified in many dynamical systems. More recently, the number of publications on

EWSs of epidemiological transitions has increased since the initial formal analysis in the

context of epidemiology by O’Regan et al., 2013 [151]. In Chapter 3, we review the literature

presenting EWSs of disease transitions, derived from the theory of CSD.

2.3 Markov processes

To mathematically derive statistical indicators described by CSD theory, we need to model

the fluctuations about the steady state of complex systems. Although deterministic models

provide a simple framework for most studies, there is no stochasticity in their dynamics,

limiting their possibilities. Discrete-space continuous time Markov processes offer a natural

extension of a continuous time SIS deterministic model to a stochastic formulation. In this

section, we present the necessary mathematical background material, including the Linear

Noise Approximation, Fokker-Planck Equation and Itô’s Change of Variables Formula, in

order to derive analytical results of statistical moments.

Event-driven processes incorporate demographic stochasticity into the model, de-

scribed as the fluctuations in births, deaths, migrations or infections of a random process.

Under this framework, the states of the process are discrete; as such it can be used to model

counts of individuals infected. For example, demographic stochasticity in the SIS model

can either cause the number of infectious individuals I to increase to I + 1 (a susceptible

individual is infected) or decrease to I − 1 (an infected individual recovers), at the next
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event. Stochastic effects are particularly important when the number of infected individu-

als are small, where an individual recovering before they infect may be the deciding factor

of whether a disease outbreak takes off or not. In the stochastic formulation, the system will

evolve probabilistically in time. A Markov process is known by its memoryless property;

that is, the future states of the process given present and past states depend only on the

present state. This implies that,

P(X(tn+1) = sn+1|X(tn) = sn, X(tn−1) = sn−1, ..., X(t0) = s0)

= P(X(tn+1) = sn+1|X(tn) = sn),

where si ∈ N are the states of the system and P(X(tn+1) = sn+1|X(tn) = sn) is the

transition probability of going from state sn to state sn+1 in a single time step.

Following the SIS example in Section 2.1, events which give rise to new infections

follow a Poisson process with rate βI/N and events which reduce the number of infected

people occur after an exponentially distributed time with mean γ−1.

2.3.1 The Master Equation

The master equation is a first-order ordinary differential equation describing the probability

distribution for observing each discrete state at time t. Often referred to as the gain-loss

function, it is constructed from the incoming transitions into a state (the gains) subtracted

by the outgoing transitions from a state (the losses). The master equation is given by,

dP (x, t)

dt
=
∑
y 6=x
{T (x|y)P (y, t)− T (y|x)P (x, t)},

where P (x, t) = P (X(t) = x) and T (x|y) = P (X(t) = x|X(t − ∆t) = y) is the transition

probability from state y to state x in an infinitesimal time period ∆t. These transition rate,

known as jumps, are exponentially distributed when the probability is independent of t.

The transition rates describe how the Markov process progresses from one state to another

state in one step and are given in Table 2.1.

For (Xt, t ≥ 0) a one-dimensional stochastic process with a state space of size N , the

master equation generates N equations, for every potential state in the state space. The

set of master equations can be written in matrix form,

dP

dt
= MP, (2.10)

where P is the vector (P (1, t), ..., P (x, t), ..., P (N − 1, t), P (N, t)) and M is the transition

12
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Event Change in state Transition rates

Infection

Into I I − 1→ I β(t)(N−(I−1))(I−1)
N

Out of I I → I + 1 β(t)(N−I)I
N

Removal

Into I I + 1→ I γ(I + 1)

Out of I I → I − 1 γI

Table 2.1: Transition probabilities for the SIS model

matrix containing the coefficients for the master equation. In particular, we require that

summing over all possible states at time t is one, i.e.
∑N

x=1 P (X(t) = x) = 1. The matrix

formulation of the master equation (Eqn. 2.10) can be solved to give P(t) = exp(Mt)P(0),

where exp(Mt) is the matrix exponential.

The SIS model is an example of a one-dimensional Markov process over state space

[0, N ] and the master equation is given by,

dP (I, t)

dt
= T (I|I − 1)P (I − 1, t) + T (I|I + 1)P (I + 1, t)

− T (I − 1|I)P (I, t)− T (I + 1|I)P (I, t) (2.11)

=
β

N
(N − (I − 1))(I − 1)P (I − 1, t) + γ(I + 1)P (I + 1, t)

− β

N
(N − I)IP (I, t)− γIP (I, t),

P (I, 0) = δI,I0 ,

where P (I, 0) is the initial condition. Notably, the probability of observing I infected

individuals at time t, is coupled to its two nearest probabilities P (I − 1, t) and P (I + 1, t).

For the SIS model, there are N + 1 possible states and therefore N + 1 equations. However,

for more complicated epidemiological models, e.g. with more compartments, the number

of equations quickly grows and the matrix computation (Eqn. 2.10) becomes intensive and

unfeasible, such as with the SIR process where there are 1
2(N + 1)(N + 2) possible states.
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Eqn. 2.11 can be re-written in terms of the tridiagonal matrix

M =



0 0 0 0 0 . . .

γ −(β(N−1)
N + γ) β(N−1)

N 0 0 . . .

0 2γ −(β(N−2)
N + 2γ) β(N−2)

N 0 . . .

0 0 3γ −(β(N−3)
N + 3γ) β(N−2)

N . . .
...

...
...

...
...

. . .


,

which consists of the transition rates between each class. For the SIS model, the largest

eigenvalue of M is λ1 = 0 and all other eigenvalues are real and negative. This is due

to the disease free state, I∗ = 0, being an absorbing state; the stochastic process will

always reach elimination with probability 1. This is known in epidemiology as a stochastic

extinction, when the disease is eliminated (I = 0) without crossing the critical transition

at R0 = 1. The quasi-stationary state is often considered, which describes the long-term

distribution conditioned on non-extinction [118]. A reduced “quasi-stationary matrix” can

be constructed from matrix M by removing the first row and first column, which correspond

to the absorbing state. The real-part of the largest eigenvalue of the quasi-stationary matrix

provides the long-term rate of extinction of the process. The corresponding eigenvector

represents the quasistationary distribution (after normalisation so that the sum is one).

2.3.1.1 One-step Process Operator

Step operators simplify the master equation, by mapping terms I + 1 and I − 1 to I. The

step operator E is defined on an arbitrary function f(n) as,

Ef(n) = f(n+ 1),

E−1f(n) = f(n− 1).

Therefore, in the SIS example, the transition probabilities T (I|I − 1) and T (I|I + 1) are

mapped to E−1T (I + 1|I) and ET (I − 1|I) respectively. This simplifies Eqn. 2.11 to

dP (I, t)

dt
= (E−1 − 1)T (I + 1|I)P (I, t) + (E− 1)T (I − 1|I)P (I, t). (2.12)

Higher dimension problems will require a unique step operator governing each random

variable.
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2.3.1.2 Measurement Process

An observational counting process can be included in the master equation, such as an

external monitoring scheme which counts certain transitions as observed events. Measuring

counts increases the number of states of the original Markov process, however it can be

used to find the time evolution probability density for such a measurement process. Often

in epidemiological modelling the data type collected is the number of new infections at time

t rather than the total number of infectives at time t; the latter variable is named prevalence

and is described deterministically for the SIS model by I in Section 2.1 and stochastically

with the master equation in Eqn. 2.11. New infections (or incidence) is instead a counting

process, following the non-homogeneous Poisson process {nc(t) : t ∈ [0,∞)} with a time

dependent rate λ(t) given by the transition probability βI(N − I)/N ,

nc(t+ ∆t) = Poi

(∫ t+∆t

t
λ(s)ds

)
where ∆t is sufficiently small.

Hopcraft et al. [112] present an analysis of a counting process within the birth-death-

immigration Markov process, by incorporating a second variable z which increases each time

a “death” event occurs. The birth-death process describes individuals being born or dying

randomly at a rate which is proportional to the population size; it is a Markov process

where eventually the population grows without limit or becomes extinct. The birth-death-

immigration process includes an additional “immigration” event whereby the population

may increase subject to some constant rate ε representing an external individual being

added. It can be shown that, provided that the death rate is greater than the birth rate,

that this process is stable with a non-zero finite steady state.

Event
Change
in state Transition rates

Births
Into I I − 1→ I β(I − 1) + ε

Out of I I → I + 1 βI + ε

Deaths
Into I I + 1→ I γ(I + 1)

Out of I I → I − 1 γI

(a) Transition probabilities for the BDI model

Event Change in state Transition rates

Births
Into I (I − 1, z)→ (I, z) β(I − 1) + ε

Out of I (I, z)→ (I + 1, z) βI + ε

Deaths
Into I (I + 1, z − 1)→ (I, z) γ(I + 1)

Out of I (I, z)→ (I − 1, z + 1) γI

(b) Transition probabilities for the BDI model with monitoring
scheme

Table 2.2: Transition Probabilities for the birth-death-immigration process

The birth-death-immigration process is a one-dimensional Markov process {I(t), t ≥
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0} with state space N and the master equation is given by,

dP (I, t)

dt
= (E−1

I − 1)T (I + 1|I)P (I, t) + (EI − 1)T (I − 1|I)P (I, t)

where I is the number of individuals at time t and the transition probabilities T (I + 1|I) =

βI + ε and T (I − 1|I) = γI are explained in Table 2.2(a), where birth events occur at rate

β and death rates occur at rate γ. Notably, the order of the rate of births for the birth-

death-immigration process is less than the force of infection in the SIS model. Including

a monitoring process of removal events (deaths), gives a two-dimensional Markov process

{(I(t), z(t)), t ≥ 0} with state space N2 and master equation,

dP (I, z, t)

dt
= (E−1

I − 1)T (I + 1, z|I, z)P (I, z, t)+

+ (EIE
−1
z − 1)T (I − 1, z + 1|I, z)P (I, z, t),

where there are step operators for I and z and the transition probabilities are given in Table

2.2(b). O’Dea & Drake [149] present this analysis for the analogy of infectious diseases,

under the assumption that the rate of new cases can be approximated by the number of

individuals recovering from the disease (z = nc). This work is discussed in Chapter 3 and

Chapter 4.

2.3.2 Linear Noise Approximation

In order to investigate the fluctuations about the infectious steady state, the linear noise

approximation (LNA) can be used to separate the discrete random variable I into its noise

and steady state value. It is expected that P (I, t) will have a sharp maximum about the

macroscopic value I = Nφ(t), where φ(t) is the solution to φ(t) = 〈I(t)〉
N in the limit N →∞.

In particular for the SIS model, the value of φ(t) describes the point prevalence of infection

and the mean-field dynamics of φ(t) can be derived from the deterministic model in Eqn.

2.6 such that,

dφ(t)

dt
= β(1− φ)φ− γφ.

The LNA was presented by van Kampen [211], which states that

I = Nφ(t) +N1/2ζ, (2.13)

where ζ is the variable describing the noise of the stochastic variable I. The LNA assumes

that the fluctuations about point prevalence are expected to be of the order N−1/2 agreeing
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with the central limit theorem. A new distribution function Π depending on ζ can be

defined by P (I, t) = Π(ζ, t). Accordingly the derivative of this probability distribution

function with respect to t,

∂P (I, t)

∂t
=
∂Π

∂ζ

dζ

dt
+
∂Π

∂t
= −N1/2dφ

dt

∂Π

∂ζ
+
∂Π

∂t
(2.14)

is needed for deriving the continuous space master equation.

The step operators also have a simple expansion involving powers of N−1/2∂/∂ζ.

Since the operators take I to I + 1 then it follows from the linear noise approximation that

it takes, ζ = I−Nφ(t)

N1/2 to I+1−Nφ(t)

N1/2 = ζ + 1
N1/2 . Following a Taylor expansion,

Ef(ζ) = f(ζ +N−1/2)

= f(ζ) +N−1/2f ′(ζ) +
1

2
(N−1/2)2f ′′(ζ) + ...

and an expression for E can be derived,

E = 1 +N−1/2 ∂

∂ζ
+

1

2
N−1 ∂

2

∂ζ2
+ ...

E−1 = 1−N−1/2 ∂

∂ζ
+

1

2
N−1 ∂

2

∂ζ2
− ...

2.3.3 Fokker-Planck Equation

The Fokker-Planck Equation (FPE) is a partial differential equation of the form,

∂Π(X, t)

∂t
= −

∑
i

∂

∂Xi
(Ai(X)Π) +

1

2

∑
i,j

∂2

∂Xi∂Xj
Bij((X)Π) (2.15)

where A(X, t) is known as the drift vector and B(X, t) as the diffusion matrix, with B

taken to be symmetric and positive definite. The FPE describes the time evolution of a

probability distribution for a process in which X(t) is continuous. If both A and B are

constant matrices then the FPE is linear,

∂Π(X, t)

∂t
= −

∑
i,j

Aij
∂

∂Xi
(XjΠ) +

1

2

∑
i,j

Bij
∂2Π

∂Xi∂Xj
(2.16)

and the solution is Gaussian. In particular, when B is independent of the state of the

system, the noise of the system is additive as opposed to multiplicative.

For the SIS model, the FPE can be obtained by expanding Eqn. 2.14 with the step
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operator expansion,

−N1/2dφ

dt

∂Π

∂ζ
+
∂Π

∂t
= (E−1 − 1)T (I + 1|I)P (I, t) + (E− 1)T (I − 1|I)P (I, t)

= (−N−1/2 ∂

∂ζ
+

1

2
N−1 ∂

2

∂ζ2
− ...)T (I + 1|I)Π(ζ, t)

+ (N−1/2 ∂

∂ζ
+

1

2
N−1 ∂

2

∂ζ2
+ ...)T (I − 1|I)Π(ζ, t)

and substituting in the LNA (Eqn. 2.13),

−N1/2dφ

dt

∂Π

∂ζ
+
∂Π

∂t
≈ (−N1/2 ∂

∂ζ
+

1

2

∂2

∂ζ2
)β(1− φ−N−1/2ζ)(φ+N−1/2ζ)Π(ζ, t)

+ (N1/2 ∂

∂ζ
+

1

2

∂2

∂ζ2
)γ(φ+N−1/2ζ)Π(ζ, t). (2.17)

Powers of N in Eqn. 2.17 can be collected and the mean-field deterministic approximation
dφ
dt as N →∞ is substituted, to give,

∂Π

∂t
= N1/2(βφ(1− φ)− γφ)

∂Π

∂ζ
+ (N1/2 ∂

∂ζ
+

1

2

∂2

∂ζ2
+ ...)γ(φ+N−1/2ζ)Π(ζ, t)

+ (−N1/2 ∂

∂ζ
+

1

2

∂2

∂ζ2
− ...)(βφ(1− φ) + β(1− 2φ)N−1/2ζ − βN−1ζ2)Π(ζ, t).

Collecting terms of order N0 results in the one-dimensional linear FPE for this system,

∂Π

∂t
= −(β(1− 2φ)− γ)

∂ζΠ

∂ζ
+

1

2
(β(1− φ)φ+ γφ)

∂2Π

∂ζ2
. (2.18)

Or equally we can represent this in terms of the corresponding stochastic differential equa-

tion (SDE) for ζ,

dζ = (β(1− 2φ)− γ)ζdt+
√
βφ(1− φ) + γφdWt, (2.19)

where Wt is a Wiener process. The Wiener process is the solution of the FPE where the drift

coefficient is zero (i.e. a(Wt, t) = 0) and the diffusion coefficient is one (i.e. b(Wt, t) = 1),

hence representing a sharp Gaussian distribution with a mean of zero and variance dt. The

connection between the FPE and SDE, such as between Eqn. 2.18 and 2.19, can be written

more generally and for multivariable systems following Itô’s formula for change of variables.
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2.3.4 Itô’s Change of Variables Formula

An equation of the form,

dx(t) = a(x, t)dt+ b(x, t)dWt

signifies that the variable x(t) obeys an Itô SDE,

x(t) = x(t0) +

∫ t

t0

a(x(t′), t′)dt′ +

∫ t

t0

b(x(t′), t′)dWt,

and accordingly, the solution x(t), is a Markov process [90]. Suppose f(x) is the function

that describes the change of variables from x, Itô’s formula derives the stochastic differ-

ential equation which f(x) obeys. In particular, we present two cases: (a) when f(x) is

independent of t and (b) when f(x, t) depends on t. For each case, we use the fact that the

Wiener process satisfies,

dWtdt = 0,

dW 2
t = dt,

dW 2+N
t = 0, (N > 0),

which implies that dWt is an infinitesimal of order 1/2 [90].

(a). f(x) independent of t

df(x) = f(x+ dx)− f(x)

= f(x) + dx∂xf + 1/2(dx)2∂2
xf + ...− f(x)

≈ ∂xfdx+ 1/2∂2
xf(dx)2

df(x) =

(
a(x, t)∂xf +

1

2
b(x)2∂2

xf

)
dt+ b(x, t)∂xfdWt

(b). f(x, t) depends on t

df(x, t) = f(x+ dx, t+ dt)− f(x, t)

= f(x, t) + dx∂xf(x, t) + dt∂tf(x, t) + 1/2(dx)2∂2
xf + ...− f(x, t)

≈ ∂xfdx+ ∂tfdt+ 1/2∂2
xf(dx)2

df(x, t) =

(
a(x, t)∂xf +

1

2
b(x)2∂2

xf + ∂tf

)
dt+ b(x, t)∂xfdWt (2.20)

Using Itô’s change of variable formula, the connection between Itô’s SDE and the FPE can
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be established. Consider the time evolution of an arbitrary function f(x(t)) for

dx(t) = a(x(t), t)dt+ b(x(t), t)dWt,

then following Itô’s formula above,

〈df(x(t))〉
dt

=
d

dt
〈f(x(t))〉

= 〈a(x(t), t)∂xf +
1

2
b(x(t), t)2∂2

xf〉

=

∫ (
a(x, t)∂xf +

1

2
b(x, t)2∂2

xf

)
P (x, t)dx,

where P (x, t) is the conditional probability density of x(t). We can also write that,

d

dt
〈f(x(t))〉 =

∫
f(x)∂tP (x, t)dx,

and by equating the two expressions of d
dt〈f(x(t))〉 and integrating by parts twice, we obtain,∫

f(x)∂tP (x, t)dx =

∫ (
a(x, t)∂xf +

1

2
b(x, t)2∂2

xf

)
P (x, t)dx

=

∫
f(x)

(
−∂x[a(x, t)P ] +

1

2
∂2
x[b(x, t)2P ]

)
dx.

Since f(x) is an arbitrary function, when f(x) = x, the FPE follows,

∂tP (x, t) = −∂x[a(x, t)P ] +
1

2
∂2
x[b(x, t)2P ].

In general, a multivariable system of stochastic differential equations defined as,

dx = A(x, t)dt+ B(x, t)dWt,

is equivalently represented by the FPE for the probability density of x,

∂P (x, t)

∂t
= −

∑
i

∂

∂xi
Ai(x)P +

1

2

∑
i,j

∂2

∂xi∂xj
Bi,j(x)P.
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2.3.5 Deterministic Behaviour of moments

An analytical expression for variance can be derived by taking moments using the FPE. In

general, for the FPE of the form,

dΠ(x, t)

dt
= − ∂

∂x
(a(t)xΠ(x, t)) +

1

2

∂2

∂x2
(b(t)Π(x, t)), (2.21)

an ODE for the second moment is given by d〈x2〉
dt = 2a〈x2〉 + b, which can be shown using

integration by parts to calculate the first and second moment of the process,

d〈x〉
dt

=

∫ ∞
−∞

x
dΠ(x, t)

dt
dx,

=

∫ ∞
−∞

x

(
− ∂

∂x
(a(t)xΠ(x, t)) +

1

2

∂2

∂x2
(b(t)Π(x, t))

)
dx,

=
���

���
�:0

[−xa(t)Π]∞−∞ +

∫ ∞
−∞

a(t)Πdx+
���

���
���:

0[
x
∂

∂x
(b(t)Π)

]∞
−∞
−
��

���
���

��:0∫ ∞
−∞

∂

∂x
(b(t)Π)dx,

= 〈a(t)〉,

d〈x2〉
dt

=

∫ ∞
−∞

x2dΠ(x, t)

dt
dx,

=

∫ ∞
−∞

2x2a(t)Πdx−
∫ ∞
−∞

x
∂

∂x
b(t)Πdx,

= 2〈x2a(t)〉+ 〈b(t)〉.

In general, higher order moments for skewness and kurtosis follow similarly, although they

will require multiple iterations of integration by parts. The autocorrelation function is

defined as the ratio of the autocovariance function to the standard deviation,

C(τ) = Cov(Xt, Xt+τ ) = E [(Xt − E(Xt))(Xt+τ − E(Xt+τ ))] (2.22)

ρ(τ) =
Cov(Xt, Xt+τ )

σXtσXt+τ
=
C(τ)

C(0)
≤ 1. (2.23)

Using a more convoluted integral, the autocorrelation function between the times t = 0 and

t = τ can be achieved by multiplying Eqn. 2.21 by x(τ)x(0)Π(x, 0) (written in shorthand
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notation xx0Π0(x)) and computing the double integral,

dC(τ)

dτ
=

∫ ∞
−∞

dx0x0Π(x, 0)

∫ ∞
−∞

dxx
∂Π(x, τ)

∂τ
,

=

∫ ∞
−∞

dx0x0Π(x, 0)

∫ ∞
−∞

dx

(
x
∂

∂x
[a(τ)xΠ(x, τ)] + x

∂

∂x
[
1

2

∂

∂x
b(τ)]

)
,

=

∫ ∞
−∞

dx0x0Π(x, 0)

(
−
∫ ∞
−∞

dxa(τ)xΠ(x, τ)− 1

2

∫ ∞
−∞

∂

∂x
b(τ)dx

)
,

= −
∫ ∞
−∞

∫ ∞
−∞

dx0dxa(τ)x0xΠ(x, 0)Π(x, τ) = −a(τ)C(τ),

dC(τ)

dτ
= −a(τ)C(τ),

ρ(τ) =
C(τ)

C(0)
= exp(−

∫
a(τ)dτ),

if a(τ) = a does not depend on τ , then ρ(τ) = exp(−aτ).

Another popular approach is to calculate the autocorrelation function about the

quasi-stationary states using the power spectrum with the Wiener-Khinchin theorem, which

achieves the same result for ρ(τ). Additionally, the power spectrum is another potential

EWS and can be used to distinguish between different types of bifurcations [25].

For the multivariate linear FPE defined by constant matrices A and B (see Eqn.

2.16), the solution is Gaussian and is determined by its first and second moments,

∂t〈Xk〉 =

∫
Xk

∂Π(X, t)

∂t
dX

=
∑
j

Akj〈Xj〉, (2.24)

∂t〈XkXl〉 =

∫
XkXl

∂Π(X, t)

∂t
dX

=
∑
i

Aki〈XiXl〉+
∑
j

Alj〈XkXj〉+Bkl. (2.25)

Combining equations 2.24 and 2.25, results in the covariance matrix Θ, given by (Θ)i,j =

〈xixj〉 − 〈xi〉〈xj〉 and can be shown to satisfy

∂tΘ = AΘ + ΘAT +B. (2.26)
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2.4 Simulation of stochastic processes

The FPE provides an exact probability distribution of the noise in the stochastic process.

However, solving the process analytically is sometimes unfeasible. Instead, simulations

of stochastic processes are often used to numerically analyse systems and can be used to

estimate the probability distribution and provide time trajectories of the variables within

the system. As such, stochastic simulations can be useful for epidemiological systems to

obtain synthetic time-series data (which are possible solutions to the stochastic process)

of the number of infectious individuals over time. However, to use stochastic simulations

to approximate the expected behaviour of a system requires multiple realisations to be

generated and thus the field has benefited from improvements to computational power and

the development of more efficient algorithms.

The Gillespie Direct Method Algorithm is a common method used for the simulation

of stochastic processes [91]. This algorithm is widely used within the field of epidemiology

and realisations are produced using Monte Carlo techniques. The Gillespie algorithm is

an exact algorithm, where each realisation is a sample from the probability distribution

P (X, t). Algorithm 1 presents the pseudocode for the Gillespie algorithm; first the initial

conditions of the stochastic process are defined and all possible events are written down.

For the SIS model, these events would consist of the transitions described in Table 2.1.

The time until the next event is drawn from a exponential distribution using the total of

all possible rates which can occur. Once the next time an event will occur is determined,

an event is chosen based on the probability that each event will occur, proportional to the

rate of each event. This Monte Carlo procedure is then repeated until the maximum time

is exceeded. Gillespie demonstrated that this two step process can be decoupled, i.e. the

time an event occurs and which event occurs can be treated separately [91]. However, this

strength is also the algorithm’s weakness; as at each time t, the rates of every event need to

be calculated again, which can quickly become computationally exhaustive as the number of

events increase. Additionally, as the total sum of all rates increases, the expected time until

the next event 1/RTotal decreases and the algorithm will take longer to reach the maximum

time.

2.5 Time-series analysis

In this thesis, analytical results of statistical moments calculated using the Fokker-Planck

Equation will be compared to stochastic simulations and empirical time-series data. In

this section, a description of how early warning signals are computed on time-series data is

presented.
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Algorithm 1: Gillespie Direct Method

Precondition: Define n independent stochastic events (E1, ..., En) and set initial condi-
tions x(0) = x0. Let ′ ←′ denote assignment

1: function Gillespie Direct Method(x0)
2: t ← 0
3: while t < T do
4: {Rti} ← Compute rates for each event Ei
5: RTotal ←

∑n
i=1R

t
i

6: if RTotal > 0 then
7: δt ← Exponential(RTotal)
8: r ← Uniform(0, 1)
9: Prob ← r ∗RTotal

10: if
∑p−1

i=1 Ri < Prob ≤
∑p

i=1Ri then Ep occurs
11: x(t) ← Update states

12: t ← t+ δt

2.5.1 Statistical Indicators

For N time-series each with n data points, Xj = {x(t) : t ∈ [0, n − 1]} for j ∈ [1, N ], the

time evolution of a variety of statistics can be calculated over the N realisations, such as

the variance:

V ar(X) =
1

N

N∑
j=1

(Xj − X̂)2,

X̂ =
1

N

N∑
j=1

Xj .

However in practice, without the availability of replicates, statistics cannot be calculated

over multiple realisations. Instead, a moving average approach is often used, whereby the

statistic is calculated on a subset of the time-series of length w. The time evolution of the

statistic is achieved by shifting the window, w, forward by one timepoint, so that each new

subset contains the next timepoint and removes the first point of the previous subset. For

example, the variance of a single time-series {x(t) : t ∈ [0, n − 1]}, can be estimated using
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a right-edge window,

V ar(x(t)) =
1

w − 1

t∑
t′=t−w

(x(t′)− x̂(t))2,

x̂(t) =
1

w

t∑
t′=t−w

x(t′),

or a central-window,

V ar(x(t)) =
1

w − 1

t+w
2∑

t′=t−w
2

(x(t′)− x̂(t))2,

x̂(t) =
1

w

t+w
2∑

t′=t−w
2

x(t′).

A right-edge window is often preferred as it does not use future data points in the estimation

of the statistic at time t. The numerical formulas for the most common statistical moments

used in this thesis are shown in Table 2.3.

In Chapter 3, the suitability of using moving windows for time-series data approach-

ing a critical transition is discussed. In particular, a moving window method not only

requires the user to select a suitable choice of window size w, but it also assumes that the

data are ergodic.

2.5.2 Receiver Operator Characteristic Curves

Simulation studies can provide an understanding of the performance of each EWS. Error

rates can be visualised by receiver operating characteristic (ROC) curves [81]. ROC curves

give a graphical plot of the true/false positive rate for each statistical indicator. The ROC

curve is created by measuring the sensitivity and specificity of each statistic at different

threshold settings.

Often, instead of using the raw values of each statistic with a threshold, Kendall’s τ

score is calculated. Kendall’s τ coefficient is a test of statistical significance that is widely

used in the literature for EWSs of critical transitions. Kendall’s τ score gives a measure

of an increasing or decreasing trend of each statistic over the time-series and can be used

to measure whether a statistic corresponds to an increasing or decreasing trend prior to a
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Statistic
Mathematical

Definition
Numerical

(N replicates)
Numerical

(moving average)

Mean µt = E[Xt] µR(t) = 1
N

∑N
r=1 xr(t) µw(t) = 1

w

∑t
t′=t−w x(t′)

Residuals yt = Xt − µt yr(t) = xr(t)− µR(t) yw(t′) = x(t′)− µw(t), t′ ∈ [t− w, t]

Variance (Va) σ2
t = E[X2

t ]− E[Xt]
2 σ2

R(t) = 1
N

∑N
r=1 yr(t)

2 σ2
w(t) = 1

w−1

∑t
t′=t−w yw(t′)2

Coefficient of
variation (CoV) σt/µt σR(t)/µR(t) σw(t)/µw(t)

Index of dispersion (InD) σ2
t /µt σR(t)2/µR(t) σw(t)2/µw(t)

Skewness (SK) E[y3
t ]/σ

3
t

1
NσR(t)3

∑N
r=1 yr(t)

3 1
wσw(t)3

∑t
t′=t−w yw(t′)3

Kurtosis (KT) E[y4
t ]/σ

4
t

1
NσR(t)4

∑N
r=1 yr(t)

4 1
wσw(t)4

∑t
t′=t−w yw(t′)4

Autocovariance (Acov)

Acovt(τ) =

E[ytyt+τ ]

AcovtR(τ) =
1
N

∑N
r=1 yr(t)yr(t+ τ)

Acovtw(τ) =
1
w

∑t
t′=t−w yw(t′)yw(t′ + τ)

Autocorrelation (AC)

ACt(τ) =

Acovt(τ)/(σtσt+τ )

ACtR(τ) =

AcovtR(τ)/(σR(t)σR(t+ τ))

ACtw(τ) =

Acovtw(τ)/(σw(t)σw(t+ τ))

Decay Time (DT) −τ/ ln(ACtR(τ)) −τ/ ln(ACt(τ)) −τ/ ln(ACtw(τ))

Table 2.3: List of early warning signals used in this thesis. Note: for the calculation of
statistics on a moving window, the sample form is taken (degree of freedom is one).

critical transition. Kendall’s τ score is defined as,

τ =
#concordant pairs−#discordant pairs

n(n− 1)/2
, (2.27)

where n is the number of timepoints [123]. Two points in the time-series (t1, xt1) and

(t2, xt2) with t1 < t2 are said to be a concordant pair if xt1 < xt2 and a discordant pair if

xt1 > xt2 . If the two points are equal (xt1 = xt2) then the pair is neither concordant nor

discordant.

ROC analysis is used to compare each statistical indicator’s ability to correctly

classify which EWSs belong to those from a null simulation (not going through a critical

transition) and which belong to a model undergoing a critical transition. For example, to

determine whether an indicator can be distinguished by its time-changing trend (given by

Kendall’s τ score), each simulation is classified at a given threshold. This gives a proportion

of true positives and false positives, which we can plot as a point on the ROC diagram. By

changing the threshold value we can move from no positive classifications to all positive.

We aim to have the maximum number of true positives and the minimum number of false

positives, so the best indicators should lie as close as is possible to the top left corner of

the diagram, where we correctly classified all simulations. The performance of each model

statistic is given by the area under the curve (AUC) of the ROC curve. The best threshold
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can also be selected from ROC analysis by determining the threshold which minimises the

classification error.

The AUC score gives a predictive measure between different indicators, which we

use to assess their performances. Good statistics have an AUC score close to 1 or 0 since

this indicates the statistic is far from picking by chance. The closer the AUC score is to 0.5,

the worse the statistical indicator is at identifying a critical transition. This is analogous to

randomly selecting simulations which are null and simulations which are disease-changing.

A score close to 1 indicates nearly perfect sensitivity and specificity.

2.5.3 Bootstrapping

Bootstrapping is a statistical technique developed by Efron [78] to interpret properties of a

statistic, i.e to inform confidence intervals or p-values. It relies on random sampling with

replacement and has been implemented in this thesis with time-series data. It is designed

for i.i.d. univariate data but can be extended to multivariate data. Bootstrapping is used

to formulate a theoretical distribution of time-series points {Xτ}τ∈N from the observed

empirical data {Xt}t∈N by sampling the τ from t.

For a sample of time-series points xt1 , xt2 , , xtn , bootstrapping is used to maintain

the covariance structure of the data in the sample. The timepoints ti are resampled with

replacement, so that the resulting vector of points could be restructured as xτ1 , xτ2 , ...xτn =

xt3 , xtn , ..., xt2 . Where each xτ is an independent realisation, which has a discrete uniform

distribution over the observations, with a probability mass of 1
n on each data point xt.

In Chapter 6, a bootstrapping technique is used to estimate p-values from a moving

average of Kendall’s τ score.
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CHAPTER 3

Early Warning Signals of disease

transitions: a review

3.1 Chapter Abstract

Early warning signals (EWSs) are a group of statistical time-series signals which could be

used to anticipate a critical transition before it is reached. EWSs are model-independent

methods that have grown in popularity to support evidence of disease emergence and dis-

ease elimination. Theoretical work has demonstrated their capability of detecting disease

transitions in simple epidemic models, where elimination is reached through vaccination, to

more complex vector transmission, age-structured and metapopulation models. However,

the exact time evolution of EWSs depends on the transition; here we review the literature

to provide guidance on what trends to expect and when. Recent advances include methods

which detect when an EWS becomes significant; the earlier an upcoming disease transition

is detected, the more valuable an EWS will be in practice. We suggest that future work

should firstly validate detection methods with synthetic and historical datasets, before ad-

dressing their performance with real-time data which is accruing. A major challenge to

overcome for the use of EWSs with disease transitions is to maintain the accuracy of EWSs

in data-poor settings. Here, we suggest utilising other high-dimensional data which may be

available, such as spatial data or Twitter streams, to overcome some of the limitations of

using noisy data.

3.2 Disclaimer

This chapter is adapted from my paper Early warning signals of infectious disease transi-

tions: a review, published in the Royal Society of Interface in 2021 [196]. I am the first

author of this article and the work was conducted with consultation from the other authors.

In this chapter, the original article has been restructured and the case study on detecting

the emergence of pertussis in the USA has been moved to Chapter 5.
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CHAPTER 3. EARLY WARNING SIGNALS OF DISEASE TRANSITIONS: A
REVIEW

3.3 Introduction

Infectious diseases contribute to nearly one-third of the worldwide disease burden [220].

Advances in public health over the twentieth century have resulted in major successes,

including the elimination of smallpox and over a 99% reduction in the incidence of po-

liomyelitis [224]. However, the continuous threat posed by newly emerging diseases strains

public health resources and widens inequality gaps within countries. Infectious diseases

disproportionately affect individuals from low-income countries and can trigger social and

economical instability [143]. In many cases, infectious diseases are treatable with existing

medicines or are preventable with vaccines, yet they continue to persist, causing significant

harm and death. Understanding when a disease has been eliminated is a topic of global

health and economic importance. If successful, limited resources for disease management,

such as vaccines, can be reallocated and the usage of highly toxic treatments can end. How-

ever, if infectious disease control is eased prematurely it could reverse all progress towards

disease elimination and result in disease resurgence. Early detection of emergent events can

allow for effective disease management and potential containment, limiting the total burden

of disease.

Epidemiologists are interested in identifying two critical transitions. Firstly, a key

problem in infectious disease management is assessing if a disease has been eliminated, thus

prompting the end of a control campaign. Secondly, the ability to assess the potential

epidemic threat posed by emerging and re-emerging diseases. Therefore, epidemiologists

seek to identify when a disease is approaching the critical threshold at R0 = 1. Traditional

mathematical modelling of infectious diseases allows researchers to analyse the local stability

properties and capture the system’s sensitivity to changes. However, there are many known

and sometimes fundamental, limitations of mathematical modelling, including the following:

• Model Sensitivity: Does the model accurately represent the problem being addressed?

What are the model assumptions? Could this model be surjective, i.e. could the same

dynamics be observed by two completely different models?

• Parameter sensitivity: How will the model be fitted to the data? Can all unknown

parameters in the model be fitted? How does the model handle missing data and

observation errors?

• Computational cost: Can results be produced quickly, in real time, as more data

becomes available?

• Generality to different environments, locations and problems.
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Model-independent methods, which aim to avoid these issues, do not rely on empir-

ically fitted models and have grown in popularity to support evidence of disease emergence

and disease elimination. A variety of statistical methodologies have been proposed for de-

tecting anomalies in data in the context of detecting infectious disease outbreaks [80, 209].

These surveillance-based approaches identify patterns of disease outbreaks as they arise

in public health data to inform the implementation of control, specifically methods which

provide sufficient time to allow interventions to take place.

Early warning signals (EWSs) are a proposed model-independent method for de-

tecting critical transitions, rooted in the mathematical theory of dynamical systems and

their use has been increasing throughout the 21st century. EWSs are a group of statistical

time-series signals that change in a consistent way on the approach to a bifurcation, which

can be detected in time-series and spatial data. Methodological approaches that detect the

critical transition R0 = 1 in time-series data can provide early evidence of infectious disease

outbreaks and also can inform the path to disease elimination. EWSs offer a potential

computationally inexpensive and efficient method for monitoring the status of a disease, by

detecting when a disease system shifts abruptly from one stable state to an other. Nearly

all previous work in traditional statistical surveillance has focused on detecting ongoing dis-

ease outbreaks [203], while the generality of detecting critical transitions with EWSs offers

a dual purpose: to detect disease emergent events and disease elimination.

Critical transitions are a feature of many complex systems. The potential for us-

ing EWSs to anticipate events before they occur is invaluable and offers the ability for

researchers to change the future course of a system. Research on the dynamical properties

of a system on the approach to a critical transition has a long history, from the first pro-

posal of monitoring the return time of a system to signal a tipping point [219] to Hohenberg

& Halperin’s [107] review of critical phenomena known as “critical slowing down” (CSD).

More recently the phenomenon has been identified as increased autocorrelation, variance

and magnitude of fluctuations as a system approaches a transition. This is due to the sys-

tem’s slow recovery from perturbations, as its dominant eigenvalue approaches zero. Since

real world systems are subject to noise, this phenomenon can be detected indirectly from

an increasing “memory” in stochastic fluctuations, resulting in changes in statistical indi-

cators (or early warning signals) such as variance and autocorrelation [182]. Much of the

previous literature on EWSs has focused on ecological [30, 39, 55, 76] and climate systems

[14, 58, 128, 129], exploring leading indicators of ecosystem collapse and sudden climatic

shifts, respectively; reviewed in [182]. While these indicators have successfully predicted

transitions in data [54, 58], in experimental studies [30, 48, 76] and model simulations

[56, 104], potential indicators typically perform well for some systems and poorly for others

[183].
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The specific characteristics of epidemiological transitions (e.g. that they are asso-

ciated with transcritical bifurcations) and data (e.g. aggregated case reports subject to

under-reporting) have therefore required multiple theoretical studies extending the litera-

ture [18, 19, 75, 149–153, 160]. Table 3.1 gives an overview of the literature in EWSs of

disease transitions, summarising all published papers on this topic by transition studied

(elimination or emergence), with a focus on the type of infectious disease time-series data

used (incidence, prevalence or other) and whether the observed indicators exhibited a rising

or falling trend prior to the critical transition. Bold typeface highlights if an observed indi-

cator was shown to be reliable prior to an epidemiological transition. While some studies

found EWSs, there are disagreements among papers of similar epidemiological systems.

Initial research was restricted to theoretical exploration, determining signals that

are exhibited prior to a transition in synthetic epidemiological data [18, 19, 75, 149–153,

160]. There are many barriers to the development of EWSs with empirical epidemiological

data. Recently, research attention has moved towards incorporating more realistic synthetic

data, including reporting errors and the implementation of EWSs on incidence-type data

[20, 138, 148]. The first validation analysis on empirical datasets was conducted in [21]

and supports the potential of EWSs with real world data. This chapter will summarise the

findings on the suitability of EWSs being used in epidemiology and in particular will discuss

future avenues such as the application of these methods to benefit programme managers for

disease control.

Table 3.1: A summary of the EWS literature with epidemiological applications
(up to 2021). We searched Web of Science and Google Scholar for relevant articles using
the keywords: critical slowing down, early warning signals, disease transitions, elimination
and emergence. We also used references from these articles for additional relevant material.

Title (first au-

thor)

Date Ref Data Data

Type

CT V/

std

M CV AC ID Other

Theory of early

warning signals of

disease emergence

and leading indi-

cators of elimina-

tion (S. O’Regan)

Aug

2013

[151] Sim. Prev. Em

&

Ext

+/- +++ +++ Significant only

for Ext

continued . . .
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. . . continued

Title (first au-

thor)

Date Ref Data Data

Type

CT V/

std

M CV AC ID Other

Leading indica-

tors of mosquito-

borne disease

elimination (S.

O’Regan)

Sep

2016

[152] Sim. Prev. Ext + =+ =+ =

/−−−
+++ +

Monitoring the

Path to the

Elimination of In-

fectious Diseases

(J. Drake)

Jun

2017

[77] Sim. Inc Ext +++

Anticipating the

emergence of

infectious diseases

(T. Brett)

Jul

2017

[19] Sim. Prev. Em +++ +++ = +++ +++ Correlation

Time (+++) &

Shannon En-

tropy (+++)

Forecasting in-

fectious disease

emergence subject

to seasonal forcing

(P. Miller)

Sep

2017

[138] Sim. Inc. Em ∗∗∗ ∗∗∗ * * * Variance con-

vexity (∗∗∗) &

autocovariance

(∗∗∗)

Critical dynamics

in population vac-

cinating behavior

(D. Pananos)

Dec

2017

[156] Real * Em +++ +++ + *Twitter &

Google trends

How Stochas-

ticity Influences

Leading Indica-

tors of Critical

Transitions (S.

O’Regan)

Jun

2018

[150] Sim. Prev. Ext +/- +/- +

Anticipating epi-

demic transitions

with imperfect

data (T. Brett)

Jun

2018

[20] Sim. Inc

&

Prev.

Em +++ +++ = +++ +++

continued . . .
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. . . continued

Title (first au-

thor)

Date Ref Data Data

Type

CT V/

std

M CV AC ID Other

Detecting early-

warning signals

of influenza out-

break based on

dynamic network

marker (P. Chen)

Jul

2018

[40] Real Inc. Em +++ Dynamic net-

work marker

increases (+++)

Spatial correla-

tion as an early

warning signal

of regime shifts

in a multiplex

disease-behaviour

network (P.

Jentsch)

Jul

2018

[113] Sim. Prev.

*

Em * and % of vac-

cinated individ-

uals. Lag-1 spa-

tial correlation

(+++)

Disentangling re-

porting and dis-

ease transmission

(E. O’Dea)

Mar

2019

[149] Sim. Inc Em + + - + Decay rate (−−−)

The statistics of

epidemic transi-

tions (J. Drake)

May

2019

[75] Sim. Prev. Em - + Variance of sus-

ceptibles (+)

Early warning

signals of malaria

resurgence in

Kericho, Kenya

(M. Harris)

Mar

2020

[102] Real Inc. Em +++ + + +++ + Decay Time (+++)

& First differ-

ence (+++/ −−−)

Detecting critical

slowing down in

high-dimensional

epidemiologi-

cal systems (T.

Brett)

Mar

2020

[18] Sim. Inc. Em +++ +++ +/- + +

continued . . .
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. . . continued

Title (first au-

thor)

Date Ref Data Data

Type

CT V/

std

M CV AC ID Other

Dynamical foot-

prints enable

detection of dis-

ease emergence

(T. Brett)

Mar

2020

[21] Sim

&

Real

Inc. Em composite EWS

(emergence risk

+++)

Spatial early

warning signals

of social and

epidemiological

tipping points

in a coupled

behaviour-disease

network (B.

Phillips)

May

2020

[160] Sim Prev. Em Dissimilar joint

count (+++), mu-

tual information

(−−−), Moran’s I

(+++), Geary’s C

(+/=)

Transient indi-

cators of tipping

points in infec-

tious diseases (S.

O’Regan)

Sep

2020

[153] Sim Inc.

&

Prev

Em

&

Ext

reactivity (+)

& amplification

envelope (+)

Anticipating the

Novel Coron-

avirus Disease

(COVID-19)

Pandemic (T.

Kaur)

Sep

2020

[115] Real Inc. Em +++ +

Predicting lo-

cal COVID-19

outbreaks and

infectious disease

epidemics based

on landscape

network entropy

(R. Liu)

Mar

2021

[131] Real Inc. Em Landscape net-

work entropy

(+++)

continued . . .
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. . . continued

Title (first au-

thor)

Date Ref Data Data

Type

CT V/

std

M CV AC ID Other

Early warning

signals predict

emergence of

COVID-19 waves

(D. O’Brien)

Dec

2021

[146] Real Inc. Em +++ +++ composite EWS

Performance of

early warning

signals for disease

emergence: a

case study on

COVID-19 data

(D. Proverbio)

Pre-

print

[164] Real Prev Em + +

Note: This table shows whether the data used in each publication was real or simulated (Sim); for prevalence

(prev.) or incidence (inc.) and whether they consider the critical transition (CT) of emergence/re-emergence

(Em) or elimination (Ext). In this table, the common EWSs compared are variance and standard deviation

(V/ std); mean (M); coefficient of variation (CV); autocorrelation lag-1 (AC) and index of dispersion (ID).

Other EWSs such as recovery rate, skewness, decay time, autocovariance and kurtosis are included in the Other

column if the paper found them indicative. A “+” in the table indicates the EWS was found to be increasing,

whereas a “-” indicates a decreasing trend. A “+/-” indicates that the EWS is increasing/decreasing under

some circumstances (e.g. only reliable for a certain data type or only for one critical transition). Constant

trend is given by a “=”, if a trend is increasing (or decreasing) then constant then “+=” (“-=”) is given. A

“*” is given when the trend of the EWS is not described, but its reliability or performance is discussed. Bold

text indicates significant or robust indicators.

3.4 Analytical Derivations of EWSs

The effects of CSD can be appreciated mathematically by deriving the statistical indicators

analytically. O’Regan & Drake [151] first presented a derivation of EWSs for epidemiological

systems, such as the classic one-dimensional SIS model. The statistical indicators of the

SIS system were first analysed at steady-state and then were extended for the continuous

system [69]. The system models the prevalence of an infectious disease over time, which

can be described by the deterministic equation,

dI

dt
= β(1− I)I − γI,

= βI(1− 1

R0
− I), (3.1)

35



3.4. ANALYTICAL DERIVATIONS OF EWSS

where β is the transmission rate of the disease and I is the prevalence at time t. This

system has two fixed points: the disease-free state (I∗ = 0), which is stable when R0 < 1

and the endemic steady state (I∗ = 1− 1
R0

), which is stable when R0 > 1. This system can

be transformed into the transcritical bifurcation normal form by a change of variables that

rescale time (e.g. t′ = βt), such that,

dx

dt
= x(rt − x),

where rt = 1− 1
R0

is the bifurcation parameter. There are a few exceptions in infectious dis-

ease models where a Hopf bifurcation can be induced instead [98, 105], although, in general,

more complex infectious disease models can also be reduced to a transcritical bifurcation

[135]. Fortunately, the trend in EWSs prior to fold, transcritical and Hopf bifurcations is

similar in most cases [120] and so we can expect similar properties in EWSs for different

classes of infectious disease models.

0 2 4 6 8 10
R0, bifurcation parameter

0.0

0.2

0.4

0.6

0.8

1.0

I* , 
st

ea
dy

 st
at

e

Figure 3.1: Bifurcation Diagram of a typical epidemiological model. Transcritical
zero-eigenvalue bifurcation diagram for the SIS model, bifurcation occurs at R0 = 1; if
R0 < 1 then the disease-free state (I∗ = 0) is stable while if R0 > 1 then the endemic
steady state (I∗ > 0) is stable.

Fig. 3.1 demonstrates how the steady state of the system changes with the bifurca-

tion parameter R0. To derive statistical indicators of disease transitions, the system can

be perturbed analytically by gradually forcing parameters such as the transmission rate

or vaccination rate over time, until the disease is either unsustainable (R0 < 1, disease

elimination) or disease cases surge (R0 > 1, disease emergence). Changing parameters ana-

lytically effectively mimics public health campaigns such as hand washing, social distancing

and vaccination programmes. Many studies also include an external force of infection term,

ε, to allow for environmental spillover, which is particularly important for understanding

the dynamics of disease emergence [19, 151].
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Under the stochastic formulation, the probability P (I, t) of having a prevalence of I

at time t is given by the master equation,

dP (I, t)

dt
= (E−1

I − 1)T (I + 1|I)P (I, t) + (EI − 1)T (I − 1|I)P (I, t), (3.2)

where T (I + 1|I) = β (N−I)I
N + ε(N − I) are the transition rates into the infected class and

T (I − 1|I) = γI are the transition rates away from the infected class (see Chapter 2.3.1 for

details).

The theory of CSD relates to the fluctuations about a steady state, where the sta-

tistical properties of these fluctuations change on the approach to a critical transition. The

linear noise approximation [211] has been applied to epidemiological systems to separate

the fluctuations from the steady state [151] and assumes that the fluctuations, ζ, about the

point prevalence steady state, φ = I∗

N , are expected to be of the order, N−1/2, agreeing with

the central limit theorem,

I

N
= φ(t) +

ζ√
N
. (3.3)

This linearisation is only suitable when the number of infectious individuals is sufficiently

large. For emerging diseases, where there are few infected individuals initially, the stochastic

dynamics are highly non-Gaussian [19]. The birth–death–immigration process (BDI) has

been adapted to the study of emerging diseases with births representing new infections,

deaths representing the recovery of individuals and immigration the spillover of a pathogen

from an external source. Under this framework the transitions are T (I + 1|I) = βI + εN

and T (I − 1|I) = γI [19]. The BDI process provides analytical intuition to behaviour

of prevalence for emerging diseases, but it is limited in its applicability for established

diseases at endemic steady state. The derivations of EWSs using the master equation

follows similarly for both the BDI process and SIS model.

The Fokker-Planck equation describing the probability of observing fluctuation ζ at

time t for the SIS model can be derived (shown in Chapter 2.3.3) as,

∂Π(ζ, t)

∂t
= (E−1

I − 1)T (I + 1|I)P (I, t) + (EI − 1)T (I − 1|I)P (I, t)−N1/2dφ

dt

∂Π(ζ, t)

∂ζ
,

= −(β(1− 2φ)− γ)
∂ζΠ

∂ζ
+

1

2
(β(1− φ)φ+ γφ)

∂2Π

∂ζ2
. (3.4)

Analytically, statistical indicators can be deduced by taking moments of Eqn. 3.4, such as
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evaluating the behaviour of variance of the fluctuations (illustrated in Fig. 3.2) to be,

∂〈ζ2〉t
∂t

=

∫ ∞
−∞

ζ2∂Π

∂t
dζ,

= (β − γ − 2βφ)Nσ2 + β(1− φ)φ+ γφ, (3.5)

which can be simplified by evaluating at steady state, to obtain var(ζ) = 1
N

1
R0

for the

SIS model and var(ζ) = ε/γ
(1−R0)2

for the BDI model (see Chapter 2.3.5). The steady state

assumption masks an important difficulty in the analysis of statistical indicators of critical

transitions, namely that a system undergoing a critical transition is not at steady state.

Nevertheless, this assumption can be viewed as a time-scale separation, whereby the bifur-

cation parameter varies much slower than the time it takes the system to equilibrate and

so, in principle, fast components can be eliminated [22, 125]. While the time-scale separa-

tion argument provides some intuition about general trends, such a strict separation is not

observed in epidemiological systems.

The coefficient of variation represents the ratio of the standard deviation to the

mean and therefore statistical properties of this EWS on the approach to a critical tran-

sition depend on whether the system is approaching: (i) disease elimination, where the

mean infections are reducing, resulting in an asymptotically rising coefficient of variation

(see Fig. 3.2(a)), or (ii) disease emergence, where the mean infections are increasing (see

Fig. 3.2(b)). A consequence of using the linear noise approximation is that the mean of the

fluctuations ζ is zero; for this reason derivations of the coefficient of variation can be made

from prevalence

√
〈I2〉−〈I〉2
〈I〉 by taking moments of I instead.

Another popular EWS of disease transitions is the lag-τ autocorrelation, which is

predicted to rise prior to a critical transition from CSD. Derivations of auto-correlation have

been made in the literature using the power spectrum and the Wiener-Khinchin theorem

[151] and have been achieved using the Fokker-Planck Equation. In particular, the lag-1

autocorrelation for prevalence is given by ACF = e−|γ(R0(1−2φ)−1)| for the SIS model (shown

in Fig. 3.2) and ACF = e−(1−R0)γ for the BDI process at steady state.

Theoretical work on EWSs of disease transitions has been extended from this simple

one-dimensional SIS model to a variety of epidemiological models, including the SIR model

[75, 151], vector transmission models [152], models with vaccination dynamics [113, 151,

160, 197], age-structured models [18] and higher dimensional models, including network-

based [18, 40, 131], agent-based simulations [18] and coupled disease-behaviour dynamics

on multiplex networks [113, 160]. In these more complex systems, statistical properties

of the fluctuations about prevalence have been investigated by extending the derivations

described in this section.
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(b) Disease Emergence Theory
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(c) Endemic Disease Theory
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Figure 3.2: Time-series trends (theoretical). For the SIS model with an external force
of infection, the system is forced from the disease endemic state to the disease-free state
(a, disease elimination); and in reverse from the disease-free state (b, disease emergence).
Panel (c) shows the statistics are constant for a system at the endemic steady state (fixed
parameters). For (a),(b) the system is forced by slowly changing the transmission rate
β(t) ∈ [0, 1] and keeping the recovery rate γ = 0.5 and external force of infection ν = 0.001
fixed, causing R0 to decrease from R0 = 2 to R0 = 0 (a) and in reverse R0 = 0 increases
to R0 = 2 (b). The change in R0 happens at rate p = 1/500. The vertical red line denotes
where the bifurcation occurs, when t = 250, R0 = 1. Results for prevalence are shown by
the solid black lines and incidence by the dashed black lines.
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Consistently the most popular EWSs studied, variance and lag-1 autocorrelation, are

calculated on the fluctuations of prevalence-type data and rise prior to disease transitions

in all models [19, 151, 152], shown in Fig 3.2. While the coefficient of variation rises prior

to disease elimination [151], it is flat and unchanging prior to disease emergence [19]. In

contrast, the coefficient of variation, variance and lag-1 autocorrelation are constant and

unchanging over time for a disease at the endemic steady state (see Fig. 3.2(c)). The non-

monotonic trend in time-series statistics prior to reaching the disease transition can be used

as the EWS of an upcoming bifurcation. The trend in some EWSs has been found to be

sensitive to the source of noise driving the perturbation, where some statistics have been

shown to decrease depending on the type of stochasticity present [150]. Notably O’Regan

& Burton [150] conclude that it is reasonable to assume that the variance and coefficient of

variation will increase prior to disease elimination when the noise is external and affects a

system as a whole.

The focus to date has been on determining whether the characteristics of CSD are

exhibited in epidemiological transitions and more widely this work has shown evidence of

CSD in transcritical bifurcation systems. A drawback present in these analytical studies

is due to the type of epidemiological data collected, as prevalence-type data (I) are rarely

collected except for closed systems (e.g. within a hospital setting) or during prevalence

surveys (a sample of the population). Typically, incidence data are collected, which describe

the number of new infections during the reporting period; for example, number of new

infections diagnosed each week or month. These data are also not without limitations, as

many “new infections” are not reported on the first day of infection, but after an individual

has presented themselves at a health care facility. Additionally, many diseases are not

notifiable (a disease that is required by law to be reported to government authorities),

resulting in an inaccurate representation of disease.

An estimate for prevalence can be achieved by scaling incidence data with the aver-

age duration of infection [87]. However, this conversion introduces a parameter assumption

for the recovery rate, which is usually estimated by fitting a mechanistic-model to data,

thus this approach is disease specific and not model-independent. Therefore, significant

analytical progress has begun to understand whether EWSs calculated on incidence-type

data are exhibited prior to a critical transition and whether there are discrepancies between

signals in prevalence-type data and those in incidence-type data. Under the BDI framework,

a probability distribution for the deaths or recovery events can be derived analytically to

understand the fluctuations about incidence. A common assumption is to monitor recov-

eries, assuming that cases are more likely to be reported towards the end of the infectious

period. O’Dea & Drake [149] extend the BDI model in the context of emerging diseases

to describe the distribution of new cases by adding an observation model into the frame-
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work, as described in Chapter 2.3.1.2. Including a monitoring scheme, by counting removal

events, increases the dimension of the Markov process by one, where new cases nc increase

by one each time there is a removal event. This can be solved by transforming the master

equation into a multivariate generating function in terms of prevalence and new cases [108]

and deriving analytical solutions of EWSs from the moments [148]. In Chapter 4, we will

consider EWSs of disease elimination when calculated on incidence data. We compare our

approach with the previous study by O’Dea & Drake and with the known traits of CSD

when statistics are calculated on prevalence-type data.

3.5 Computing EWSs from disease data

The calculation of EWSs from real-world data requires suitable pre-processing, such as the

detrending of the data to remove the mean (steady state) and obtain the fluctuations. In

simulation studies, this process can be done by removing the average over replicate real-

isations and it has been shown that stochastic simulations produced using the Gillespie

algorithm match the theoretical predictions of EWSs shown in Fig. 3.2 [20, 149]. In prac-

tice, without the availability of true replicates, Gaussian detrending is often implemented.

Gaussian detrending is a moving average technique, which removes a weighted mean over

a selected window size, where the weights are taken from a Gaussian kernel with a user-

inputted standard deviation. This method not only requires the user to select a suitable

choice of window size and standard deviation, but also makes the assumption that the data

are ergodic. This raises a key challenge with this technique, as ergodicity only holds for sta-

tionary time-series; however these methods will be implemented on data that are believed

to be approaching a critical transition. For this reason, the choice of the window size and

the speed a disease is approaching a critical transition are interlinked when deciding if the

assumptions of Gaussian detrending are appropriate. In particular, O’Regan & Drake [151]

discussed the limitations of Gaussian detrending for diseases that decline rapidly, finding

that, even for slowly changing diseases, smaller window sizes did not capture the fluctua-

tions and larger window sizes did not successfully remove the slowly varying trend. Even

with its recognised limitations, Gaussian detrending is a popular method in the EWS lit-

erature for disease transitions [115, 138, 151, 152] and is often combined with Silverman’s

rule of thumb to find a suitable choice of standard deviation [190].

An alternate detrending method, named van Kampen detrending as it is based upon

a rearrangement of the linear noise approximation (Eqn. 3.3), removes the predicted state

of the system from the observed dataset and divides by the square root of the population

size [151]. This method requires the user to have a suitable mean-field model (predicted

current state) of the dynamics which can describe the expected behaviour of the observed
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data. Often a suitable mean-field model can only be chosen after parameterisation which

is computationally exhaustive to run and after a model selection process, making this an

impractical detrending method for real-time detection. O’Dea & Drake [149] found that

statistics numerically calculated over multiple heterogeneous realisations, where the param-

eter set for each realisation was sampled randomly, corresponded well with the analytical

results. This simulated study could be thought of as calculating EWSs between many

non-identical locations, which suggests the potential of spatial detrending. In Chapter 5

we develop a specific detrending method for epidemiological data using a spatial detrend-

ing approach. We propose to remove the mean over multiple subpopulations to obtain the

fluctuations and unlike Gaussian detrending, this approach does not require any hyperpara-

maters to be inputted; however, it does assume spatial ergodicity, i.e. all subpopulations

are similar.

In addition, there is the added challenge of removing periodic trends in the time-

series to obtain the residuals. Many infectious diseases exhibit seasonal forcing due to

climate and human behaviour, which may dominate the behaviour of EWSs close to the

critical transition. However, Miller et al. [138] found that it was not necessary to seasonally

detrend the time-series first, noting that autocorrelation performed worse with seasonal

decomposition than Gaussian detrending. It was shown that variance was insensitive to

the type of detrending (Gaussian, seasonally decomposition or differencing), although the

performance worsened with all detrending methods when the data had high levels of periodic

forcing.

3.6 Performance of EWSs

Simulation studies can provide an understanding of the performance of each EWS for dif-

ferent transitions. The sensitivity, or true-positive rate, can be measured as the proportion

of simulations going through a transition which are correctly identified. The specificity, on

the other hand, or true-negative rate, gives the proportion of simulations not going through

a transition that are correctly identified. The latter group of simulations are often referred

to as the null model and EWSs calculated on these data should not signal a critical tran-

sition. For disease emergence, a high sensitivity is of critical importance to provide a high

confidence of identifying all disease emergence risks. In contrast, for disease elimination, a

high specificity is required to minimise falsely detecting disease elimination in cases where

it is not present.

Many methods have been proposed to measure the performance of EWSs, such as

thresholding EWSs with a constant value [18, 69], thresholding with the long-run standard

deviation [76] or using Kendall’s τ statistic. Kendall’s τ statistic is the most popular
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approach in the literature [20, 115, 138, 151, 152, 156], as it gives a quantitative measure of

the increasing or decreasing trend of the EWS. However, the use of Kendall’s τ score can

be problematic as it describes the overall trend over the time period considered, with the

challenge being selecting an appropriate time period. Even if the EWS rapidly increases

and then decreases slightly, the score may return a value of zero (indicating a constant

trend) or even a negative score (decreasing trend). Simulation studies have considered how

the performance of an EWS behaves over different time intervals [18, 69], with one study

finding that the variance and autocorrelation lag-1 did not become predictive until two

years before the estimated transition [18], further indicating that the choice of time interval

used to calculate Kendall’s τ statistic can impact results.

There exist various ways to determine the best time period for empirical studies

on historical data, such as using an expert’s opinion to infer the time of transition [102],

using an appropriate mathematical model to retrospectively identify when the effective

reproduction number is one [18] or approximating when the system underwent a critical

transition using the rate of change of incidence [115]. In these examples, Kendall’s τ score

can be calculated on a reasonable time period before the estimated transition. However,

the choice of window size used in Gaussian detrending has been investigated by Lenton et

al. [128] as well as by Kaur et al. [115] in their study on EWSs of COVID-19 emergence,

finding that large window sizes altered Kendall’s τ results. A key unanswered question is

how much data should be used to calculate Kendall’s τ score for real-time analysis, where

the true critical transition is unknown and not yet reached.

The choice of null model assesses the strength of an EWS under different conditions

and many studies choose a model at steady state where the value of R0 is fixed over time

[18, 20, 138, 151, 152]. A steady state null model will describe how good an EWS is at

identifying the difference between a system undergoing a bifurcation versus a system at

steady state. A tougher test is measuring an EWS’s ability to identify when the system is

approaching a critical transition versus when the system is changing but not bifurcating.

EWSs which perform very well when comparing disease elimination or emergence to a steady

state null model can struggle to distinguish between the disease transition and a time-series

which was changing but not bifurcating [21, 69]. This highlights a serious limitation for

detecting disease transitions when using EWSs in practice. Ideally, EWSs need to be capable

of distinguishing between increased transmission and increased reporting, given the latter

type of data may not be bifurcating. The choice of an appropriate null model can change

the perceived view of accurate EWSs and the trade-off between sensitivity and specificity

will depend on whether distinguishing disease transitions and steady state is enough.
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3.6.1 How early can EWSs identify the disease transition?

Research addressing the first time when the trend of an EWS is significant, which we

name time-of-detection, is limited. The time-of-detection refers to detecting the statistical

signatures of CSD, rather than the critical transition itself. Reporting the time when there

is evidence of an upcoming bifurcation will allow policy makers to intervene and change the

current direction. For studies where the bifurcation point is known, the time-of-detection

can be used to find the lead-time of each EWS. The more advanced the warning of an

approaching transition (e.g. the more lead-time), the more valuable an EWS will be in

practice.

The logistic composite measure from Brett & Rohani [21] is an EWS-based approach

which offers the time-of-detection. This method is designed for real-time implementation,

where the logistic measure is updated as new data are observed and a detection is triggered

when the threshold criteria are exceeded. This method not only attempts to distinguish

between the null model and disease emergence, but also provides the first time there is

significant evidence of an approaching critical transition. Their technique is tested on

empirical studies of pertussis, mumps, dengue and plague. Using synthetic data, they found

that the composite measure outperformed a single EWS and could inform disease emergence

of pertussis in 100% of states which did experience re-emergence and falsely detected 30-

50% states as disease re-emergence. The presence of sporadic outbreaks might explain

this mild specificity score; however, presenting this weakness is highly valuable information

for decision-making. This study focused exclusively on anticipating disease emergence.

Given the observed theoretical differences preceding disease elimination (see Table 3.1 and

Fig. 3.2), it is extremely unlikely that the fitted weights would also be appropriate for

elimination. Constructing a composite measure to serve as a leading indicator of disease

elimination thus remains an open research topic.

Drake & Griffen [76] proposed that an EWS is significant if it exceeds two long-run

standard-deviations and the time-of-detection is given by the first time the signal exceeds

this threshold. This method can be computed on a composition of EWSs, after a normalisa-

tion process and the threshold criterion (referred to as 2σ) is updated as more data becomes

available by calculating the long-run standard deviation of the composite measure. This

general dynamic threshold is a key advantage of this method when compared to the con-

stant threshold used in the logistic composite measure. However, although the 2σ method

has been demonstrated to detect the onset of environmental deterioration [76], population

collapse [48], recovery of an ecosystem [47] and the emergence of COVID-19 [146], it has

not been formally validated with simulation studies of infectious data, which remains an

open topic.

Other work in identifying the time-of-detection using EWSs have not been formally
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validated with simulation studies, so the sensitivity and specificity of these approaches are

unknown. Without further investigation, it is not known if these methodologies will work

in general for other diseases or with different types of collected data. One method fitted

a hyperbolic equation to the time evolution of the coefficient of variation to identify when

the statistic diverges, as this is recognised as the location of the threshold analytically [77].

When tested on data going through a bifurcation, on average the time-of-detection occurred

before the true bifurcation point. Under-reporting of case data under a binomial framework

had little effect on the results.

Another method that uses bootstrapped samples to estimate the statistical signifi-

cance of an observed Kendall’s τ statistic has proven popular in the literature [15, 30, 56,

58, 121, 161], but also controversial [15, 56, 58]. An empirical study tested if EWSs could

indicate malaria resurgence in a historical dataset from Kericho, Kenya [102]; using boot-

strapping with Kendall’s τ score over increasing amounts of data, to calculate the p-value

of the score over time. Evidence of CSD was said to be detected when the p-value became

significant at 0.05. Under this framework, the resurgence of malaria was predicted with

a 24 month lead-time with autocorrelation lag-1 and a 6 month lead-time with variance.

However, this method has not been tested on time-series data which are not going through

a critical transition, i.e. the method’s specificity remains unknown.

Other studies use the Brock-Dechert-Scheinkman (BDS) test [23], which detects

nonlinear serial dependence in time-series. Dakos et al. [56] reviewed the use of the BDS

test in the context of EWSs with bootstrapping and p-values, highlighting the issue of

approximating the null distribution with this technique. Many articles have warned about

reordering the time-series to create the null distribution, while maintaining the variance

and mean of the observed time-series, as it impacts the natural autocorrelation in the

time-series [15]. Some have instead suggested using a model-based approach to generate a

null distribution with the same variance, mean and autocorrelation using an autoregressive

model [58]. However, White et al. [216] questioned estimating the null distribution for

simulation-based models, saying that this is an inappropriate use of statistical significance

tests and concluded that p-values should not be used to interpret results.

These novel methods have the potential to report the time-of-detection and give

an indication of how early a disease transition can be anticipated. In Chapter 6, we for-

mally validate some of the time-of-detection methods presented here (Logistic composite,

2σ−threshold and Kendall’s τ p-value) with an SIS model which is being perturbed towards

disease elimination. We investigate the reliability of these methods by also implementing

them with a steady state null model and a null model which has a decreasing incidence

but does not undergo a critical transition. In Chapter 6 we consider constraints on the

threshold criteria in order to improve the specificity of these methods. In Chapter 7, we
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apply the improved time-of-detection methods to an empirical dataset of gambiense human

African trypanosomiasis.

3.6.2 How do EWSs behave in a data-poor setting?

Analytical studies have shown that CSD behaviour is present in disease models prior to a

transition, but the exact behaviour depends on the transition. Calculations of EWSs on

real-world data, in contrast to simulation studies, are subject to reporting errors and are

relatively short length, due to the frequency of observations.

Simulation studies have tested the robustness of EWSs with reporting errors, often

determining the change in the AUC metric when taking binomial samples from the data.

For disease elimination, the coefficient of variation was found to be the most robust EWS

under the effects of observation error, while variance and autocorrelation were shown to be

sensitive to under-reporting [77, 151]. Data which are subjected to reporting errors through

negative binomial sampling can be used to investigate the effects of reporting probabilities

where the observed number of new cases can exceed the true number. Therefore representing

over-reporting or false-positive diagnoses of cases, as well as incorporating some dispersion

and clustering in case ascertainment. Indicators of disease emergence were found to be

sensitive to overdispersion, particularly when the reporting error was highly overdispersed.

In contrast to studies on disease elimination, variance was the most robust and coefficient

of variation the most impacted by reporting [20]. Further, O’Dea & Drake [149] defined a

robust indicator to be sensitive to the difference between the transmission and recovery rates

of the system and insensitive to changing reporting probabilities. They found that variance

and coefficient of variation were poor EWSs under the first criteria and autocorrelation

lag-1 was poor due to the latter criteria.

To date, the performance of EWSs has not been investigated when there are sys-

tematic biases in the sampling processes; for example due to age-specific disease severity,

or increased under-reporting in specific demographic groupings. Understanding the impact

of biased sampling on EWSs is an essential avenue for future research.

Furthermore, insufficient data resolution is often prevalent in epidemiological data

collection; for example, the World Health Organisation reports yearly cases of neglected

tropical diseases which are targeted for elimination by 2030 [223]. It is unclear if EWSs can

be used to assess the progress towards these goals with such short time-series (for example

case data of human African trypanosomiasis are reported yearly and are only available since

2000 at a high spatial resolution). Although synthetic studies have shown the suitability of

some EWSs in large evenly spaced datasets [20, 69, 151, 197], lower bounds on the necessary

data frequency remain an open question. In Chapter 6, we investigate how time-of-detection

methods perform by measuring the AUC, for a range of different time-series lengths.
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Creating evenly spaced data from irregularly sampled data may introduce artificial

autocorrelation [15], although studies have shown that aggregation of case reports into

weekly, bi-weekly and four-weekly, did not impact the performance of EWSs [20]. These

results are mostly in accordance with [88] who previously concluded that standard deviation

and autocorrelation were robust to data aggregation, although skewness and kurtosis were

found to perform poorly. In a study on seasonal outbreaks of bubonic plague in Madagascar,

the outbreak was detected 27 days after the first reported case, giving a 30-day lead-time

before the major outbreak in late September [21]. This study used high-resolution daily case

counts and the result suggests that with sufficient data resolution CSD may be detectable

over comparably short time scales. Investigating the quality of data required, for example

whether the temporal range of a dataset is more important than the temporal resolution

or sampling frequency (e.g. 100 months of monthly data vs. 100 weeks of weekly data),

should be the subject of further work.

Although longitudinal data can be noisy and low resolution, other high-dimensional

information, such as the health-zone a case was reported in, can be available. Dynamical

spatial data can be represented using network models and spatial EWSs can be investigated

on the network structure, which offers the potential for regional disease transitions to be

identified [18, 40, 69, 131].

Additionally, there is limited work investigating the assumption that CSD is only

exhibited in data that are slowly changing [55, 128]. Emerging diseases can surge rapidly

on a fast time scale, as was seen with the emergence of the SARS-COV-2 pathogen which

causes the disease COVID-19. Although COVID-19 has been the focus of recent studies

on EWSs [115, 131, 146, 164], further work is required to understand the performance of

EWSs subject to factors affecting the speed of a disease, sampling frequency and time scale

of data. Indeed, the speed of disease has been explored in simulation studies, finding that

the rising autocorrelation trend typically reaches one at the transition unless the system

has a fast speed of emergence [18].

Twitter data can be available at both high frequency and spatial resolutions, and

these attributes offer the potential to overcome some of the limitations when using incidence-

or prevalence-type data. Research by Pananos et al. [156] geocoded twitter streams moni-

toring tweets about the measles–mumps–rubella vaccine and used EWSs to detect the rise

in vaccine hesitancy. The analysis on vaccine sentiment was found to exhibit traits of CSD

prior to the Disneyland, California measles outbreak, providing evidence that behavioural

dynamics can also help inform disease transitions and have the potential to expand the

current toolbox of EWSs.
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3.7 Discussion

EWSs offer a real-time signal of an impending disease transition; however, to use EWSs

reliably in a control-management framework, all limitations need to be identified and com-

municated clearly with public health officials. Progress has been made in numerous areas,

from theoretically-motivated studies identifying how EWSs behave for different disease dy-

namics, data collected or stochasticity present, to numerical studies testing pre-processing

techniques and understanding the limits of EWSs with imperfect data. There remain chal-

lenges and limitations to all methods reviewed in this chapter. In particular, we identified

a few key areas, such as the unknown behaviour of EWSs for disease elimination when

calculated on incidence data; the performance of EWSs with data which are changing but

not approaching a critical transition and the unknown specificity of some of the detection

methods presented. On the theoretical side, questions remain how best to quantify EWS

uncertainty when using moving window estimators and how the speed of a disease and

sampling frequency are interlinked when using a moving window.

In this review we have highlighted theoretical differences in EWSs for emergence and

elimination transitions, but also the differences in objectives, requiring a high sensitivity

for EWSs of disease emergence compared with a high specificity for disease elimination.

To minimise error rates and improve the performance of EWSs, there is potential to apply

EWSs to multiple datasets simultaneously, such as with prevalence surveys, reported case

data and Twitter streams, to provide an overview of the status of disease. If all three data

types are consistent with their detection of a disease transition, then that provides a greater

confidence in the result.

Determining which EWSs are best suited for different diseases when faced with a

real system remains a challenging problem. From the EWSs reviewed here, variance is the

most sensitive to reporting errors prior to disease elimination, coefficient of variation is the

least robust indicator prior to disease emergence and lag-1 autocorrelation is sensitive to

the frequency of data. Other potential EWSs exist and have been the subject of theoretical

studies. Significant progress has begun to find the optimal combination of multiple EWSs to

give a single measure. A composition could be adapted for different diseases and data types

and has the potential to achieve an increased indication of a disease transition compared

with a single EWS.

The application of these methods for use by stakeholders or programme managers

in decision-making is a key goal of this field. For disease emergence, early detection could

provide sufficient time to allow control measures to be implemented before the tipping point

is met. Even if there is no lead-time of a bifurcation, i.e. an EWS becomes significant after

the critical transition, there is still evidence of the transition which is clearly important for
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policy. If the threshold has already been crossed, EWSs can inform policy makers whether

to maintain the current control and whether the disease is on the path to elimination.

When considering the practicalities of using EWSs to inform disease management,

it is necessary to understand the implications of bifurcation delay. Even once the disease

elimination transition has been crossed and if control measures are maintained, disease

elimination becomes inevitable — it is not immediate. Many stakeholders and public health

officials will want to know how long control needs to be maintained to achieve this goal [77].

Distinguishing the phase of the bifurcation anticipated by EWSs from the tail phase post

transition is crucial. In particular, during the tail phase of disease elimination, the control

needs to be maintained to ensure that R0 < 1 leads to zero infections. Alternatively, for

disease emergence the bifurcation delay is the time between the critical transition and the

start of an epidemic; often a series of minor outbreaks occur during this period which may

also be detected by an EWS [70].

How EWS analysis can be incorporated into a decision-making framework remains an

open question. The logistic composite method [21] is the first robust EWS-based method

which offers the potential for real-time monitoring of incoming data streams of reported

cases, which could trigger an alarm when the statistical signatures of CSD are identified.

This method presents a possible system for using EWSs during surveillance of infectious

diseases.

In this chapter, we have sought to review EWSs which have been proposed as a

model-independent method for detecting disease elimination and disease emergence, before

the disease transition is reached. The majority of the current literature has focused on

understanding if EWSs can be used to detect disease transitions in incidence or prevalence-

type data. However, one key issue is addressing how EWSs behave in data-poor settings

and the importance of identifying all limitations of EWSs before they can be used reliably

for decision-making. This review has shown that not all EWSs behave the same in every

setting and their performance at detecting CSD depends on the disease transition and on the

type of data used. The generality of EWSs is its greatest strength; other than knowing the

expected type of transition (elimination or emergence), EWSs make few assumptions about

the underlying dynamics of the disease. However, before an effective toolbox of EWSs can

provide reliable guidance for disease management some further research (through a combi-

nation of theoretical and empirical studies) is necessary to address the ongoing challenges

identified in this review. How does the speed of the disease approaching the transition

impact results? What time frame should be considered and what quantity/frequency of

time-series data is required to be able to make reliable decisions? How should imperfections

in the data be dealt with? The development of EWSs relies on tackling these weaknesses

and other unknown limitations which can only be discovered after further empirical studies.
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Understanding incidence-type data

4.1 Chapter Abstract

We identify EWSs for incidence data, the standard data type collected by public health

agencies such as the Centers for Disease Control and Prevention (CDC) or the World Health

Organization (WHO). We show that EWSs calculated on simulated incidence time-series

data exhibit vastly different behaviours from those previously studied on prevalence data. In

particular, the variance displays a decreasing trend on the approach to disease elimination,

contrary to that expected from CSD theory. We explore EWSs calculated on the rate of

incidence over time, a property which can be extracted directly from incidence data. We find

that although incidence might not exhibit typical CSD properties before a critical transition,

the rate of incidence does, presenting a promising new data type for the application of

statistical indicators. Finally, we consider a composition of two data streams, incidence

and prevalence, into a single data source, which we name the distance measure. We show

that when combining the data into a single time-series, the variance is more pronounced

around the critical transition than when using a single time-series. However, this data type

is sensitive to reporting errors, which could lead to misleading results when used in practice.

4.2 Disclaimer

This chapter is adapted from my paper Prospects for detecting early warning signals in

discrete event sequence data: Application to epidemiological incidence data, published in

PLOS Computational Biology in 2020 [197]. I am the first author of this article and the

work was conducted with consultation from the other authors. In this chapter, the original

article has been extended, in addition to integrating the supplementary material, to include

analysis on the distance measure (Sections 4.4.3 and 4.5.4) and to provide further details

on the estimation of the autocorrelation lag-1 of the Poisson process (Section 4.4.1.1).
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4.3 Introduction

Discrepancies in statistical signatures have been discovered in a variety of historical datasets

known to be going through a critical transition: from climate systems to stock markets,

to applications with ecological field data [30, 59, 74]. These studies observed unexpected

characteristic traits of common EWSs, such as identifying a decreasing trend in variance or

standard deviation. It is therefore highly important to understand analytically how EWSs

are expected to change on the approach to a critical transition for different data types to

avoid any misleading results.

We present statistical indicators calculated on different epidemiological data types

and highlight how they can have vastly different results. This leads us to discuss how

we interpret which indicators can be described as robust. Prior work on the robustness

of variance by Dakos et al. [59] addressed discrepancies in statistical signatures when

considering ecological and climate systems. Dakos’s work presents cases where the variance

decreases (rather than increases) for a system which is subject to stochastic factors or as

a result of limited data. More recently, research has supported this initial study and has

demonstrated analytically that variance can decrease for systems with constant noise [150].

This is also the case for systems where the potential surface gets narrower on the approach

to a critical transition (known as “Critical Speeding Up”) [208] or for ecological data as the

spatial sampling is decreased [46]. While autocorrelation may also be seen to decrease due

to measurement noise [188] and critical speeding up [208].

A variety of applications with real-world data have demonstrated that variance can

sometimes decrease, from the Carpenter et al. [30] study which measured the chlorophyll

concentration in a manipulated lake and found that the variance decreases as the system

approaches towards the destabilisation of the food web ecosystem to Diks et al. [74] exam-

ination of four financial crises. Diks et al. found that the standard deviation was not in

accordance with CSD theory as it decreases before the 2008 financial crisis, contradictory

to Guttal et al. [97] observation of an increasing variance. Additionally, there have been

examples where the variance and autocorrelation lag-1 are increasing, even though the sys-

tem is not approaching a critical transition; suggesting that these rising EWSs are giving

a false alarm of the transition [24, 184, 185]. Further, other studies have presented cases

where the variance is flat and unchanging, giving no indication of the approaching bifur-

cation [103, 178]. It is therefore highly important to understand analytically how EWSs

change on the approach to a critical transition to avoid any misleading results, not just in

the application to epidemiological systems.

As highlighted in Chapter 3.4, the initial development of EWSs in epidemiology

focused on prevalence data, producing analytical solutions and numerically testing the
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capabilities for statistical indicators of emergence and elimination of infectious diseases

[138, 151, 152]. However epidemiological data are typically collected in the form of the

number of new infectious cases (incidence data) over a certain period of time. Generally,

the exact date of infection or recovery of an individual is not known and therefore the exact

number of infectious individuals at each point in time (prevalence) is unknown.

Simulation-based studies exploring incidence-type data have suggested that the po-

tential for emergence of an infectious disease can be informed by statistical signatures

[20, 149]. These studies represent the first attempts to understand the robustness of some

indicators when used with incidence data, subject to underreporting and time aggrega-

tion. Both studies find that EWSs do precede disease emergence even when reporting is

low. When the numerical performance of 10 EWSs are compared, Brett et al. find that

the mean and variance perform well unless incidence is subject to a highly overdispersed

reporting error and they compare these results with previously studied prevalence results.

Theoretical predictions are given for prevalence data, however the analytical behaviour of

incidence is not explored.

O’Dea & Drake [149] incorporate an observation model into a BDI process to present

an analytical study of EWSs of disease emergence. This model allows prediction of the

behaviour of EWSs for dynamics captured by a BDI process but is not suitable for diseases

with population-level immunity. O’Dea & Drake additionally conducted an investigation

into reporting errors in incidence-type data by recording the removal of individuals (“death”

component in the BDI process). They describe the probability of a case being reported with

either a binomial or negative binomial distribution, allowing for over and under-reporting.

In contrast to Brett et al., they conclude that the mean, variance and coefficient of variation

(CV) are poor indicators since they are sensitive to reporting errors and insensitive to

differences between transmission and recovery rates.

In this chapter, we advance the current literature to describe generalised signatures

of statistical indicators for incidence data, on the approach to a threshold, highlighting the

differences between EWS descriptors of incidence and prevalence. Our results demonstrate

that EWSs of emergence exhibit an increasing variance, a trait associated with CSD and

supporting results from Brett et al. and O’Dea & Drake. Strikingly however, we demon-

strate that as a disease approaches elimination, the opposite is true - variance decreases

and thus an increase in the variance of incidence is not observed as an EWS of eradication

under the CSD framework. Nevertheless we find that the time-series trends of incidence

are still a valuable tool to predict disease elimination. The discrepancy between prevalence

and incidence on the one hand and elimination and emergence on the other, could lead to

potential problems in detecting thresholds if the differences are not clearly understood.

We introduce an analytical theory from stochastic processes to address why vari-
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ance in incidence decreases for disease elimination. We study multiple other indicators of

disease elimination predicted by this theory and compare their responses with stochastic

simulations. We also consider the rate of incidence as a measurement that can be extracted

from incidence data and the distance measure which is formed by combining incidence and

prevalence together into a single dataset. Notably, we find that on the approach to a criti-

cal transition the rate of incidence exhibits typical CSD signatures which correspond with

prevalence data, such as an increasing variance. We find that the distance measure also

presents an increasing variance prior to disease elimination, however it is sensitive to re-

porting errors and can sometimes exhibit a decreasing trend. We present a broad analytical

framework for EWSs of incidence and rate of incidence for a variety of different disease

systems. We explore more intricate systems where elimination is driven by different factors

to understand the robustness of this theory. This simple generalised result can be applied

to many infectious diseases undergoing emergence or elimination, a promising development

for EWSs for infectious diseases.

4.4 Methods & Mathematical Theory

We focus on the application of EWSs for disease elimination where there is a limited un-

derstanding on how time-series statistics of incidence data behave on the approach towards

this threshold. We consider two simple models, where disease elimination is forced with

different mechanisms to explore how EWSs of disease elimination behave for prevalence

and incidence data.

Firstly, we consider a SIS model with reducing transmission, where the effective

contact rate β acts as the control parameter. EWSs of prevalence for this model have

been previously presented by O’Regan & Drake [151], who evaluated the EWSs at the

quasi-stationary steady state and by our collaborator Dessarve et al., [69] who extended the

analysis to the continuous system. Hygiene controls implemented for Typhoid fever would be

an example where the parameter β is reduced. Disinfection methods of water or improving

food hygiene (e.g. the cook it, boil it, peel it, forget it campaign) can limit the spread of

disease and effectively reduces β. Further examples of where disease parameters change

over time, would include the strict social distancing measures introduced for the control of

COVID-19. By decreasing β(t) = β0(1 − pt) in time, it slowly forces R0 = β(t)
γ through

the critical transition at R0 = 1. In addition to the underlying SIS dynamics, susceptible

individuals can be infected by an external force of infection (governed by parameter ν) that

does not depend on the level of infection, shown in the schematic below,
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IS

γ

β(t)I
N + ν

For this SIS model with external infections, the mean-field equations are given by
dφ
dt = βφ(1 − φ) − γφ + ν(1 − φ) where φ = 〈I〉

N . Previously work has shown that the

fluctuations, ζ, about the point prevalence steady state, φ(t) can be separated using the

linear noise approximation [211]. The corresponding SDE for ζ defined for the SIS is given

by [69],

dζ = (β(1− 2φ)− γ − ν)ζdt+
√
βφ(1− φ) + γφ+ ν(1− φ)dWt, (4.1)

and the ODEs which describe the moments of the fluctuations, ζ, are derived in Appendix

A.1.

Table 4.1: Transition probabilities in prevalence theory for all models

Event Transition Rate

SIS with social distancing

Infection T (I + 1|I) β(t)(N−I)I
N + ν(N − I)

Recovery T (I − 1|I) γI

SIS with vaccination

Infection T (S − 1, I + 1|S, I) β0SI
N

Recovery T (S + 1, I − 1|S, I) γI
Incoming to S (non-vaccinated) T (S + 1, I|S, I) µN(1− p(t))
Removal from I T (S, I − 1|S, I) µI
Removal from S T (S − 1, I|S, I) µS

Secondly, we consider an SIS model where a proportion of susceptible individuals

are vaccinated and gain immunity to the disease. A similar model (the SIR model with

vaccination) has been previously examined in [151], where statistics were evaluated at the

quasi-stationary steady state. Here, we extend this work for the continuous system. By

increasing the proportion of individuals vaccinated p(t), this control will reduce the effec-

tive reproduction number as the susceptible population depletes. Births and deaths are

considered to allow for a non-zero steady state of I initially and to ensure that the sus-

ceptible population does not decrease to zero. This model assumes that the vaccine will

prevent any future infections. Whereas, an imperfect vaccine can cause immunity to reduce

and the transmission potential of the pathogen to enhance, disrupting the progress towards
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elimination [92]. Thus, models of imperfect vaccines can have two repeating phases: (i) the

depletion phase when the effective reproduction number is less than one and (ii) the growth

phase when the effective reproduction number is greater than one; making the system less

controllable as elimination will not be driven by directly changing a tunable parameter.

Therefore, we focus on a perfect vaccine scenario and increase the proportion of individu-

als vaccinated through time, p(t), which pushes the system away from the endemic steady

state. The remaining (unvaccinated) individuals enter the susceptible component as shown

below,

IS

µ µ

µN(1− p(t))

γ

β0I
N

and we gradually increase the proportion of vaccinated individuals over time by,

p(t) = p0 + pt, (4.2)

R0 =
(1− p(t))β0

γ + µ
, (4.3)

to push the system through the critical transition at R0 = 1. The mean-field dynamics are

described by a system of ODEs, where ψ(t) = <S>
N and φ(t) = <I>

N and,

dψ

dt
= µ(1− p(t)− ψ)− β0ψφ+ γφ,

dφ

dt
= β0ψφ− φ(µ+ γ).

We interpret the dynamics of the fluctuations with a two-dimensional FPE (see Appendix

A.2 for the derivation of the FPE and Table 4.1 for transition rates),

∂Π(ζ, t)

∂t
= −

∑
i,j

Ai,j
∂

∂ζi
(ζjΠ) +

1

2

∑
i,j

Bi,j
∂2Π

∂ζi∂ζj
, (4.4)

where ζ1 defines the fluctuations about the susceptibles (ψ = 〈S〉
N ) and ζ2 defines the fluc-
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tuations about the infecteds (φ = 〈I〉
N ) and,

A =

(
−βφ− µ γ − βψ
βφ βψ − γ − µ

)
, (4.5)

B =

(
(γ + βψ)φ+ µp(t) + µ(1− ψ) −(γ + µ+ βψ)φ

−(γ + µ+ βψ)φ (γ + µ+ βψ)φ

)
. (4.6)

4.4.1 Incidence Theory

We present our analysis for incidence data and derive the corresponding statistical indica-

tors. We exploit the well known fact that a counting process can be described by a Poisson

process. We apply this result to the field of EWSs to incorporate statistical signatures of

a Poisson distributed variable to describe the behaviour of the number of new infectious

cases in epidemiology.

A counting process can be used as a generalised theory to understand the dynamics of

the number of new events over a period of time. In particular, a diverse range of data types

can be described by a counting process and this motivates us to characterise how statistics

of such processes behave on the approach to a critical transition. Incidence (the number of

new cases, nc) is a counting process, which is known to be described by a non-homogeneous

Poisson process {nc(t) : t ∈ [0,∞)} with time dependent rate λ(t),

nc(t+ ∆t) = Poi

(∫ t+∆t

t
λ(s)ds

)
≈ Poi(∆tλ(t)), (4.7)

where the integral approximation holds for a sufficiently small ∆t. We can derive EWSs

in disease incidence aggregated over a time interval ∆t (e.g. daily, weekly, biweekly cases)

using the well-known central moments of the Poisson distribution:

V ar(nc) ≈ ∆tλ(t), (4.8)

CV (nc) ≈
1√

∆tλ(t)
, (4.9)

SK(nc) ≈
1√

∆tλ(t)
, (4.10)

KT (nc) ≈
1

∆tλ(t)
. (4.11)

Prior work from O’Dea & Drake [149] and Brett et al. [20] studied the impact of

under-reporting on the calculation of EWSs using a negative binomial distribution. Under-

reporting can be included in this model when the rate λ(t) is itself a random variable. In
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particular, if λ(t) is distributed as a gamma distribution then Poi(λ) would be a negative

binomial distribution. The gamma distribution is described by its mean and dispersion

parameter (Θ). O’Dea & Drake and Brett et al. took the mean to be ξnc, where ξ is the

probability of reporting a case and considered different values for the dispersion parameter,

relating to levels of overdispersion in the data.

Without under-reporting the rate of new cases is given by the incoming transition

probabilities to the infectious state,

λ(t) = T (I + 1|I). (4.12)

A common form of this force of infection is,

T (I + 1|I) =
β(t)S(t)I(t)

N
, (4.13)

as such, λ(t) depends on the prevalence of infection, I(t). When we consider social distancing

measures, β(t) is a function of time whereas for our vaccine uptake model β(t) = β0 is

fixed. Infection can also be increased in other ways such as an external force of infection,

λ(t) = β(t)S(t)I(t)
N + νS(t), that is typically used to describe zoonotic spillover events or as

an approximation for human migration.

We evaluate the theoretical statistical indicators of incidence, e.g. the variance (in

incidence) given by ∆tλ(t) = ∆tβ(t)S(t)I(t)/N (Eqn. 4.8), by substituting in the solution

to the ODEs of I(t) and S(t) (described by the mean field σ(t), see Table 4.2).

4.4.1.1 Autocorrelation for incidence data

Understanding the behaviour of the autocorrelation function is less intuitive than the other

moments (presented above). We analyse the non-homogeneous Poisson process, in an at-

tempt to understand the time evolution of the autocorrelation lag-1, as the rate of the

Poisson process changes in time. Difficulty in the derivation arises due to the fact that

dependence of new incidence on previous incidence is indirect. This is because the rate of

new incidence λ(t) indirectly depends on the incidence and directly relates to prevalence I.

For very small time intervals (small timestep ∆t), non-overlapping time intervals

are approximately independent Poisson processes and so the AC(1) = 0. Numerically,

when the process is aggregated into equal intervals (e.g. collating all cases in a week),

the autocorrelation has been shown to not be impacted [19]. However, analytically, the

autocorrelation of incidence has not been studied.

We consider the conditional probability of observing Y new cases at time t + ∆t

given that X new cases were observed at time t and X ∼ Poi(βSIN ∆t). The variable Y
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is dependent on X, as X will increase the prevalence at time t + ∆t. The recovery from

infection is given by rate γ per unit time, where the mean infectious period is of length 1
γ

and the probability of recovery on the interval [t, t+ ∆t] is γ∆t. Therefore, we estimate the

prevalence at t+ ∆t to be given by Ĩ = I(1− γ∆t) +X and present the variable Y |X for

∆t = 1,

X ∼ Poi
(
βI(N − I)

N

)
, (4.14)

Y |X ∼ Poi
(
β(I(1− γ) +X)(N − (I(1− γ) +X)

N

)
, (4.15)

pY |X(y|x) =

(
β(N−Ĩ)Ĩ

N

)y
exp

(
−β(N−Ĩ)Ĩ

N

)
y!

, (4.16)

which holds when γ < 1, i.e. the recovery period is more than the time period we are

aggregating over (a day). From the conditional probability, the joint distribution is given

by pX,Y (x, y) = pY |X(x, y)pX(x).

As before, λ is defined as the rate of the Poisson process, λ = E(X) and from the

joint distribution, the expectation and variance of new cases at time t + ∆t (variable Y )

are found to be,

E(Y ) =
∞∑
x=0

∞∑
y=0

ypX,Y (x, y), (4.17)

= −β(λ+ (I + λ− Iγ)(I −N + λ− Iγ))

N
, (4.18)

var(Y ) =
∞∑
x=0

∞∑
y=0

y2pX,Y (x, y)− (E(Y ))2, (4.19)

=
β

N2
[λ(β +N2(1 + β) + 2βλ(3 + 2λ)−N(1 + λ+ β(2 + 4λ (4.20)

− I(γ − 1)(N2 + 4βλ(1 + 2λ)− 2Nλ(1 + 2β))− I2(γ − 1)2(N − 4λβ)]. (4.21)

In particular, we find the covariance,

Cov(X,Y ) = E [(X − E(X))(Y − E(Y ))] , (4.22)

=
∞∑
x=0

∞∑
y=0

(x− λ)(y +
β(λ+ (I + λ)(I −N + λ)

N
), (4.23)

=
βλ(2i(γ − 1)− 2λ+N − 1)

N
, (4.24)
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and the correlation is corr(X,Y ) = Cov(X,Y )
σXσY

where σ2
X = λ,

corr(X,Y ) =
βλ(2I(γ − 1)− 2λ+N − 1)√

λvar(Y )N2
. (4.25)

To understand how well the autocorrelation lag-1 is approximated by Eqn. 4.25, we

evaluate the autocorrelation lag-1 using 500 stochastic simulations at fixed values of β and

γ and compare the simulation results with the theory. The autocorrelation lag-1 for each

parameter pair is shown in Fig. 4.1. We compare the results obtained from the simulations

(shown in Fig. 4.1(a)) with the analytical approximation in Eqn. 4.25 (shown in Fig. 4.1(b)).

There are a range of parameter values for where the simulations match the theory and can

be described by the diagonal where R0 ∈ [1.25, 2.5] (demonstrated in Fig. 4.1(c)). Overall,

the theory and simulations correspond well when AC(1) > 0, however when AC(1) is near

zero for the simulation results, the theoretical predictions are sometimes close to zero and

other times negative (Fig. 4.1(d)). Analytically, a negative autocorrelation lag-1 occurs in

the top right region of the parameter space, where R0 ≥ 2.5 (Fig. 4.1(b)). To understand

these results, we consider five parameter pairs of (γ, β) which display different traits between

the simulated and theoretical results:

• (γ, β) = (1.45, 0.01): theory suggests a strong negative correlation (score near −1),

simulations fluctuate about zero (uncorrelated).

• (γ, β) = (1.45, 0.46): theory suggests a weakly negative correlation (score near −0.5),

simulations fluctuate about zero (uncorrelated).

• (γ, β) = (0.5, 0.26): theory and simulation match and AC(1) is near zero.

• (γ, β) = (0.6, 0.61): theory and simulation close and AC(1) has a weakly positive

correlation.

• (γ, β) = (0.95, 0.91): theory and simulation fairly close and AC(1) has a strong positive

correlation.

Results for these parameter values are shown in Fig. 4.2. Although, the simulation

and theoretical results do not always align closely, the overall behaviour in the autocorre-

lation does reflect signatures of CSD, as AC(1) increases as R0 decreases to 1, for both the

simulations and theory (in Fig. 4.2, R0 decreases from 145 to 1.04).
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Figure 4.1: Comparison between simulated AC(1) and theoretical AC(1) for in-
cidence. Calculated for a range of parameters of β and γ with ∆t = 1. Simulations were
run at steady state with a fixed value of γ and β over time. Bottom left (panel c) shows
the absolute difference between the simulated (panel a) and theoretical solutions (panel b)
and bottom right should the overall correspondence between the simulated and theoretical
solutions over all parameter values.
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Figure 4.2: Incidence AC(1) results for different parameter values. Example of
parameter values chosen from the heatmaps where, a). theory close to -1; b). simulations
and theory negative; c). simulations and theory match (generally when AC(1) score close
to 0); d). simulations near to 0.5; e). simulations near to 1

4.4.1.2 Comparison with previous studies

To demonstrate the broadness of using the Poisson process to understand EWSs of incidence,

we additionally present a comparative case study to the analytical results for emerging

diseases by O’Dea & Drake [148]. The study by O’Dea & Drake approximated the SIS

model with a BDI process, where an immigration event approximates the external force

of infection; birth events give new infections and the death component is analogous with

recovery events. O’Dea & Drake derive statistics for incidence data by monitoring the

number of individuals recovering (e.g. the transition rate T (I − 1|I) = γI). This approach

simplifies the analysis (reduction from I2 to I) and can often be used to describe data

where an infectious individual is reported towards the end of the infectious period and

the individual is either quarantined (removed from the susceptible population) or dies as a

result of the disease.

Results by O’Dea & Drake found that the mean 〈nc(∆t)〉 and the variance var(nc(∆t))

of incidence-type data evaluated at steady state for the BDI process are given by,

〈nc(∆t)〉 =
νγ∆t

γ − β
,

ω =
(γ − β)∆t

2
,

nc(∆t)
[2] = 1 +

β

νω

(
1− 1− exp(−2ω)

2ω

)
,

g(τ) = 1 +
β

νω2
sinh2(ω) exp(−(γ − β)τ)

var(nc(∆t)) = 〈nc〉2(n[2]
c − 1) + 〈nc〉

AC(τ) =
〈nc〉2

var(nc)
(g(τ∆t)− 1)

where nc(∆t) is the number of infectious individuals who are removed in the period ∆t. One
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limitation of this methodology is its difficulty to extend to other systems. For example, if

the rate of transmission is higher than the rate of recovery (β > γ), which is typical of highly

infectious diseases such as measles [13], this approximation results in a mean incidence which

is negative. For this reason, we cannot demonstrate O’Dea & Drake’s analysis on our SIS

model with social distancing or our SIS model with vaccination. It was developed for a

specific disease emergence model - prompting the current search for generic EWSs that can

describe all epidemiological systems by using the easy-to-obtain transition probabilities.

To compare the Poisson process results with O’Dea & Drake’s study, we present an

analysis of a SIS emergence model. The SIS emergence model has the same framework as

the SIS model with external infection that is used for our analysis of disease elimination.

For disease emergence, instead of β(t) reducing in time, we increase β(t) in time, using

β(t) = β0(pt). This gives rise to an increasing R0 through R0 = 1.

4.4.2 Rate of Incidence Theory

We investigate calculating statistics on the rate of incidence (RoI) which have not been

previously studied and we analyse its potential to be used with EWSs for disease transitions.

The RoI (or the rate of the Poisson process) λ(t) = T (I+1|I) can be described dynamically

with an SDE. Our analyses shows that the critical transition of the rate of the Poisson

process corresponds to prevalence models and importantly exhibits behaviours associated

with CSD. Below we present our analytical results describing statistical indicators for each

model. These theoretical solutions can be used to derive time-varying indicators for the

fluctuations of the RoI.

4.4.2.1 SIS: social distancing and emergence

For the SIS model with social distancing (decreasing transmission) and the SIS model for

emergence (increasing transmission), we describe the RoI as λt = β(t) (N−I)I
N + ν(N − I).

We are interested in the statistical indicators of the RoI, as such we substitute the linear

noise approximation of I(t). In particular, by considering the time derivative of λt, we can

conclude that the fixed points of the RoI can be described by the transcritical bifurcation

at R0 = 1. We find that the stability of the fixed points of λt also correspond to those of I.

We describe the fluctuations, η, about the steady state of λt = β(N−I)I
N + ν(N − I)

using the linear noise approximation,

λt = Nσ +N1/2η, (4.26)

σ = βφ(1− φ) + ν(1− φ), (4.27)

where λt in Eqn. 4.26 can also be written in terms of the fluctuations about I (defined by
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the variable ζ in Eqn. 4.1),

λt = β(N − I)I/N + ν(N − I), (4.28)

= Nβφ(1− φ) +Nν(1− φ) +N (1/2)(β(1− 2φ)− ν)ζ − βζ2. (4.29)

Equating Eqn. 4.26 and Eqn. 4.29, we arrive at a function that describes the fluctuations

about the RoI in terms of the fluctuations about incidence,

η = (β(1− 2φ)− ν)ζ − βN−1/2ζ2,

and in the limit N →∞, η = (β(1−2φ(t))−ν)ζ. We can use the previously derived results

for the SDE describing ζ with Itô’s change of variable formula for a function dependent on

t (see Chapter 2.3.4), to evaluate,

dη =

[
(β(1− 2φ)− γ − ν)− 2β

β(1− 2φ)− ν
(βφ(1− φ)− γφ+ ν(1− φ))

]
ηdt

+ (β(1− 2φ)− ν)
√
βφ(1− φ) + γφ+ ν(1− φ)dWt.

The FPE which is equivalent to the above SDE is given by,

dΠ(η, t)

dt
= − ∂

∂η

(
(β(1− 2φ)− γ − ν)− 2β

β(1− 2φ)− ν
(βφ(1− φ)− γφ+ ν(1− φ))

)
ηΠ(η, t)

+
1

2

∂2

∂η2

(
β(1− 2φ)− ν)2(βφ(1− φ) + γφ+ ν(1− φ))Π(η, t)

)
.

We are interested in statistics calculated on the fluctuations about the RoI, to develop new

indicators of disease elimination and emergence. Most EWSs can be derived directly from

the variance and autocorrelation lag-τ of η, which we derive by using moments from the

FPE to give,

d < η2 >

dt
= 2

(
(β(1− 2φ)− γ − ν)− 2β

β(1− 2φ)− ν
(βφ(1− φ)− γφ− ν(1− φ))

)
< η2 >

+ (β(1− 2φ)− ν)2(βφ(1− φ) + γφ+ ν(1− φ)),

AC(τ) = e
−|β(1−2φ)−γ−ν)− 2β

β(1−2φ)−ν (βφ(1−φ)−γφ+ν(1−φ))|τ
,
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and evaluate at steady state,

〈η2〉 =
γ

β
(2γ − β)2,

AC(τ) = exp(−|β − γ|τ).

4.4.2.2 SIS with vaccination

If we consider models where there is a population-level immunity, then λt = βSI
N and we

can no longer reduce the dimension of incoming transitions using S = N − I. This can be

seen in the SIS model with an increasing rate of vaccination, in particular the prevalence

analysis of these systems presented in Eqn. 4.4 results in a multivariate FPE.

However, we can similarly describe the fluctuations, η, about the steady state of

λt = βSI
N using the linear noise approximation as with the above case,

λt = Nσ +N1/2η,

σ = βφψ,

where λt can also be defined in terms of the fluctuations about I and the fluctuations about

S (variable ζ2 and ζ1 respectively, defined in Eqn. 4.4),

λt = βSI/N,

= Nβφψ +N1/2β(φζ1 + ψζ2) + βζ1ζ2,

and the fluctuations about the RoI can be written as,

η = β(φζ1 + ψζ2). (4.30)

In particular, we are interested in statistics of the RoI, such as the variance, which can be

simplified in terms of the original covariance matrix Θ (derived in Appendix A.2) and the

mean-field equations of infectious (φ) and susceptible (ψ) individuals to give,

〈η2〉 = 〈β2(φζ1 + ψζ2)2〉,

= β2
[
2φψ〈ζ1ζ2〉+ ψ2〈ζ2

2 〉+ φ2〈ζ2
1 〉
]
,

= β2
[
2φψΘ12 + ψ2Θ22 + φ2Θ11

]
.

To derive an analytical approximation for autocorrelation of the RoI, we take the

Fourier Transformation of the identity, η = β(φζ1 + ψζ2). From linearity of the Fourier
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Transform we find that,

η̃ = β(φζ̃1 + ψζ̃2),

and we consider this identity evaluated at fixed points, φ∗ and ψ∗. For this reason, we also

require the Fourier Transform of the susceptible fluctuations ζ1, which we derive along with

the Power Spectrum to achieve the power spectrum of the RoI, Sη(ω) (see Appendix A.2).

The autocorrelation function follows from the Wiener-Khinchin theorem which states that

the inverse transform of Sη(ω) is the autocovariance function C(τ).

4.4.3 Distance Metric

Finally, we present a new metric which combines data from multiple sources. In particular,

we define the “distance metric” which considers both incidence and prevalence data in a

single time-series. The purpose of this multivariate measure is to understand how EWSs

compare when computed on each individual data type and whether there is an increased

confidence in a result if a combination of the two data types are used. It has been suggested

that a composition of EWSs [21, 48, 76] will enhance the ability to identify critical transi-

tions [56]. An example of different data types is presented in Chapter 7 when we analyse

cases of gambiense human African trypanosomiasis (HAT) disease. In the Democratic Re-

public of the Congo two data types are collected yearly: new cases identified in hospital

settings (known as passive detection) and point-prevalence surveys (screening events where

the number of individuals screened and the number of infected individuals are recorded,

known as active screening). The former type of data are similar to incidence and the latter

are a type of biased prevalence. In Chapter 7, we calculate EWSs on these two data types

and on our distance metric, to understand the proximity of HAT to disease elimination.

We consider the coordinates of an observed multidimensional dataset (t, n(t), i(t)) ∈
R3 composed of a time-series of new cases {n(t) : t ∈ [0, T ]} and a prevalence time-series

{i(t) : t ∈ [0, T ]} (see Fig. 4.3(a)). We define the distance metric as the orthogonal distance

from the multidimensional steady state (t,E(nc),E(I)) (Fig. 4.3(b)), which is analogous to

the fluctuations about the steady state for a single dataset and is described as,

Dnc,I = d(n, I) =
√

((n− E(nc))2 + (i− E(I))2), (4.31)

where E(nc) is the rate of the Poisson process equal to E(nc) = β(N−I)I
N and I is a Gaussian

distributed variable with noise described in Eqn. 4.1. As the distance metric considers both

incidence nc and prevalence I, we want to consider the statistics of Dnc,I such as the variance

var(Dnc,I), as potential EWSs. The variance is given by, var(Dnc,I) = E(D2
nc,I

)−E(Dnc,I)
2,
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and the second moment of Dnc,I follows from linearity of the expectation,

E(D2
nc,I) = E((nc − E(nc))

2 + (I − E(I))2),

= var(nc) + var(I).

This simple relationship of the second moment of Dnc,I being equal to the sum of the

variance of incidence and variance of prevalence, informs us that the statistical behaviour of

the distance measure will follow the larger magnitude of the two data types. In particular,

for perfect reporting, EWSs of distance will present similar EWSs traits to prevalence,

however as underreporting is increased (e.g. if prevalence is represented by surveys of a

subpopulation), the statistics of the distance metric may become more like incidence.

(a) Multidimensional data (t, nc, I)
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Figure 4.3: Calculation of the distance metric. (a): observed data (t, nc, I) ∈ R3 is
plotted in blue, with the steady state of the multidimensional data plotted in black. (b):
Distance is calculated from the observed data to the steady state (shown in orange). (c):
the time-series data of distance.

Unlike the second moment, there is no simple equation for the first moment E(Dnc,I)

due to the squared root E(Dnc,I) = E(
[
(X − E(X))2 + (I − E(I))2

]1/2
). Instead, we con-

sider the conditional probability of observing n new cases given the prevalence i, as the
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Poisson distributed variable with the probability mass function,

P (nc = n|I = i) =
1

n!

(
β(N − i)i

N

)n
exp

(
−β(N − i)i

N

)
. (4.32)

(a) Poisson Distribution
P (nc|I)
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(c) Joint Distribution P (nc, I)
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Figure 4.4: Joint probability distribution. Example of the probability distribution for a
population size N = 100, β = 1 and γ = 0.2 (a): Poisson distribution describing new cases
given I infectives. (b): Distribution from the master equation describing the probability of
observing I infectives. (c): The joint probability distribution.

The joint probability P (nc = n, I = i) = P (nc = n|I = i)P (I = i) can be found by

considering the probability of observing i infectious individuals, P (I = i) (see example in

Fig. 4.4). The steady state distribution can be calculated by solving the master equation

conditioned on non-extinction (quasi-stationary steady state, explained in Chapter 2.3.1),

such that P ∗I is given by,
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P ∗I+1 = P ∗1

I∏
j=1

β(N − j)j
Nγ(j + 1)

,

P ∗I = P ∗1 (
β

Nγ
)I−1 (N − 1)!

I(N − I)!
with

N∑
k=1

P ∗k = 1,

P ∗1 =
1∑N

k=1( β
Nγ )k−1 (N−1)!

k(N−k)!

,

and the first-moment of the distance metric can be found by solving,

E(Dnc,I) =
∞∑
n=0

N∑
i=1

√
(n− E(nc))2 + (i− E(I))2P (nc = n, I = i), (4.33)

and an example of the joint distribution P (nc = n, I = i) is shown in Fig. 4.4(c).

4.4.4 Simulated Study

We verify our analytical results with simulations and compare the contrasting results be-

tween prevalence and incidence. We measure the change in trend of multiple statistical

indicators using Kendall’s τ score which gives an indication of an increasing or decreasing

trend.

We use the Gillespie algorithm [91] to simulate each model, using time varying pa-

rameters (β(t) for SIS with social distancing & SIS emergence and p(t) for SIS with vaccina-

tion) to drive the model either to extinction (social distancing & vaccination) or emergence.

We record prevalence outputs at time steps of 0.1 per day and aggregate incidence outputs

to daily time steps ∆t = 1. Parameters common to each model are given in Table 4.2. For

SIS with social distancing, the transmission parameter β was reduced from β0 = 1 to 0,

slowly forcing R0 = 5 to 0. For SIS with vaccination, the rate of vaccination was increased

from p0 = 0 to 1, slowly forcing R0 = 5 to 0. For emergence, the transmission parameter β

was increased from β(0) = 0 to 0.25 so that the basic reproduction number increases from

R0 ≈ 0 to 1.25.

4.4.4.1 Numerical Estimation of Rate of Incidence

A drawback of using the RoI as a measure of disease elimination is the need to develop

methods to extract this rate from incidence data. In our simulation study, we calculate the

RoI in two ways from the Gillespie outputs: true RoI and rolling RoI. After estimating RoI
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Table 4.2: Model Notation and Parameter values shared among all models.

Parameter Description Value

β0 Initial Transmission Rate β
{1,2,3}
0 = 1

γ Recovery rate γ{1,3} = 0.2, γ{2} = 0.18

µ Population turn over rate µ{2} = 0.02

p0 Initial vaccination rate p
{2}
0 = 0

p Rate of change of β0 or p0 p{1,2} = 0.002, p{3} = 0.0005

ν External rate of infection ν{1,2} = 0, ν{3} = 0.001
N Population Size N = 10, 000
∆t Time aggregation of incidence data ∆t = 1, daily
T Time simulations run for T = 500 (after burn in of 300 days)
t∗, R0(t∗) = 1 Time bifurcation occurs analytically t∗ = 400 (after burn in period)
BW Bandwidth for RoI approx. simulations BW = 30

Model Notation Description

ζ{1},{3} Fluctuations about the infected steady state
ζ1, ζ2 Fluctuations about the susceptible and infected steady state respectively (vaccination model)
φ(t) Proportion of infected individuals (mean-field)
ψ(t) Proportion of susceptible individuals (mean-field)
σ(t) = β(t)φ(t)ψ(t) Mean-field equation of the rate of incidence
nc(t) Number of new cases at time t
λ(t) Rate of Incidence (rate of the Poisson process)
η Fluctuations about the Rate of Incidence steady state
Ext Extinction Simulations (social-distancing & vaccination)
Emg Emergence Simulations
Fix Simulations with fixed parameters (null)

Table notes: values in braces directs to the model number which was implemented at that
value. Superscript 1: SIS with social distancing; superscript 2: SIS with vaccination;
superscript 3: SIS emergence. Parameters without braces are shared amongst all models.

from either method, we calculate the EWSs of RoI over multiple realisations.

True RoI

Firstly, using simulations of prevalence and taking the product β(t)SI
N (or β(t)SI

N + νS to

include external infections), evaluates our definition of λ(t). This method, although unreal-

istic as it requires knowledge of prevalence (I), demonstrates the accuracy of the analytical

results, as it is the “true” definition of RoI.

Rolling RoI

An alternative method uses the Poisson property of incidence, illustrating that the rate of

incidence λ(t) is equal to the mean and the variance of incidence over time. Our second

method evaluates RoI by calculating the mean on a rolling window of the Gillespie output

of incidence (nc) with bandwidth size BW . Likewise, we could also calculate the variance

on a rolling window of the Gillespie output of incidence.

Taking the rolling average of incidence over time gives an approximation of the mean
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number of new cases (mean of the Poisson Process is RoI, λ(t)) for each realisation, we refer

to this method as “rolling” RoI.

4.4.4.2 Calculation of Statistical Indicators

For each model, we also perform simulations where the disease has not fully gone through

a critical transition (null model) which we refer to as Fix simulations. Fix simulations are

a null model which have no control mechanism and the disease fluctuates about the fixed

endemic steady state, at R0 = 5 (elimination models) and R0 = 0.5 (emergence models).

Before calculating the time changing statistics, we detrend each simulation by re-

moving the mean over all realisations of that setting (Ext, Emg or Fix). We are interested

in five common statistical indicators: variance (V), coefficient of variation (CV), skewness

(SK), kurtosis (K) and autocorrelation lag-1 (AC(1)). We illustrate how EWSs change

over time and how accurate the theory is to predicting these trends. Initially, we compare

the analytical results of incidence, prevalence and RoI to the simulations by calculating

each statistic over multiple realisations. To perform the ROC analysis (outlined in Chapter

2.5.2), we calculate each statistic for each detrended simulation of: incidence, prevalence

and “rolling” RoI.

We compare Kendall’s τ scores calculated on simulations going through a critical

transition with null simulations. We quantify the predictive power of each statistical indi-

cator using its time changing trend to classify simulations as either extinct (Ext simulations),

emerging (Emg simulations) or null simulations (Fix simulations). We calculate each statis-

tic on a moving window (size 50) for each detrended simulation and compare Kendall’s τ

score calculated over each time-series up to two end points: before the critical transition

(t1) and after the critical transition (t2).

For each EWS, we assume that an increasing trend represents a disease going through

a critical transition. An AUC score of 1 informs us that the indicator is increasing and that

it is possible to identify all Ext/Emg simulations when compared to the null simulations

by its increasing trend. An AUC score of 0 demonstrates that the time-series trend is

decreasing and as such it does not correspond to the predetermined prediction.

4.5 Results

4.5.1 Variance & Autocorrelation lag-1 (Incidence and Prevalence)

Variance and autocorrelation lag-1 are some of the most intuitive statistical indicators. We

evaluate analytical solutions of the variance and autocorrelation lag-1 in prevalence using

the derived SDE for each model. We compare this to the theoretical solutions of the variance
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in incidence given in Eqn. 4.8 and autocorrelation in incidence approximated in Eqn. 4.25.

Fig. 4.5 presents the simulated statistics for both prevalence and incidence theories

of elimination and emergence, where we have plotted the variance between multiple ho-

mogeneous simulations at each timepoint. Our prediction for the variance is similar to the

stochastic simulations with a slight underdispersion in the incidence simulations (Fig. 4.5(a,

c, e)), since the theory (green line) is higher than the variance in the fluctuations of the

simulations (blue line). We note that our solution for SIS emergence (Fig. 4.5(e)) follows

the gradient of the stochastic simulations more closely. Since the analytical solution by

O’Dea & Drake (lilac line) is evaluated at the steady state causing the result to diverge at

the critical transition.

We observe that the variance in prevalence simulations (Fig. 4.5(b, d, f)) increases on

the approach to the critical transition, as predicted by CSD. In comparison the variance in

incidence decreases before the critical transition for all disease elimination models (SIS with

social distancing Fig. 4.5(a) and SIS with vaccination Fig. 4.5(c)) and increases similarly

to prevalence for the disease emergence model (Fig. 4.5(e)).

As expected by our Poisson process analysis, the variance of this system should be

the same as the mean of the system. Therefore for disease elimination models, we should

expect a decreasing variance (along with a decreasing mean) when calculated on incidence

data, in contrast to an increasing variance with prevalence data. Likewise with disease

emergence models we expect an increasing variance to correspond to the increasing mean.

This demonstrates that our analysis of incidence has successfully predicted the time varying

variance for these different systems.

In comparison, the autocorrelation lag-1 increases for all models as they approach

R0 = 1 (shown in Fig. 4.6), which supports CSD theory. The autocorrelation lag-1 is

stronger (closer to 1) for prevalence data and although it is increasing in incidence data,

it does not reach 1. Analytically, a lower autocorrelation lag-1 in incidence data can be

heuristically seen by inspecting the rate of incidence λ(t) and the transition rates for I,

which both only explicitly depend on I. Therefore, the dependence of new incidence on

previous incidence is indirect (via the prevalence I, which depends on the entire history of

infections and recoveries). For prevalence the dependence is direct, suggesting prevalence

data are more correlated than incidence data.

During our exploration of the autocorrelation function of the Poisson process, we

commented on the difference between the theoretical solution and stochastic simulations

for fixed parameters β and γ (see Fig. 4.1 and 4.2). Our approximation was shown to only

align for R0 less than 2.5; in Fig. 4.6 the parameter β(t) changes in time (except for the

SIS vaccination model, where vaccination rate p(t) changes) and the autocorrelation lag-1

71



72 CHAPTER 4. UNDERSTANDING INCIDENCE-TYPE DATA

0 200 400 600 800
Time

0.00

0.05

0.10

0.15

0.20

0.25

Va
ria

nc
e

Gillespie Simulations
Analytical (Poisson)
R0 = 1

Incidence

0 200 400 600 800
Time

0.0

0.2

0.4

0.6

0.8

1.0

Va
ria

nc
e

Gillespie Simulations
Analytical (SDE)
R0 = 1

Prevalence

Elim
ination 

(social distancing)

0 200 400 600 800
Time

0.00

0.05

0.10

0.15

0.20

0.25

Va
ria

nc
e

Incidence

0 200 400 600 800
Time

0.0

0.2

0.4

0.6

0.8

1.0

Va
ria

nc
e

Prevalence

Elim
ination 

(vaccination)

0 200 400 600 800
Time

0.00

0.05

0.10

0.15

0.20

0.25

Va
ria

nc
e

Analytical (O'Dea et al.)

Incidence

0 200 400 600 800
Time

0.0

0.2

0.4

0.6

0.8

1.0

Va
ria

nc
e

Prevalence

Em
ergence 

Figure 4.5: Comparing predictions to simulations for variance. For each model
(SIS with social distancing; SIS with vaccination; SIS emergence) we calculate the variance
between 500 homogeneous realisations at every time step (daily). Each figure shows: Poisson
process distribution (green line); dynamic predictions (red line) and Gillespie simulations
(blue line). The bottom left panel also shows the dynamical prediction from O’Dea &
Drake which was derived for this specific system (lilac line). Model parameters are given in
Table 4.2.
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Figure 4.6: Comparing predictions to simulations for autocorrelation lag-1. For
each model (SIS with social distancing; SIS with vaccination; SIS emergence) we calculate
the autocorrelation lag-1 between 500 homogeneous realisations at every time step (daily).
Each figure shows: Poisson process distribution (green line); dynamic predictions (red line)
and Gillespie simulations (blue line). The bottom left panel also shows the dynamical
prediction from O’Dea & Drake which was derived for this specific system (lilac line).
Model parameters are given in Table 4.2.
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is shown to only agree with the simulation results when R0 starts to decrease (left column,

Fig. 4.6). However, the overall trend of the theoretical and simulation results agree and

their agreement includes the start of this increasing behaviour. The analytical result from

O’Dea & Drake (purple line) fits closely to the simulations, however it diverges to infinity at

R0 = 1 (axis shortened to stay within AC(1) ∈ [−1, 1]). In particular, our approximation of

autocorrelation lag-1 for the SIS emergence model fails to capture the gradient of increase;

the theory only slightly increases and is lower than the simulations.

4.5.2 Variance (Rate of Incidence)

Fig. 4.5 demonstrates that the variance of incidence does not necessarily increase on the

approach to a critical transition. A new approach for working with incidence-type data is

to consider the rate of incidence, λ(t) = T (I + 1|I), which for each model we have derived

the dynamical SDE.

We present results calculated in RoI simulations using the two methods: “true” and

“rolling” RoI, in Fig. 4.7. The first method uses prevalence data (“true”, purple line) and

corresponds well with the analytical solution (orange line) for all models, demonstrating

that the analytical SDEs of η approximates the behaviour of the system well. The latter

method (smoothing incidence data “rolling”, blue and green lines) fits particularly well

for the emergence model (Fig. 4.7(c)). We consider two “rolling” RoI approximations: (i)

calculated using a moving mean of incidence data (blue line) and (ii) calculated using a

moving variance of incidence data (green line). The “rolling” mean does not follow as

closely to some time varying properties of the variance for elimination scenarios (Fig. 4.7(a,

b)). Although the early dynamics are misrepresented for disease elimination, all “rolling”

mean time-series indicate an increasing variance on the approach to the critical transition.

This increasing behaviour corresponds to the same peak as the analytical prediction and

the “true” simulations.

The “rolling” variance is similar to the “rolling” mean for disease elimination with

social distancing (Fig. 4.7(a)), however for the other two cases “rolling” variance fails to

capture the dynamics. This analysis was completed with a moving window of size 30 and

in essence the sample mean (“rolling” mean) and an unbiased sample variance (“rolling”

variance) is calculated on each window. By the law of large numbers, as the sample size

(window size) increases, the result will converge to the population mean and variance,

while a narrower window will have greater variance. The rate of convergence is faster for

the sample mean compared to the sample variance, thus we expect the “rolling” mean to

perform best.

Overall the “rolling” mean RoI has performed better with disease emergence than
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Figure 4.7: Variance calculated on the rate of incidence For each model (SIS with
social distancing; SIS with vaccination; SIS emergence) we calculate the variance on the
rate of incidence, RoI between 500 homogeneous realisations at every time step (daily).
Each figure shows: dynamic solution (orange line); rolling RoI calculated from new cases
nc (blue line: “rolling” mean; green line: “rolling” variance) and true RoI calculated from
the product of prevalence, susceptible and effective contact rate (λ(t) = βSI

N , purple line).
Model parameters are given in Table 4.2.

when presented with elimination models. This result may be due to R0 increasing more

slowly for the emergence model than the rate of decrease for the elimination models (rate

p{3} = 1
4p
{1,2}) and a slower rate is more likely to satisfy the ergodic condition. An area that

still needs to be addressed with the “rolling” RoI methodology is understanding why the

early dynamics in the disease elimination scenarios are poor. In Fig. 4.8, we demonstrate

that if the disease is approaching elimination at a slower rate, the simulation methods:

“true” and “rolling” mean, converge to the analytical solution. However, the “rolling”

variance (green line) does not converge to the analytical result when the speed to disease

elimination reduces. We chose parameters such that β(t) changes on a slower time scale and

approaches disease elimination (social distancing model) at the same rate as β(t) approaches

disease emergence for the SIS emergence scenario. We set p{1} = p{3} = 0.0005 such that

R0 changes from 1.25 to 0 where β
{1}
0 = 0.25 and the rate to disease elimination has been
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reduced by 75%. A system changing slowly enough will be approximately ergodic, such

that the moving average resembles the mean incidence. Thus the “rolling” method will be

closer to the “true” solution. In comparison a system which changes quickly over time will

correspond to a wider range in incidence cases across the moving window. Resulting in a

lower mean over the window which can be seen in Fig. 4.7(a, b); although the statistic will be

more pronounced at the threshold. This can explain why we observe better performance of

SIS emergence for the approximated solution, when compared to SIS with social distancing

and with vaccination.
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Figure 4.8: Variance of rate of incidence (RoI). SIS with social distancing (elimination)
and parameters β0 = 0.25, p{1} = 0.0005 and γ = 0.2. In this example, the dynamics follow
those of Section 4.4 but with different parameters. This leads to the approach towards
R0 = 1 being at a slower rate where R0 changes from 1.25 to 0.

We investigated determining a suitable window size for calculating “rolling” mean

RoI. We demonstrate in Fig. 4.9, that for a large range of bandwidth sizes (width of the

moving window), the time-series trend of “rolling” mean RoI is robust. We considered

a large range of bandwidth sizes from window size 10 to 125 (for a total time period of

size 800) and took BW = 30 in Fig. 4.7. We observe from Fig. 4.9 that the “peak” as

elimination is approached was pronounced and captured for all bandwidth choices. We find

it reassuring that the methodology is robust for bandwidth size choice, however all choices

failed to reproduce the magnitude of the early dynamics.

We find that for SIS with vaccination (Fig. 4.7(b)) the general trend of the variance

is less pronounced at the critical transition than observed for SIS with social distancing. We

observe that the analytical solution (Fig. 4.7(b) orange line) and true stochastic simulations
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Figure 4.9: Variance of rate of incidence (RoI). Calculating “rolling” RoI with a range
of bandwidths for: a). SIS with social distancing, b). SIS with vaccination and c). SIS
emergence. Model parameters are given in Table 4.2.

(Fig. 4.7(b) purple) only slightly increases before the critical transition, implying that this

trend would be difficult to detect in epidemiological data. In particular, the Kendall’s τ

score which can be an indication of an increasing trend, is negative (decreasing, τ = −1) for

this model, whilst for SIS with social distancing and SIS emergence we find that τ = 0.987

and τ = 1 respectively. Although, we observe that the “rolling” simulations of the rate of

incidence (Fig. 4.7(b) blue line) exhibit similar properties as SIS with social distancing. It

can be noted that R0 decreases at the same rate as the SIS with social distancing model,

suggesting that this could also be due to when R0 is not slowly changing.

Finally, we consider for what values of ∆t our approximation of the non-homogeneous

Poisson process rate (Eqn. 4.7) holds and for the approximation of the rate of incidence to

be ∆tT (I(t) + 1|I(t)). For variance, we find that this approximation holds up to ∆t = 3

and for other indicators holds for ∆t > 7 (see Fig. 4.10). This is subject to the parameters

which were chosen for the simulation study and therefore future studies should explore
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the rate at which the system approaches the critical transition and the quantity of data

points. In particular, we find that when the aggregation period, ∆t, is larger than the

infectious period (1/γ = 5) the variance of incidence data increases prior to the critical

transition (green line, Fig. 4.10), and is comparable to the variance of prevalence (Fig. 4.5).

This suggests that if incidence data can be translated to approximate prevalence data by

taking the product of incidence and the infectious period, then EWSs of the approximated

prevalence will correspond to EWSs of the true prevalence.

4.5.3 Other statistical indicators

In this section, we investigate the potential of identifying an epidemiological transition using

five commonly implemented EWSs: variance, coefficient of variation, skewness, kurtosis

and lag-1 autocorrelation. Exploration of each EWS follows similarly to variance and lag-1

autocorrelation, as analysed theoretically and numerically with prevalence, incidence and

rate of incidence data in Section 4.5.1 and 4.5.2. In Appendix A.3, panel figures illustrating

time-series trends for each indicator are presented for each dataset and model.

Here, we quantify these time-series trends for each statistical indicator using Kendall’s

τ score as a measure of an overall increasing or decreasing trend. We present in Fig. 4.11

the predictive power of each statistical indicator by measuring the AUC score up to two end

points: before the critical transition (t1 = 390) and after the critical transition (t2 = 450).

Fig. 4.11 highlights which indicators are in some cases increasing (AUC close to one),

decreasing (AUC close to zero) or are poor indicators (AUC close to 0.5). In particular,

as discussed in the previous section, variance always increases prior to disease emergence

(Fig. 4.11(c)). However, for disease elimination (SIS with social distancing: Fig. 4.11(a)

and SIS with vaccination: Fig. 4.11(b)) results are substantially different when we compare

variance calculated in rate of incidence and prevalence (orange and red bars respectively)

with incidence (green bars). For RoI and prevalence data types, the statistical signature

is an increasing variance with an AUC near 1. This is in contrast to the latter where the

trend is decreasing with an AUC near 0. However, the results for variance (both increasing

and decreasing) are highly predictive (|AUC − 0.5| ≈ 0.5). Thus, if a system is not known

or there is difficultly in determining the type of data, incorrect conclusions could be drawn

when interpreting the time-series trend.

We observe that skewness is a poor indicator because of its inability (AUC score close

to 0.5) to identify disease elimination with any type of disease data it is applied to (RoI,

incidence and prevalence). Identifying emergence with skewness in prevalence or RoI data

(red and orange bars respectively) is also very poor and its predictive ability is only slightly
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Figure 4.10: Evaluating variance over simulations (incidence and RoI) for differ-
ent time aggregations For each model: SIS with social distancing (elimination); SIS
increasing vaccination (elimination); SIS increasing transmission (emergence), we calculate
the variance over 500 homogeneous realisations subject to aggregation of time steps (∆t).
We take the average of new cases over each time step. Each figure shows: theory (dotted
black line); critical transition (dashed black line) and Gillespie simulations (colours corre-
spond to time aggregation). The bottom left panel also shows the dynamical prediction
from O’Dea & Drake (solid black line). Model parameters are given in Table 4.2.
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Figure 4.11: AUC scores for different EWSs. We compare the performance of 5 common
statistical indicators for SIS with social distancing (a), with vaccination (b) for disease
elimination and SIS emergence (c). The Rate of Incidence is taken to be the “rolling” mean
RoI. Model parameters are given in Table 4.2.
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increased with incidence (green bars). Whereas, the coefficient of variation calculated on all

types of disease data (RoI, incidence and prevalence) and for both SIS elimination models,

exhibits a near perfect ability to identify the increasing trend.

4.5.4 Variance (Distance)

Analytically we have shown that the second moment of the distance metric can simply

be written as the sum of the variance of incidence and the variance of prevalence. Here,

we demonstrate how the variance of the distance measure behaves when there is perfect

reporting (e.g. using the stochastic simulations from the Gillespie algorithm) and then we

consider when prevalence or incidence data are subject to reporting errors. In particular, we

take a binomial sample of a subset of the population, Ns, to find a more realistic measure

of prevalence and we also take into account imperfect testing by incorporating sensitivity

and specificity scores into the diagnostic testing of the disease.

In the case of perfect reporting (see Fig. 4.12), we find that by numerically solv-

ing Eqn. 4.33 there is a strong correspondence between the theoretical solution (pink line)

and the stochastic simulations (blue line) for the mean, second moment and variance. The

numerical solution is calculated at the steady state and hence diverges at the critical tran-

sition. The variance of the distance measure behaves similarly to the variance of prevalence

(e.g. comparison with Fig. 4.6), as var(I) ≥ var(nc) and has the most influence on the

distance measure.

In Fig. 4.13, the AUC is calculated through time for the variance of distance (blue

line), prevalence (red line), incidence (green line) and RoI (orange line). All data types

start with an AUC near 0.5 (random classification) and begin increasing (decreasing for

incidence) as the system approaches the critical transition. The variance of prevalence is

the first indicator to become predictive (AUC ≥ 0.75, grey shaded region) at t = 180,

followed by the variance of distance at t = 230 before variance of incidence (AUC ≤ 0.25,

grey shaded region) at t = 285. The RoI initially has an AUC ≤ 0.25 which suggests

that the variance is initially decreasing in comparison to the null model and it is the last

data type that displays the expected trend (in this case increasing variance) at t = 360.

Eventually, the variance of distance out performs the variance of prevalence (shown with

thicker lines in Fig. 4.13) at t = 360, just before the critical transition is met. Interestingly,

the incidence does not outperform the other indicators prior to the bifurcation and only

ranks best by its AUC score at t = 445. Note that for the calculation of the AUC scores, no

simulation have reached eradication at t = 450, although all Ext simulations have achieved

eradication by the end of the simulation.
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Figure 4.12: Moments of the distance metric. Calculating the moments over multiple
realisations of stochastic simulations (blue line), numerically using the master equation
(pink line) and for the analytical equation (black line, only solvable for the 2nd moment).
Moments considered: (a) mean, (b) second moment, (c) variance. Model parameters are
given in Table 4.2.

We find that when a sample of the population (assuming a random sample of a

fraction s of the population) is tested to find the prevalence at a point in time Is(t), or if

information about sensitivity and specificity of diagnostic tests is included under a binomial

framework,

Is = Bin

(
Ns,

I

N
TPR

)
+Bin

(
Ns,

N − I
N

(1− TNR)

)
,

the variance of distance is affected; by both the sampling and the diagnostic errors. At

first, we assume that there is no reporting errors in incidence data and we calculate the

sampled prevalence for the proportions s ∈ {0.4, 0.3, 0.2, 0.1} (as shown in Fig. 4.14(d, a-

c) respectively). We find that the variance of distance exhibits an increasing trend when
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Figure 4.13: AUC of variance for the four data types. The AUC is calculated through
time by measuring Kendall’s τ score of variance for prevalence data (red line), incidence
data (green line), RoI data (orange line) and distance (blue line) up to each timepoint. The
maximum AUC over each data type i is given as maxi(|AUCi − 0.5|), this is illustrated at
each timepoint with a thicker line. Model parameters are given in Table 4.2.

s ≥ 0.4 which relates to over 4, 000 individuals being sampled. In Fig. 4.14, the light grey

lines show the incidence (dashed) and the sampled point prevalence (dotted). However,

even when the time-series of point prevalence is greater than that of incidence proportion

(e.g. s = 0.3, Fig. 4.14(a)) the variance of distance is not necessarily increasing (e.g. it is

flat and then decreasing for s = 0.3). If there are more incidence case data reported than

prevalence, then the trend of variance of distance corresponds to the decreasing trend of

variance of incidence (Fig. 4.14(b, c)).

For s = 0.4 (Ns = 4, 000 individuals in the sample), the reported prevalence is higher

than the reported incidence and the variance of distance is increasing (Fig. 4.14(d)). How-

ever, if an imperfect test is used which effects the reporting errors in both the incidence and

the sampled prevalence data, then the variance of distance can again decrease (Fig. 4.14(e)).

This is shown for a test sensitivity of TPR = 0.98 and specificity of TNR = 0.98.

Therefore the trend in distance can easily be impacted by sampling and test diag-

nostics, which can change the expected increasing variance prior to the critical transition to

a decreasing variance. Combining multiple data types into a single time-series, like the dis-

tance metric, has the potential to offer a more pronounced signal (as shown here); however

it is sensitive to reporting errors.
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(b) Sampled Ns = 2, 000
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(c) Sampled Ns = 1, 000
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(d) Sampled Ns = 4, 000
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(e) Sampled Ns = 4, 000,
TPR = 0.98, TNR = 0.98
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Figure 4.14: Variance of the distance metric subject to reporting errors. Cal-
culating the variance over multiple realisations of stochastic simulations (blue line) when
point prevalence data are sampled (subpopulation of Ns sampled) under a binomial frame-
work. The incidence proportion and sampled point prevalence for each subfigure is shown in
light grey dashed and dotted lines respectively. Panel (e) also considers the sensitivity and
specificity of testing which effects the incidence proportion and sampled point prevalence.
Model parameters are given in Table 4.2.

4.6 Discussion

While studies for EWSs on incidence-type data have been growing in recent years, theo-

retical exploration of how these indicators change on the approach to a critical transition

have been neglected. In this chapter, we have shown that the typical trends of EWSs that

precede a critical transition are exhibited in prevalence-type data but do not always exist

in incidence-type data. In particular, we have focused our investigation on the trend of

variance over time as an infectious disease system approaches a tipping point.

Prior work has shown that the variance in incidence increases on the approach to-

wards disease emergence. However, our work highlights that this property might not be a

result from CSD theory as first expected. We have shown it is a consequence of the count-

ing process that can approximate incidence-type data. As such, we demonstrated that the
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variance in incidence is expected to follow the mean in incidence. This result states that

when the mean is increasing, such as prior to disease emergence, then the variance in in-

cidence will increase before the critical transition. However, when the mean is decreasing,

such as prior to disease elimination, then the variance of incidence will decrease before the

critical transition. We applied these findings to two systems of disease elimination and

verified that variance of incidence exhibits a decreasing trend on the approach, following

the behaviour of the mean of incidence, instead of rising. Additionally, we found that as

the aggregation period for incidence data approaches the infectious period of the disease,

the variance of incidence will behave similarly to the variance of prevalence. This supports

estimating prevalence by scaling incidence data with the infectious period, and EWSs will

behave as expected for this approximation.

The generalised theory of a counting process can be applied to many other systems

outside the scope of epidemiology, where we would expect a decreasing variance to precede a

critical transition. Potential applications include the observation of animals through camera

traps, disease surveillance sampling in wildlife or movements in stock prices, which are all

examples of incidence-type data. Notably, a substantial number of studies on ecosystem

data, climate data and financial data have observed inconsistencies in statistical indicators

[30, 59, 74, 97]. In particular, systems where a rising variance but decreasing autocorrelation

is exhibited [59, 182] or recent work demonstrating a system with both decreasing variance

and decreasing autocorrelation as the critical transition is approached [208], are examples

which do not produce CSD based warning signals. Although we found the Poisson process

to be overdispersed in the context of epidemiology, it provides a broad framework which

can be extended to many other infectious disease systems using the incoming transition

probabilities into the infectious class.

We proposed extracting the rate of incidence (RoI) or intensity of Poisson process

from incidence-type data to illustrate that utilising CSD, such as observing an increasing

variance, could depend on suitable data which directly undergoes a bifurcation. In par-

ticular, we have shown that the critical threshold for the RoI dataset corresponded with

that of prevalence; and as expected we demonstrated that the trend in variance in RoI

does increase before an imminent epidemiological transition. A clear limitation with using

RoI is developing suitable methods for extracting this quantity from incidence data. We

presented a method (named “rolling” RoI) to perform this extraction and found it poorly

represented the early dynamics of RoI. However, the signal correctly increased prior to the

critical transition in correspondence with the theory and this trend was consistently exhib-

ited for a large range of bandwidth choices. Future work should include developing these

methods to approximate RoI from epidemiological data.

We applied five EWSs to simulated datasets comprising of the three discussed data
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types: prevalence, incidence and rate of incidence. The simulated data we investigated

represents perfect reporting or the “best case scenario”. Often it is the case that there is

underreporting that may reduce the detectability of signals in epidemiological data. The

work we have presented here can be extended to include a gamma distributed intensity λ.

Using a gamma distributed rate of incidence will account for reporting errors as described

by O’Dea & Drake. Further, we introduced a new time-series named the Distance measure,

which was formed by combining incidence and prevalence data. We found that for perfect

reporting, the variance of the distance metric increases, however when reporting errors are

included following a binomial framework, the variance can instead decrease.

Overall, our study suggested that a robust indicator was one that shares a highly pre-

dictive time-series trait (|AUC − 0.5| ≈ 0.5) amongst all data types (incidence, prevalence,

RoI and distance), even with inconsistent trends (increasing or decreasing). Therefore, we

suggested that variance and coefficient of variation are overall good indicators due to their

high predictive power in all cases. Despite the declining trend of variance prior to disease

elimination and the rising trend prior to disease emergence, it could instead be viewed as a

valuable feature. Monitoring the trend of variance could distinguish between disease tran-

sitions and would be beneficial for diseases which are close to elimination and at risk of

resurgence. Coefficient of variation was found to be a robust indicator for disease elimina-

tion since the trend was similar between different types of data (Fig. 4.11(a, b)). However

discrepancies were demonstrated when considering disease emergence (Fig. 4.11(c)) which

had a decreasing trend for CV and performed less well with disease prevalence data.

We found that kurtosis and AC(1) are not robust indicators. Although kurtosis

and AC(1) have a predictive trend with prevalence data, this is not typically the data

which are readily available. In particular, kurtosis was highly predictive with a decreasing

trend in prevalence data on the approach to disease elimination (Fig. 4.11(a)) and fairly

predictive with a decreasing trend in the case of prevalence with emergence (Fig. 4.11(b)) —

although visually kurtosis was flat prior to the critical transition, see Fig. A.3; it was a poor

indicator for all other types of data. Likewise, although AC(1) had a clear increasing trend

for prevalence data in elimination systems (Fig. 4.6, Fig. 4.11(a)), it had a less predictive

trend for incidence and RoI data. Additionally, the trend was not distinct for any datasets

when considering an emergence transition, therefore there is a potential for this indicator

to be used incorrectly.

These findings support prior work on prevalence and initial work from O’Dea &

Drake and Brett et al. with incidence-type data. Our analytical exploration of incidence

has indicated a new data source, RoI, which can be extracted from incidence time-series.

A potentially powerful tool would be to compute variance and CV indicators with different

types of data (incidence, rate of incidence and prevalence) and ensemble these. A composite
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of multiple statistical indicators was suggested by Drake & Griffen [76] and has been applied

to case studies with the same data-type and a combination of EWSs by Kefi et al. [120] to

help interpret different critical transitions. This suggests a potential approach to achieve a

single metric from a combination of indicators calculated on multiple time-series data with

different trends to achieve a more pronounced indication of disease transitions. Here, we

presented a new data source, the distance measure, which was the Euclidean distance from

two time-series with different trends (incidence, prevalence) to the two-dimensional steady

state. We found that the variance of this composition of multiple sources of data were

more predictive (higher AUC) just before the critical transition than compared to using a

single dataset. If point-prevalence data are available, which is commonly collected during

surveillance of infectious diseases, the distance measure offers an additional dataset which

EWSs could be applied to. If all three data types were consistent with the detection of

a disease transition, then that would provide a greater confidence in the result. However,

further investigations are required to measure the sensitivity of the distance measure when

subjected to reporting errors.

In conclusion, there is tremendous potential for using EWSs to provide evidence

on our progress towards elimination and inform public health policies. We have indicated

that by monitoring simple statistics over time, it is possible to observe disease emergence

and elimination, which with further development could offer a promising solution for an

automated system that could update time-series statistics in real-time as new data becomes

available. We have provided insight on how statistics behave for different types of infectious

disease data, where we considered suitable data which could be incorporated into a moni-

toring system. We have researched the resemblance of observed time-series results between

different data types, a necessary exploration for the development of EWSs before they can

impact decision making. We reported that some indicator traits are inconsistent across all

data types and some EWSs differ significantly between disease thresholds: elimination and

emergence. Our work has provided analytical evidence to understand why results differ,

improving our ability to monitor EWSs for infectious disease transitions.
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CHAPTER 5

Methods for Detrending

5.1 Chapter Abstract

A primary challenge facing the analysis of EWSs in time-series data is that of accurately

“detrending” the signal, in order to preserve the statistical properties of the fluctuations.

In practice, for a single time-series of infectious case data, it is no longer possible to detrend

using the mean of multiple realisations. We show here that detrending using the mean of

even just four realisations of the process can give a significant improvement when compared

to using a moving window average. Taking this idea further, we consider a “metapopulation”

model of an endemic disease, in which infection spreads in various separated areas with

some movement between the subpopulations. We successfully predict the behaviour of

both variance and the coefficient of variation in a metapopulation by using information

from the other subpopulations to detrend the system.

5.2 Disclaimer

This chapter is adapted from my paper The problem of detrending when analysing potential

indicators of disease elimination, published in the Journal of Theoretical Biology in 2019

[69]. I am a joint first author of this article, along with Adjani Gama Dessavre. My

responsibility on the project involved introducing the spatial detrending framework and

deriving EWSs for metapopulation models. In this chapter, my sections from the article

are presented and a case study on detecting the emergence of pertussis in the USA has

been added (taken from my paper Early warning signals of infectious disease transitions: a

review, see Chapter 3). The work of my co-author is not included in this chapter and was

reviewed in Chapter 3 of this thesis.
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5.3 Introduction

The main aim of the work presented here is to derive indicators of elimination that may be

of practical use in determining when an intervention may cease. This work highlights the

importance and difficulty of calculating indicators for a single time-series of infectious case

data, rather than over multiple realisations. There are two potential problems: firstly, since

the theory considers fluctuations away from the mean, it is usually necessary to remove the

mean to obtain the fluctuations. This is known as ‘detrending’ the data and can be difficult

to achieve in a single time-series. In Chapter 4, a simulation detrending technique was

implemented (see Fig. 5.1(a)) whereby simulations are detrended over multiple realisations

of the same process, however this is not applicable to epidemiological data. Secondly, for a

single time-series we cannot calculate ‘true’ statistics for the system but must instead use

a moving window to approximate these. We show that detrending can give results that

differ from those predicted, while the use of a moving window does not seem to present a

problem.

To calculate statistics from real data, a windowed detrending is usually used, where

the moving window average is removed from the time-series (windowed detrending, see

Fig. 5.1(a)). Gaussian and linear detrending are the most widely used detrending techniques

for a single time-series, although regression-based techniques have also been implemented

previously. Typically the data are detrended within a window, rather than over the entire

time-series; however the two results do not significantly differ [129]. A summary of different

detrending approaches are given below:

• Non-parametric methods

– Linear detrending: a time-series for the residuals is obtained by removing

the average of each moving window (Fig. 5.1 (a)). For examples where linear

detrending has been implemented see [20, 49, 61, 104, 132].

– Gaussian detrending: the time-series is smoothed using a windowed average

with Gaussian weighting, so that data close to the timepoint considered are

weighted more highly than those further away. For smaller windows this is very

similar to the windowed linear detrending whereas for larger windows spurious

oscillations became apparent. The Gaussian weights at time t are given as,

wt =
1√

2πσ2
exp

(
−1

2

|t− twindow|
σ2

)
,

for a user specified standard deviation of the kernel σ (also known as bandwidth).

For examples where Gaussian detrending has been implemented see [9, 46, 49,
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58, 152, 205].

– Non-parametric regression: a local regression model (e.g. using Locally

Weighted Scatterplot Smoothing (LOESS)) can be fitted to the time-series on

each moving window and then removed from the time-series to return the resid-

uals. A tri-cube weight function is used on a moving window,

wt = (1− |t− twindow|3)3,

and is scaled to be in [0, 1]. For example LOESS is undertaken in [194, 201].

• Parametric methods

– Model fitting can be implemented to fit a linear autoregressive model [56, 164],

generalised additive model [24], or an ODE model [151] to the time-series data.

The model fit can then be removed from the time-series to return the residuals.

The effects of Gaussian detrending have previously been investigated for climate

systems [129] and ecological data [56]. In general, Gaussian detrending is the most popular

method, although it requires the user to specify not only a suitable moving window size but

also a standard deviation value for the Gaussian filter (often called the bandwidth of the

Gaussian filter). Some estimate the standard deviation parameter using Silverman’s rule of

thumb [46, 115] and others select a standard deviation which does not “overfit” the results

[20, 58, 152], the latter choice is case-specific and thus it is not ideal for a model-independent

framework. EWSs calculated using moving windows after Gaussian detrending were found

to be sensitive to the standard deviation of the Gaussian filter (σ) [56, 129]; if σ is too small

then lower frequency values will be eliminated, but if σ is too large then the detrending will

be insufficient and underlying trends may not be removed. The size of the moving window

was also shown to impact results, especially for skewness, AC(1) and when larger window

sizes (≥ 7% of the time-series length) were taken [56].

The use of wavelets as a potential detrending technique may represent an as-yet

under-explored class of techniques for CSD [56]. Wavelets have been used directly to es-

timate the variance in a signal [142] and wavelet-based EWSs have been investigated in

[138]. Wavelets are a non-parametric analysis and can be used to fit the time-series before

discarding higher order wavelets to smooth the signal. However, using classical wavelets,

such as the Daubechies extremal-phase wavelets or symlets, can be difficult to get robust

results close to the predictions and if used with detrending could produce very noisy signals

with a lot of spurious oscillations.

A number of experimental studies for ecological systems have shown that the chang-

ing characteristics in the spatial structure of the ecosystem can provide additional infor-
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mation when anticipating the approach to a critical transition [53, 57, 60, 96, 122, 210].

Following these studies Kefi et al. [121] developed a statistical toolbox for implementing

indicators of EWSs, taking into account spatial heterogeneity. This toolbox provides a

method pathway to determine the appropriate spatial indicator for a given dataset. Recent

theoretical exploration by [41] presents a novel spatial indicator that does not depend on

the spatial mean and so bypasses the difficulty of detrending data. They suggest monitoring

the dominant eigenvalue of the covariance matrix which was observed for ecological systems

to rapidly increase on the approach to a transition and has the additional benefit that it

could be used to identify spatial regions which are most vulnerable to a critical transition.

This would be particularly informative for implementing control policies which target the

highest risk areas.

Here, we consider if the spatial structure of epidemiological data can be used to

help calculate EWSs, by improving previous detrending methods for a single time-series.

We find that detrending using the mean of even a small number of simulations gives much

improved results, suggesting a use for metapopulation models, where different geographical

areas can be modelled as distinct subpopulations. We present a method for detrending

such spatially collected data in order to calculate statistical indicators for a single outbreak

using a metapopulation framework and analytically derive the covariance matrix for the

spatial model to verify this. We show that these analytical predictions are similar to those

found for a single simulation of the system and can be used to determine whether a system is

approaching extinction or not. Finally, we demonstrate how EWSs behave on reported cases

for pertussis in the USA, to highlight some limitations when detecting disease transitions

with epidemiological data. In this case-study, we compare the response of EWSs when

detrending is calculated spatially (over states in the USA) and to the calculation using

Gaussian temporal detrending.

5.4 Methods

We simulate three different stochastic systems. The first we denote Ext (extinct): the

SIS system with social distancing which is described in Chapter 4, with β(t) = β0(1 − pt)
decreasing over time to zero at the end of the simulation. The second simulation is NExt

(not extinct): as in Ext, but β(t) stops decreasing when it reaches 1.3γ so that R0 = 1.3

for the rest of the simulation. Thirdly, we simulate Fix (fixed beta): where β(t) = β0 for

all t. Parameter values used for the simulations are given in Table 4.2 and are the same as

are taken in Chapter 4. The simulated data were given at timepoints 0.1 years apart.
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(a) Methods for detrending as seen in Fig. 5.2

Multi
ple Realisations

One Realisation

One Realisation

(b) Detrending as seen in metapopulation model, Fig. 5.9

Figure 5.1: (a) Methods for detrending implemented for the SIS model. Left: detrending
by calculating the mean over a window for one realisation (linear Windowed Detrending,
as seen in Fig. 5.2(c)). Right: detrending calculated over a subset of multiple realisations
(simulation detrending, as seen in Fig. 5.2 (a, b)). (b) Methods for detrending and calculat-
ing the variance over M2 subpopulations, each with population size of NM = N/M2. This
was implemented in Fig. 5.9.
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5.4.1 Detrending simulations

We calculate the variance and coefficient of variation for a single time-series using: real-

isation detrending (with 500 or 4 realisations); window detrending (linear, Gaussian and

LOESS) and wavelet detrending. For window detrending, we consider four different win-

dow sizes, taken as a percentage of the total number of time-points in the time-series (5000

time-points); the chosen window sizes are: 1%, 5%, 15% and 25%. We use Silverman’s rule

(see [190]) to find a suitable standard deviation parameter for the Gaussian filter, where

the optimal choice for the standard deviation is calculated as,

σ = 0.9length(time-series)−1/5min(σ̂,
1

1.34
IQR),

where σ̂ is the standard deviation of the entire time-series and the IQR is the interquartile

range of the entire time-series. This rule of thumb assumes that the underlying density of

the data are Gaussian (similarly to the linear noise approximation) but does not take into

account the non-constant nature of the time-series data.

We consider the Daubechies wavelet smoothing using different vanishing moments,

for example, a vanishing moment of three can approximate polynomials up to the 3rd

order. Under this framework, the time-series is deconstructed into frequency bands and

coefficients describing the signals frequency are retrieved. When reconstructing the time-

series, we threshold the frequency spectrum to remove high frequency noise from the signal,

which essentially smooths the time-series.

Having detrended the data we may calculate each statistic in two ways: either using

multiple simulations and finding the variance between the realisations; or taking moving

windowed statistics, assuming that the system is changing slowly enough to be approxi-

mately ergodic, so that the time-averaged statistic approximates the desired value. When

considering real data, typically the moving windowed approach is taken for both detrending

and calculating the statistic. Thus there are essentially three approximations that are being

made to the system: the linear noise approximation assumes Gaussian noise and approxi-

mates integer numbers of infections by a continuous variable; the detrending of the signal;

and the calculation of the moving window statistics.

5.5 Results for the single population model

After the data have been detrended, EWSs are calculated on the obtained fluctuations

using a centre-window moving average. In Fig. 5.2, the variance of Ext simulations is

calculated for each detrending method using a window size of 10% of the entire time-series
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(a) Detrending using 500 realisations
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(b) Detrending using 4 realisations
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(c) Detrending using windowed linear
detrending
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(d) Detrending using windowed Gaussian
detrending
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(e) Detrending using windowed LOESS
regression
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(f) Detrending using Daubechies wavelets
smoothing
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Figure 5.2: An example of each non-parametric detrending approach. For all
panels, after the data have been detrended, the variance is calculated on a moving centre-
window using 500 data points (10% of the time-series). Panels (a) and (b) detrend using
multiple realisations (500 and 4 respectively). Panels (c) and (d) detrend on a moving
window with linear weighting (c) and Gaussian weighting (d). This is demonstrated for 4
different window sizes and the legend in panel (c), gives the window size as a percentage
of the total time-series and in brackets the respective number of data points. Panels (e)
and (f) demonstrate using a smoothing of the time-series to detrend the time-series, with
LOESS regression (e) and Daubechies wavelet transform (f). The wavelet analysis is shown
for different orders of moments. Model parameters are N = 20, 000, β = 1, γ = 0.2 and
p = 1/500 (see Table 4.2).
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and similar results for the coefficient of variation are shown in Fig. 5.4. Each subfigure shows

the continuous dynamic predictions (red line) for the time-varying variance (presented in

Chapter 3.4). The solid lines show the variance of Ext for a single simulation and the

shading defines the width of one standard deviation about the mean of 500 simulations.

We calculate, using Silverman’s rule, the optimal standard deviation of the Gaussian

filter to be σ ≈ 9% of the total number of time-points. For this reason, the linear detrending

and Gaussian detrending will have the similar affect for window sizes less than σ. When

the window size is greater than σ (e.g. Fig. 5.2(d) green line - 15% window size) then

Gaussian detrending will reduce the weighting for time-points further away from the point

being considered.

It is clear from Fig. 5.2(c, d, e) that a windowed detrending approach can significantly

change even the qualitative form of the obtained variance curves. In particular we observe

no increase in variance in Ext and instead see a gradual decline and continuation to zero,

when the window size is small (Fig. 5.2(c, d, e) orange line, window size 1%). Unfortunately,

these detrending approaches require a judgement as to the appropriate size of the window:

too big and the ergodic assumption will break down; too small and there simply is not

enough data in the window to give a reliable estimate of the statistic. Taking a larger

window rectifies this problem (e.g. Fig. 5.2(c, d, e) blue and green lines, window sizes 5%

and 15% respectively), but increasing the window too much can lead to spurious responses

in variance (e.g. Fig. 5.2(c, d, e) purple line, window size 25%).

The wavelet smoothing using the Dauchechies wavelet transform does not use a

moving average technique and therefore offers an alternate technique for detrending the

time-series data. The transform will estimate a polynomial of order 2 for a vanishing

moment of 2, and a linear or constant curve for a vanishing moment of 1; these result in

detrending filters that do not produce corresponding results (Fig. 5.2(f) brown and cyan

lines). This is not surprising as the Ext simulation data are neither constant nor linear. We

calculate the filtering with a threshold value of 20%, which maintains only 20% of the lower

frequencies in the signal and removes the higher frequencies. As this threshold parameter is

changed, the variance curves of the 1 and 2 vanishing moments become more like the higher

order wavelet transforms. For the vanishing moment of three, the trend in variance through

time is close to the theoretical prediction (Fig. 5.2(f) purple line), although it does not fit

as closely as the realisation detrending approach. This suggests that wavelet detrending

could be a potential solution when working with a single time-series dataset. However, the

sensitivity to the threshold value of the Dauchechies wavelet transform could impact results.

The undesirable results of window detrending are a result of the detrending required

prior to determining the windowed variance. If we detrend using the mean of many simula-

tions (Fig. 5.2(a, b)), then we obtain very similar results for a wide variety of window sizes
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Figure 5.3: Moving average variance for different window sizes. Ext data have been
detrended using multiple realisations (500 simulations) and then the variance is calculated
on a moving centre-window using a wide variety of window sizes between [1%, 50%] of the
entire time-series length (mean over 500 realisations). Model parameters are N = 20, 000,
β = 1, γ = 0.2 and p = 1/500 (see Table 4.2).

and these are very close to the predicted variance (see Fig. 5.3). This shows that of the

three previously mentioned approximations, it is the detrending that is causing problems

and not the linear noise approximation or the windowed calculation of the statistics. The

method of detrending is thus very important and, unfortunately, it is also very difficult to

do well. The difficulty lies in assessing the extent of smoothing that is required. If the

data are ‘overfitted’ then the detrended variance is significantly reduced, but if the trend

is too smooth then this generates local spikes in the statistics that are not in response to

thresholds. If we detrend using the mean of even a small number of repeated simulations,

this can work very well (Fig. 5.2(b)), giving hope for the use of data from multiple similar

areas, either for use in detrending, or for use in spatial statistics.

It has been noted before that the coefficient of variation (CV) gives a more robust

indicator of critical transitions and this has been successfully applied before in the context

of disease elimination [77]. We find that the “real” CV (using the statistics over multiple

simulations) for the system going extinct (Ext) follows the dynamical prediction very closely

(Fig. 5.4(a)). Detrending using the mean of many simulations produces very good results,
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(a) Detrending using 500 realisations
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(b) Detrending using 4 realisations
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(c) Window linear detrending
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(d) Window Gaussian detrending
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(e) Detrending using LOESS regression
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(f) Detrending using Daubechies wavelets
smoothing
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Figure 5.4: An example of each non-parametric detrending approach. For all
panels, after the data have been detrended, the coefficient of variation is calculated on a
moving centre-window using 500 data points (10% of the time-series). Panels (a) and (b)
detrend using multiple realisations (500 and 4 respectively). Panels (c) and (d) detrend on a
moving window with linear weighting (c) and Gaussian weighting (d). This is demonstrated
for 4 different window sizes and the legend in panel (c), gives the window size as a percentage
of the total time-series and in brackets the respective number of data points. Panels (e)
and (f) demonstrate using a smoothing of the time-series to detrend the time-series, with
LOESS regression (e) and Daubechies wavelet transform (f). The wavelet analysis is shown
for different orders of moments. Model parameters are N = 20, 000, β = 1, γ = 0.2 and
p = 1/500 (see Table 4.2).



5.5. RESULTS FOR THE SINGLE POPULATION MODEL

as does using the mean of only a few simulations (Fig. 5.4(b)). However, the CV is more

robust to less accurate detrending and can still produce reasonable results using windowed

detrending (Fig. 5.4(c, d, e)) and even with low vanishing moments of the wavelet filter

(Fig. 5.4(f)).

5.5.1 ROC curve analysis
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(b) Variance,
detrending using 500
realisations
(Ext vs Fix)

0.0 0.2 0.4 0.6 0.8 1.0
False positive rate

0.0

0.2

0.4

0.6

0.8

1.0

Tr
ue

 p
os

iti
ve

 ra
te

Time (AUC)
390 (0.94)
400 (0.94)
410 (0.93)
420 (0.91)
430 (0.89)
440 (0.84)
450 (0.78)

(c) CV, detrending
using 4 realisations
(Ext vs Fix)
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(d) CV, detrending
using 500 realisations
(Ext vs Fix)
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(e) Variance,
detrending using 4
realisations
(Ext vs NExt)
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(f) Variance,
detrending using 500
realisations
(Ext vs NExt)
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(g) CV, detrending
using 4 realisations
(Ext vs NExt)
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(h) CV, detrending
using 500 realisations
(Ext vs NExt)
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Figure 5.5: ROC curves for simulation detrending. ROC curves calculated using 500
realisations at various timepoints by thresholding Kendall’s τ score for variance ((a), (b),
(e) and (f)) and thresholding Kendall’s τ score for CV ((c), (d), (g) and (h)). Each curve
calculates the statistic on a moving window size of 500 timepoints after detrending using:
(a), (c), (e) and (g) mean values over 4 realisations; (b), (d), (f) and (h) mean values over
500 realisations. ROC curves illustrate the classification errors for correctly identifying
the Ext simulations from the null simulations, where the null simulations are given by Fix
simulations (top row, (a)-(d)) and NExt simulations (bottom row (e)-(h)). The AUC of
each ROC curve is given in the legend.

In the literature ROC curves are often calculated by comparing indicators for sim-

ulations in which R0 is reduced below 1 with those when R0 is constant (e.g. comparing
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Ext simulations with Fix simulations). Since we are considering a scenario in which erad-

ication efforts are underway, but may or may not be successful, we will also compare with

simulations where R0 is initially decreasing, but does not reduce below 1 (e.g. comparing

Ext simulations with NExt simulations).

For each potential EWS, we consider multiple timepoints starting just before the

time at which R0 = 1 and at each timepoint we calculate a ROC curve in the following

way:- we take 500 simulations of Ext and 500 simulations of the null simulations (either

NExt or Fix) and calculate Kendall’s τ score of the indicator for each simulation up to

the given timepoint. For each ROC curve we give the area under the curve (AUC) as an

indication of how generally predictive the indicator is. We use the AUC measure to compare

the performance of the different detrending techniques.

We present ROC curves for the different detrending approaches that we considered

in Fig. 5.2 and 5.4. In particular, for the windowed detrending methods (linear, Gaussian,

LOESS), we take the best window size from our previous analysis – a window size of 5%

of the total number of timepoints (250 timepoints). For detrending using the Daubechies

wavelet smoothing, we use three vanishing moments, which we found to be the most robust.

We find that when classifying Ext simulations from Fix simulations, the variance

(Fig. 5.5 left two columns) generally performs less well than the CV (Fig. 5.5 right two

columns), as expected from the previous sections. Since EWSs are continuously increasing

in Ext simulations for all detrending methods and are flat for Fix simulations, thresholding

Kendall’s τ score is extremely successful, giving a ROC curve that is almost indistinguishable

from the left and top axes (Fig. 5.5 top row). In particular, prior to the critical transition

at time = 400, the Ext simulations can be clearly distinguished from the Fix simulations

for both variance and CV (AUC near 1).

In contrast, when comparing Ext simulations to NExt simulations (Fig. 5.5 bottom

row), the ROC curves are very close to the x = y line, especially before the critical transition

(time ≤ 400), representing very little predictive power of Kendall’s τ in this case. This is

expected up to t = 370, where R0 = 1.3, as the two simulations (Ext and NExt) are governed

by the same dynamics. However, the little predictive power continues until much later past

the critical transition and the AUC only improves for variance (AUC = 0.67, Fig. 5.5(f)) at

time = 430. The predictive power of variance is better than CV when comparing Ext with

NExt simulations.

Although the rate at which CV increases is different after the transition, as NExt

flattens while Ext continues to strictly increase, the Kendall’s τ score for both processes

is near 1, resulting in a poor AUC score. Instead, if the raw values of each indicator are

thresholded at each timepoint rather than Kendall’s τ statistic, the classification power of

CV greatly increases (an AUC of 0.99 at time = 450, see Fig. 5.6) – although it should be
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noted that using the raw indicator values is case-specific. Note if the intention is to certify

when we believe we have passed the critical transition (and so may cease efforts), rather

than to predict when that will happen, these ROC curves suggest that this is only possible

much later past the critical transition. Fortunately, we find that for both CV and variance,

the predictive power is similar when using 4 simulations or 500 simulations to detrend the

data (Fig. 5.5 even columns versus odd columns); suggesting that only a few realisations

are needed to accurately predict the mean value.

(a) Variance, detrending using 500 realisations
(Ext vs NExt)
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(b) CV, detrending using 500 realisations
(Ext vs NExt)
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Figure 5.6: ROC curves using indicator values. ROC curves calculated using 500 real-
isations at various timepoints by thresholding the raw indicator values for (a) variance and
(b) CV. Each curve calculates the statistic on a moving window size of 500 timepoints after
detrending using 500 realisations. ROC curves illustrate the classification errors for cor-
rectly identifying the Ext simulations from the null simulations, where the null simulations
are given by NExt simulations.

Without the availability of repeated realisations, we consider four other detrend-

ing approaches, as discussed earlier. The classification performance of all these detrending

approaches is lower than using realisation detrending when distinguishing with Fix simula-

tions (Fig. 5.7 top row). In particular, the AUC is reduced to around 0.7 (previously 0.99

Fig. 5.5(a)) for the windowed detrending approaches (Fig. 5.7(a-c)); while wavelet smooth-

ing is the best alternative detrending approach, with an AUC of 0.95 (Fig. 5.7(d)). However,

the windowed detrending methods result in the most promising ROC curves, when classi-

fying NExt simulations (Fig. 5.7 bottom row), even though the variance curves of NExt
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are furthest from the analytical predictions for windowed detrending, see Fig. 5.8(b-d). Al-

though the Ext and NExt curves are closer together for windowed detrending (solid red

and blue lines in Fig. 5.8(b-d)), the shaded areas are more separated. Thus, the AUC score

outperforms the realisation detrending closer to the critical transition, such as achieving

an AUC of 0.69 for linear detrending at time t = 400 compared to an AUC of 0.52 for

realisation detrending.

(a) Linear window
(Ext vs Fix)
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(b) Gaussian window
(Ext vs Fix)
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(c) LOESS regression
on a window
(Ext vs Fix)
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(d) Daubechies wavelet
smoothing
(Ext vs Fix)
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(e) Linear window
(Ext vs NExt)
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(f) Gaussian window
(Ext vs NExt)
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(g) LOESS regression
on a window
(Ext vs NExt)
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(h) Daubechies wavelet
smoothing
(Ext vs NExt)
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Figure 5.7: Variance ROC curves for window and regression detrending. ROC
curves calculated using 500 realisations at various timepoints by thresholding Kendall’s τ
score for variance. Each curve calculates the statistic on a moving window size of 500
timepoints after detrending using: (a) linear window, (b) Gaussian window, (c) LOESS
window regression and (d) Daubechies wavelet transform. Windowed detrending was im-
plemented using a window size of 5% of the total number of timepoints (250 timepoints).
The third vanishing moment is taken for Daubechies wavelet smoothing. Each ROC curve
is calculated as described in Fig. 5.5.
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(a) Variance, detrending using 500 realisations
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(b) Variance, detrending using a linear window
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(c) Variance, detrending using LOESS
regression on a window
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(d) Variance, detrending using a Daubechies
wavelet transform
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Figure 5.8: Comparing predictions to simulations for variance. Detrending: (a) over
500 realisations; (b) over a linear moving window using 5% of timepoints; (c) using LOESS
regression over a window of 5% of timepoints and (d) using Daubechies wavelet transform
with three vanishing moments. Each panel shows: dynamic predictions for Ext (purple
line) and NExt (orange line); simulations of the model going extinct (Ext, blue line) and
simulations of the model not going extinct (NExt, red line). For repeated simulations each
line is the mean value obtained over 500 simulations and the shaded area represents one
standard deviation about the mean. Model parameters are N = 20, 000, β = 1, γ = 0.2
and p = 1/500 (see Table 4.2).
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5.6 Metapopulations

The success from detrending using the mean of even a small number of simulations suggests

that detrending using the mean of a number of weakly coupled populations may prove

fruitful. In epidemiology this is referred to as a metapopulation model; a metapopulation is

a network of interacting populations where the infection dynamics are influenced by events

within populations and by spatial processes between connected populations [117, 175, 181].

We present the use of a frequency-dependent lattice structure, in which the population is

subdivided into M2 subpopulations with coupling between neighbouring subpopulations.

Subpopulations are a simple way to incorporate spatial heterogeneity into a mathematical

model. In the real-world these subpopulations could correspond to data aggregated from

different resolutions such as district, county or household level.

We consider a migration model, where subpopulations that are adjacent may swap

individuals as shown in Table 5.1. The following methods we used to calculate statisti-

cal indicators are widely used in the literature and have previously been used to derive

a metapopulation model with constant transmission rates to capture the frequency and

amplitude for infection dynamics with stochastic oscillations [179, 180].

Event Change in state Transition rates

Infection in population i (Ii)→ (Ii + 1) β (NM−Ii)Ii
NM

Recovery in population i (Ii)→ (Ii − 1) γIi

Movement between individuals Ii and Sj (Ii, Ij)→ (Ii − 1, Ij + 1) ρ
Ii(NM−Ij)

NM
in adjacent populations where i, j are adjacent, otherwise 0

Table 5.1: Migration Model: Transition rates leaving from states Ii, i ∈ 1, ...,M2, where
NM = N

M2 is the size of each metapopulation.

We formulate a continuous time stochastic model for the M2 subpopulations, where

the total population size (N) was taken to be 20, 000 and we divide this equally (depending

on the number of subpopulations M2) assuming that the size of each subpopulation, NM , is

the same. Individuals within a subpopulation mix homogeneously and infection dynamics

follow the SIS process. Furthermore, we assume that the disease dynamics are the same in

all subpopulations. This model is not intended to represent any specific disease, but instead

allows us to develop our techniques on an analytically tractable system. The deterministic

set of ODEs which describe the mean-field behaviour, φi(t) = 〈Ii〉
n , are given by,

dφi
dt

= βφi(1− φi)− γφi. (5.1)
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Weak coupling is included between subpopulations, such that individuals in neigh-

bouring subpopulations can move between them at a rate ρ. To conserve the total number

of individuals in each subpopulation, we enforce the zero sum rule, resulting in individuals

in neighbouring populations swapping (entering a population occurs at the same time as

leaving). The general master equation for M2 subpopulations, P ({Ii, i ∈ [1,M2]}, t), is the

probability observing I infectives at time t and depends on the number of neighbours, Ni, of

each subpopulation i where the degree of each subpopulation i (total number of neighbours)

is given by di,

dP ({Ii, i ∈ [1,M2]})
dt

=

M2∑
i=1

((E−1
Ii
− 1)T (Ii + 1, ...|Ii, ...)P (..., t) (5.2)

+ (EIi − 1)T (Ii − 1, ...|Ii, ...)P (..., t))

+

M2∑
i=1

∑
j∈Ni

(E−1
Ii

EIj − 1)T (Ii + 1, Ij − 1|Ii, Ij)P (..., t),

=
M2∑
i=1

(
(E−1
Ii
− 1)β

(NM − Ii)Ii
NM

P (..., t) + (EIi − 1)γIiP (..., t)

)

+

M2∑
i=1

∑
j∈Ni

(E−1
Ii

EIj − 1)ρ
(NM − Ii)Ij

NM
P (..., t),

where the step operators are defined for each subpopulation i, depending on the correspond-

ing linear noise approximation for each subpopulation, Ii = NMφi +N
1/2
M ζi,

Ei = 1 +N
−1/2
M

∂

∂ζi
+

1

2
N−1
M

∂2

∂ζ2
i

+ ...

E−1
i = 1−N−1/2

M

∂

∂ζi
+

1

2
N−1
M

∂2

∂ζ2
i

+ ...

EiE
−1
j − 1 = N

−1/2
M

(
∂

∂ζi
− ∂

∂ζj

)
+
N−1
M

2

(
∂

∂ζi
− ∂

∂ζj

)2

+ ...

Similarly to the single population SIS model (see Chapter 2.3.2), we can define a new

probability distribution function Π by P ({Ii, i ∈ [1,M2]}, t) = Π({ζi, i ∈ [1,M2]}, t). The

derivative of the probability distribution function with respect to t is,

∂P ({Ii, i ∈ [1,M2]}, t)
∂t

=

M2∑
i=1

∂Π

∂ζi

dζi
dt

+
∂Π

∂t
=

M2∑
i=1

−N1/2dφi
dt

∂Π

∂ζi
+
∂Π

∂t
,

and in the limit NM →∞ we arrive at the multivariate FPE,
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∂Π

∂t
=

M2∑
i=1

[β(1− 2ρ)φi + γ] ζi
∂

∂ζi
Π + ρ

diζi − (
∑
j∈Ni

ζj)

 ∂

∂ζi
Π

+
1

2

β(1− φi)φi + γφi + ρ(diφi + (1− φi)
∑
j∈Ni

φj)

 ∂2

∂ζ2
i

Π

− ρφi
∑
j∈Ni

(1− φj)
∂2

∂ζi∂ζj
Π

 ,

which can be fully described in terms of matrices A and B (the drift and diffusion matrices),

Migration Model

Aii = −(β(2φ− 1) + γ + diρ),

Aij = ρ, if i and j are adjacent,

Bii = (β + 2ρdi)φ(1− φ) + γφ,

Bij = −2ρφ(1− φ), if i and j are adjacent.

(5.3a)

(5.3b)

(5.3c)

(5.3d)

Entries in matrices A and B depend on the degree, di, of subpopulation i. For example,

subpopulations in the corners of the lattice will have degree two (d = 2) compared to nodes

in the centre of the lattice which will have degree four (d = 4). For simplicity we assume that

φi = φ, implying that the mean-field behaviour is the same for all populations, regardless

of degree (true for identical initial conditions).

The covariance matrix Θ, given by,

∂tΘ = AΘ + ΘAT +B, (5.4)

may be solved numerically over time, or analytically at steady state. Solving at steady

state before substituting in a time-varying value for β allows for an analytical solution at

the cost of assuming that the system is at steady state for each value of β. This becomes

progressively less accurate as we approach the critical transition, as the time to reach the

steady state increases. For four populations the steady state solution gives,

v(t) =
γ
(
2ρ2(4β − 3γ) + 2ρ(γ − 3β)(γ − β) + β(β − γ)2

)
β2(β − γ + 2ρ)(β − γ + 4ρ)

, (5.5)

and for 9 populations this depends on the degree of the node (i.e. how many other popula-

tions that population is connected to). Taking a weighted sum across these populations we
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obtain,

v(t) = γ2(β(t)−γ)
β(t)2

(
2

β(t)−γ+ρ + 1
β(t)−γ+2ρ + 2

β(t)−γ+3ρ + 2
β(t)−γ+4ρ + 1

β(t)−γ+6ρ

)
+ 9γ

β(t) −
8γ2

β(t)2
.

(5.6)

5.6.1 Spatially detrending simulations

From the success of simulation detrending using only four realisations of exactly the same

system, we investigate detrending simulations spatially by subtracting the mean infec-

tious behaviour over multiple connected subpopulations (4 and 9 subpopulations, given

in Fig. 5.9). We propose this detrending method with the aim that it is applicable with

real-world epidemiological data that have been collected spatially, where one might observe

disease elimination in neighbouring subpopulations. Unlike a window detrending technique,

this approach does not require any hyperparamaters (e.g the bandwidth for Gaussian de-

trending) to be inputted. Neither does it require a suitable window size to be selected;

however, it assumes spatial ergodicity, i.e. all subpopulations are similar. In this chapter,

we consider a spatially structured system whereby each subpopulation approaches disease

elimination from endemicity. We do not consider the impact of spatial synchrony or phase-

lag between the fluctuations in the number of infected individuals in each subpopulation,

which can arise when the subpopulations are strongly coupled or when there is some waning

immunity [179]. Fig. 5.1(b) presents a graphical figure demonstrating how we calculate the

indicators with spatial detrending. This calculation is comparable with the “spatial vari-

ance” statistic that has been explored previously for ecological systems [96, 121]. However,

it should be noted that spatial detrending uses the metapopulation framework to remove

the mean behaviour such that many other potential indicators could be implemented on

the detrended time-series, not just the variance.

5.6.2 Results for the metapopulation model

We wish to compare our two analytical predictions (varying and at steady state) with simu-

lated data. From these data we may calculate different statistics (summarised in Fig. 5.1(b))

and discussed in more detail below. In the following we use the same total population size

as before (N = 20, 000) and divide this total population into M2 subpopulations. In each

figure, the purple line is the analytical prediction obtained by numerically solving Eqn. 5.4;

the green line is the steady state variance obtained by solving Eqn. 5.5 and 5.6; the red

line is the simulation when infection begins to plateau rather than go extinct at R0 = 1.3

(NExt); the blue line is the simulation when infection goes to elimination (Ext).
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(a) 4 populations - variance, detrending
using the mean of the subpopulations
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(b) 4 populations - CV, detrending using
the mean of the subpopulations
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(c) 9 populations - variance, detrending
using the mean of the subpopulations
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(d) 9 populations - CV, detrending using
the mean of the subpopulations
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Figure 5.9: Metapopulation (one realisation): comparing predictions to simulations
for (a) and (b) M = 2, over a moving window after detrending using the mean of the
subpopulations (variance in (a) and CV in (b)); (c) and (d) M = 3, over a moving window
after detrending using the mean of the subpopulations (variance in (c) and CV in (d)).
Time-series figures show: simulation of NExt (red line); simulation of Ext (blue line);
dynamic predictions (purple line); steady state predictions (green line). For the simulations
the solid line is the mean value obtained over all subpopulations (top row M = 2 and
bottom row M = 3) and the shaded area shows the projections for all subpopulations in a
single realisation. Model parameters are N = 20, 000, β = 1, γ = 0.2 and p = 1/500 (see
Table 4.2).
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The EWSs are calculated on a moving window for 50×M2 realisations of NExt and

Ext, for M2 subpopulations. As before, we calculate Kendall’s τ score for each realisation

to measure if the increasing trend in the variance and CV is statistically significant. We

evaluate this for our simulations up to a variety of endpoints: t = 390 to t = 450. We

consider different endpoints since the dynamics (and therefore the increasing trend) of

NExt and Ext are the same until R0 = 1.3 at t = 370.

In Fig. 5.9 we calculate the variance (Fig. 5.9(a, c)) and the indicator CV (Fig. 5.9(b,

d)) by detrending the simulated data using the mean of 4 and 9 subpopulations and then

we calculate the EWSs on a moving average of 500 timepoints. This figure was calculated

using only a single set of time-series data (e.g. collected data from M2 neighbouring sub-

populations) with the mean (solid line) taken over all the subpopulations and the shaded

region contains the projections for all subpopulations. With only a single realisation, we

can produce very good results which are comparable to the behaviour of the analytical so-

lution, even when only using four subpopulations. This demonstrates that the linear noise

approximation has worked well in this system.

For four subpopulations we already find significantly better results by detrending

using the mean of the subpopulations (Fig. 5.9(a)) than when using linear windowed de-

trending for a single population (Fig. 5.8(b)). However for a single realisation with only a

few subpopulations, this spatial detrending can be noisy (Fig. 5.9(a)). Our analytical pre-

dictions agree best when calculating the mean variance over the subpopulations (Fig. 5.9(a,

c)). This may approximate the true variance if the subpopulations are not strongly coupled

(i.e. if ρ is not too large). Therefore, an additional moving window time average of the

variance between the different subpopulations can be calculated, which provides a less noisy

signal for small numbers of subpopulations.

Detrending and calculating the statistic over more subpopulations, i.e. when M2 =

9, smooths the signal and improves the correspondence between the simulated statistics and

analytical solution, implying the law of large numbers holds. We see a substantial increase

in both the predicted signal (i.e. the variance increases more as we approach the threshold)

and the correspondence between the simulated statistics and the analytical approximation

(Fig. 5.9(c, d)). This is apparent even when only one simulation is used. Increasing the

number of subpopulations further to M = 5 (i.e. 25 subpopulations), leads to even more

accurate predictions. Analytically, we find that the prominent peak of the variance curve

reduces as ρ is increased. Hence, if subpopulations are strongly coupled, a spatial detrending

method may be less effective and will result in a weaker increasing trend prior to critical

transition.

We evaluated ROC curves for 4 and 9 metapopulations, following a similar analysis
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(a) 4 populations - variance, detrending
using the mean of the subpopulations
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(b) 4 populations - CV, detrending using
the mean of the subpopulations
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(c) 9 populations - variance, detrending
using the mean of the subpopulations
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(d) 9 populations - CV, detrending using
the mean of the subpopulations
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Figure 5.10: Metapopulation: ROC curves calculated over 50 realisations using Kendall’s
τ rank correlation coefficient for the time-series up to various timepoints. Each curve
calculates the statistic (variance, left column and CV, right column) on a window size of
500 timepoints after detrending using the mean of M2 subpopulations: M2 = 4 (a),(b) and
M2 = 9 (c), (d).



5.7. CASE STUDY: EMERGENCE OF PERTUSSIS IN THE USA

of the SIS model in Section 5.5.1. We found that using the mean infectives over all sub-

populations (i.e. a method that is achievable with only one realisation, Fig. 5.10) performs

very similarly as detrending the data using 500 realisations (Fig. 5.5) and for larger M (e.g

M2 = 9) it performs slightly better than detrending using 500 realisations.

5.6.2.1 Comparison with different network structures

If we consider different network configurations for M2 = 9 subpopulations (see Fig. 5.11(a-

c)), such as the:

• Star Network: One highly connected subpopulation (degree 8) and all other subpop-

ulations are unconnected (degree 1). This network could be thought of as a simplistic

population whereby the city is connected to all villages, but villages are not connected

to each other.

• Small World Network with rewiring: The average degree in the network is 4,

whereby each subpopulation is connected to their closest 4 neighbours. Rewiring (set

to probability 0.5) allows for some longer range connections, which may result in some

subpopulations having a larger degree (and others a lower).

• Erdős-Renyi: A random network whereby the probability that each subpopulation

pair is connected is independent of all other pairs of subpopulations (shown here with

p = 0.5). This network can result in subpopulations which are totally unconnected

to the rest of the population.

We find that even for non-symmetric metapopulations, spatially detrending by taking the

mean over all subpopulations produces time-series results of the variance and CV (see

Fig. 5.11(d-f)) which are closer to the analytical predictions than compared to windowed

detrending. We find that uniform network structures (e.g. the lattice network) and even

highly heterogeneous network structures (such as the star network) or random network

structures (such as the Erdős-Renyi network), can produce accurate predictions and main-

tain a similar predictive power (AUC score) as found when using multiple realisations to

detrend. However, spatial detrending performs best when the variability between subpop-

ulations is low, such as with the Small-world network (with a low rewiring probability) as

this satisfies the spatial ergodicity condition.

5.7 Case Study: emergence of pertussis in the USA

Here we present a demonstration of how EWSs behave for pertussis in the USA between

1992 and 2007. Pertussis is a highly contagious infectious disease, which became preventable
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(a) Star Network
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(e) Small-world Network,
variance
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(f) Erdős-Renyi Network,
variance
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Figure 5.11: Network structures. Metapopulation structures used for spatial detrending:
(a) star network, (b) small-world network with rewiring probability of 0.5 and (c) Erdős-
Renyi network with a 0.5 probability of an edge being created between two nodes. Model
parameters are N = 20, 000, β = 1, γ = 0.2 and p = 1/500 (see Table 4.2).

by vaccine in 1942 and has been a notifiable disease in the US since 1922 [34]. The high

vaccine uptake for pertussis resulted in a 99% reduction in cases between 1934 and 1976

[43]; however, during the 1980s incidence began rising rapidly [174]. Today, pertussis is

considered one of the most poorly controlled vaccine-preventable diseases in the US [35]

and cases in 2012 were the highest recorded since 1955 [43]. Although the US has a high

vaccine uptake (nationally increased from 64.4% to 95.9% between 1979 and 1999 [193]),

communities with higher vaccine exemption rates (contributed by some states permitting

exemption for religious or personal beliefs) recorded higher pertussis rates and between 59%

and 93% of cases occurred in the unvaccinated population during eight of the outbreaks

[159], with large outbreaks occurring in 2004, 2010, 2012 and 2014 [35].

We are interested in whether pertussis outbreaks in the early 21st century can be

identified using EWSs. We analyse the results from EWSs for different US states, and

compare the performance for states which are identified to be near disease emergence with

those which have lower levels of pertussis incidence. For each year in the dataset, we evaluate

which US states are categorised into very-high, high, medium or low-levels of incidence, by

calculating the 90th, 50-90th, 10-50th, below 10th percentiles respectively, from the total
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number of new cases in each state per year as a proportion of the states’ population. Between

1992 and 2007, the states which were above the 90th percentile (very-high-level category)

for the most number of years (out of 16 years) were Vermont (14 years), Massachusetts (10

years), New Hampshire (9 years) and Idaho (9 years) and the states most often below the

10th percentile (low-level category) were Mississippi (12 years), Louisiana (12 years), West

Virginia (7 years) and Georgia (7 years). This dataset has previously been analysed, where

states were classified as either emerging or not, using a one-sided t-test [21]. In particular,

the geographical variations of pertussis burden from both methodologies are in agreement

for very-high-level and low-level of incidence states. We stress that this categorisation of US

states is ignorant of the true status of pertussis in the US, and demonstrates the application

of EWSs under conditions of ignorance and uncertainty. In particular, the method described

here treats each year independently during the classification and does not assign a higher

risk level to states which have multiennial fluctuations in pertussis incidence.

To address how EWSs behave in data-poor settings, where cases may be reported

less frequently, we focus our analysis on the state with the most number of years above

the 90th percentile (Vermont, Fig. 5.12 left column) and the state with the most number

of years below the 10th percentile (Mississippi, Fig. 5.12 right column). Mississippi is one

of two US states (between 1992-2007) which do not allow nonmedical vaccine exemption.

However the estimated vaccine coverage is low in comparison to other states (reports from

2011 to 2018 [33]) and incidence of pertussis has increased recently with sporadic outbreaks

occurring in 2007 and cases rising to a peak in 2014 [139]. In 1996, Vermont reported a

state-wide outbreak of pertussis [36] and another epidemic was declared in 2012.

Fig. 5.12 shows the time changing behaviour of the variance, coefficient of variation

and autocorrelation lag-1 for Vermont and Mississippi (Fig. 5.13 gives the trends for all

eight states in the highest and lowest categories). The vertical red line corresponds to

external information on the year of a state-wide outbreak and is not used in our analysis of

EWSs. Monthly recorded cases of pertussis were detrended using spatial detrending (solid

lines) and Gaussian detrending (dashed lines), where the hyperparameters for Gaussian

detrending were chosen with a window size of 10% of the time-series and the standard-

deviation found using Silverman’s rule of thumb [190]. To calculate the statistics, a moving

average technique was implemented on the detrended data, with a window size of 25% of

the time-series. The inset shows Kendall’s τ score calculated on each EWS over the time

frame [t̄, 2007] for t̄ ∈ [1991, 2003] and Fig. 5.14 shows Kendall’s τ score when calculated

over the entire time period (i.e. when t̄ = 1991) for each state and EWS.

Fig. 5.12(c, e, g) shows that the EWSs and Kendall’s τ results were largely con-
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(g) Autocorrelation lag-1 (Vermont)
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(h) Autocorrelation lag-1 (Mississippi)
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Figure 5.12: Time-series trends of EWSs. EWSs calculated on monthly pertussis inci-
dence data. Left column shows trends for Vermont (highest incidence burden between 1992
and 2007). Right column shows trends for Mississippi (lowest incidence burden between
1992 and 2007). EWSs calculated using spatial detrending are shown by solid lines and
with Gaussian detrending in dashed lines (window size 10% of time-series length (window
size = 70), standard deviation of Gaussian filter calculated using Silverman’s rule of thumb
(std = 4.55, mean over states). EWSs were calculated on detrended time-series using mov-
ing averages (right window) with window size 10% of time-series, data prior to 1991 was cut
off after calculations. Inset shows Kendall’s τ score for each EWS on varying amounts of
data up to 2007. Kendall’s τ at timepoint t is calculated over the window EWS ∈ [t, 2007].
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Figure 5.13: Time-series trends of variance, coefficient of variation and autocor-
relation lag-1. EWSs calculated on monthly pertussis incidence data from US states.
Top row shows time-series trends for four states (Vermont, Massachusetts, New Hampshire,
Idaho) with the highest incidence burden between 1992 and 2007, calculated as the states
with the highest number of years in the top 10% of incidence cases. Bottom row shows time-
series trends for four states (Mississippi, Louisiana, West Virginia, Georgia) with the lowest
incidence burden between 1992 and 2007, calculated as the states with the highest number
of years in the bottom 10% percentile. EWSs are calculated as described in Fig. 5.12.

sistent across detrending types for regions of a very high burden of incidence (also shown

in Fig. 5.14, states labelled “H”), while in regions of low incidence (Fig. 5.12(d, f, h) and

Fig. 5.14 labelled “L”) the results are contrasting between spatial and Gaussian detrending.

Notably, the time evolution of variance in Mississippi (Fig. 5.12(d)) visually increases for

Gaussian and spatial detrending. For spatial detrending this corresponds with a Kendall’s

τ score ≥ 0.75, signifying the increasing trend, but for Gaussian detrending over the same

time period; the score ≈ 0.25 (e.g. constant trend). The overall agreement between spa-

tial and Gaussian detrending for each state is shown in Fig. 5.15. In particular, we find

that variance is the most sensitive to detrending type and autocorrelation lag-1 the least.

Spatial detrending was conducted over all states in continental US (i.e. excluding Alaska

and Hawaii), although we stress that, owing to the geographical unevenness of pertussis,

this does not satisfy the spatial ergodicity condition. In particular, patterns of travelling

waves of pertussis across continental US have been identified [42], implying that the tim-
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Figure 5.14: Kendall’s τ score for variance, coefficient of variation (CoV) and
autocorrelation lag-1 (AC(1)). Kendall’s τ score calculated on EWSs for each state
between 1992 and 2007. A score near 1 indicates an increasing trend in the EWS, while
a score near -1 indicates a decreasing trend. Left column shows EWSs calculated on spa-
tial detrending data, right column shows EWSs calculated on Gaussian detrending data as
described in Fig. 5.12. States labelled “H” indicate the four states of highest incidence (Ver-
mont, Massachusetts, New Hampshire, Idaho); states labelled “L” indicate the four states
with lowest incidence during this period (Mississippi, Louisiana, West Virginia, Georgia).
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ings of each states’ epidemic is lagged. Out-of-phase epidemics may influence the spatial

detrending results, therefore, further work is needed to test a selective-spatial detrending

approach, where US states of similar pertussis or vaccination rates are detrended together.

However, as demonstrated in our simulation study, some of the spatial ergodicity assump-

tions can be relaxed (e.g. the spatial configuration of the metapopulation) without affecting

the performance of the detrending.
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Figure 5.15: Comparison between Kendall’s τ score calculated on spatial detrend-
ing data versus Gaussian detrending. Kendall’s τ score calculated for each state on
time-series data of variance, coefficient of variation (CoV) and autocorrelation lag-1 (AC(1))
between 1992 and 2007. Black dashed line represents when spatial and Gaussian detrending
return the same Kendall’s τ score.

The inset figures (Fig. 5.12) investigate the sensitivity of Kendall’s τ score with

respect to the time frame used. In Fig. 5.12(c) Kendall’s τ score changes from weakly

increasing over the whole time-series of variance to weakly decreasing when just including

the previous four years, reflecting the increasing behaviour of variance from 1995 to 2003,

before it falls. This could lead to misleading conclusions if the interval to calculate Kendall’s

τ score is not chosen carefully. Further studies are needed to understand the sensitivity of

Kendall’s τ score, addressing the performance of EWSs for different detrending types and

different lengths of time-series data available.

To provide a quantitative analysis of how Kendall’s τ score changes when subject

to less frequent reporting, we aggregate the monthly reported data (length 203) into: bi-

monthly (every 2 months, length 101); quarterly (every 3 months, length 67); triannually

(every 4 months, length 50); biannually (every 6 months, length 33); yearly (every 12

months, length 16); biennially (every 2 years, length 8); triennially (every 3 years, length

6) and quinquennially (every 5 years, length 3). For each choice of data aggregation, we

calculate the EWSs with moving average techniques, using window sizes; ranging from 5%
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Figure 5.16: Comparison between Kendall’s τ score for different data aggregation
and window size choice (high incidence setting). Kendall’s τ score is calculated for
Vermont incidence data between 1992 and 2007. The initial extraction was for monthly data
and these heatmaps show how Kendall’s τ score behaves for different time aggregations,
where cases have been summed: monthly, bi-monthly, quarterly, triannually, biannually,
yearly, biennially, triennially and quinquennially. For each time aggregation, the EWS is
calculated after spatial detrending (left column) or Gaussian detrending (right column) with
moving average techniques where the window size depended on the length of the aggregated
time-series.
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Figure 5.17: Heatmaps of Kendall’s τ score for different data aggregation and
window size choice (low incidence setting). Kendall’s τ score is calculated for Mis-
sissippi incidence data between 1992 and 2007. The initial extraction was for monthly data
and these heatmaps show how Kendall’s τ score behaves for different time aggregations,
where cases have been summed: monthly, bi-monthly, quarterly, triannually, biannually,
yearly, biennially, triennially and quinquennially. For each time aggregation, the EWS is
calculated after spatial detrending (left column) or Gaussian detrending (right column) with
moving average techniques where the window size depended on the length of the aggregated
time-series.
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to 75% of the length of the aggregated time-series.

For the higher burden of incidence state, Vermont, Kendall’s τ score is insensitive to

data aggregation for variance and coefficient of variation and insensitive to the detrending

method for all three statistics considered (Fig. 5.16). However, the window size of the mov-

ing average impacts Kendall’s τ score, so that for window sizes between 15% and 55% of the

time-series length the variance increases (Kendall’s τ score near 1), while for window sizes

greater than 55%; variance strongly decreases (Kendall’s τ score near -1). In summary for

Vermont, variance is strongly increasing for most choices of window sizes and aggregation,

coefficient of variation is weakly decreasing and autocorrelation lag-1 has a mixed response

which perhaps can be explained by the stochastic nature of pertussis in Vermont; the former

two indicate characteristics of disease emergence from CSD.

In contrast, all EWSs are sensitive to detrending for Mississippi and detrending can

influence whether the observed trend is increasing or decreasing (Fig. 5.17). However, vari-

ance and coefficient of variation are insensitive to time aggregation and results are consistent

when the window size is between 15% and 55%. No conclusions on the status of pertussis

in Mississippi can be drawn from this analysis, with spatial detrending suggesting that all

EWSs are increasing, perhaps indicating disease elimination — although we would expect

variance to decrease prior to elimination from our conclusions in Chapter 4. However, our

results from Gaussian detrending show that variance is weakly increasing or flat, coefficient

of variation is weakly decreasing or flat and autocorrelation lag-1 is weakly increasing —

which suggests that Mississippi is undergoing disease emergence.

5.8 Discussion

Our results show that detrending is the main cause of the lack of correspondence between

analytical predictions and simulated statistics and not the adoption of moving window

statistics nor the approximation of the discrete system by a continuous variable. The prin-

ciple of using critical slowing down theory to determine indicators of a system’s transition

in the absence of a specific model relies upon the calculated EWSs consistently representing

the increase in relaxation time. Thus it is necessary to determine how to pre-process data

in a way that preserves the relationship to the “true” statistics of the stochastic system.

We demonstrate here that detrending in metapopulation models using the mean of

all subpopulations shows promise as a means of analysing spatially distributed systems.

Even when using only four or nine subpopulations, the simulated results fit the predictions

much better than when using windowed detrending in a single population. We found that

the level of spatially aggregated data is important and the more subdivisions a population

is separated into, the better performance we observe in the statistical indicators. In spite
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of this, we find that windowed detrending can result in a more predictive indicator of

elimination. This is not a contradiction, since our analytical predictions show that the

indicators studied increase close to the transition, but not always as quickly or exactly at the

transition point. Windowed detrending is not as accurate as spatial detrending at preserving

the “true” time-changing behaviour of EWSs. Additionally, we have demonstrated that

popular detrending methods, such as windowed detrending, are sensitive to the window size

used to process the data. By using spatial data for detrending, we can avoid estimating a

suitable window size and for Gaussian detrending, we also avoid estimating the standard

deviation of the Gaussian filter.

The problem of good detrending is not a new one and has been discussed in the

past, particularly with regards to EWSs in climate systems. Dakos et al. remark that good

detrending is essential, since residual trends in the data will produce spurious signals, par-

ticularly in the autocorrelation [58]. The effects of various detrending methods and moving

window sizes is also studied by Lenton et al., who consider linear detrending and Gaus-

sian filtering, as well as detrended fluctuation analysis (DFA) [129]. Both linear detrending

and Gaussian filtering fit a function to the dataset: either a linear function on multiple

smaller windows; or a Gaussian kernel smoothing function across the whole time-series.

The authors determine how successful each method is by applying it to real data in which

a transition occurs at a known point and look for indicators at this point and not before.

While linear detrending is sometimes found to be insufficient, Gaussian filtering or DFA

often give the desired results. The use of real data in this case is both encouraging and

challenging. It is important to be able to show that the theory can work on real data and

will give consistent indicators of known transitions. However it is also difficult to know what

result we are expecting to see, since there is no ‘true’ statistic to compare to. Indeed, we

found during our analysis on the re-emergence of pertussis in the US, Gaussian detrending

and spatially detrending gave significantly different results. This was demonstrated using

Kendall’s τ score and showed that for some detrending methods an EWS might rise and for

others, the signal may decrease. We therefore favour a dual approach: understanding and

analysing our indicators on model systems first, ensuring that our predictions are robust to

the detrending method used, before applying them to real world data in the future.

It is clear from our analysis that it is the detrending of the signal that is the single

biggest barrier to our analysis of potential indicators of threshold changes. While badly

detrended data can still be highly predictive for some indicators (e.g. CV), the difference

from our predictions makes it hard to understand when this will be the case. In addition, the

underlying theory of CSD only applies when considering a properly detrended signal, as can

be seen by our lack of success with badly detrended simulations. If a more reliable method

can be found this may be more applicable without the need to understand each individuals
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system in detail. More work is therefore needed to understand how the detrending method

interacts with the predicted behaviour of the indicators and to develop better detrending

methods that do not distort the statistical properties of the noise.

For epidemiological applications we have demonstrated that using multiple subpop-

ulations in a metapopulation model allows for better detrending and correspondingly better

statistical indicators of a critical transition. This is particularly useful for models of en-

demic diseases and also gives hope for the use of spatial data. However, more work is

required to extend these analyses to more realistic models of current diseases. Firstly, our

assumption that all the metapopulations have identical parameters is clearly unrealistic and

work needs to be done to relax this assumption. Further research is needed to address how

spatial detrending performs when the rate towards elimination is heterogeneous (e.g. some

subpopulations reach elimination at a faster rate than others) and when the assumption of

the uniform constant rate of movement is relaxed. In particular, if infection rates differ for

each subpopulation then consequences of spatial synchrony may apply. Previous theoret-

ical work has demonstrated that subpopulations can be synchronised with a well defined

phase-lag when model parameters vary between locations [179], suggesting that a category

detrending approach which groups in-phase subpopulations could be possible. Additionally,

we assumed that all subpopulations had an equal population size. One potential method to

avoid breaking this condition is to aggregate any data into equally sized populations, rather

than follow district or country boundaries.
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CHAPTER 6

Time-of-detection: detecting

upcoming critical transitions

6.1 Abstract

The real-time application of EWSs has often been overlooked; many studies show the pres-

ence of EWSs but do not detect when the trend becomes significant. Knowing if the signal

can be detected early enough is of critical importance for the applicability of EWSs. De-

tection methods which present this analysis are sparse and are often developed anew for

each individual study. Here, we provide a summary and validation of a range of currently

available detection methods developed from EWSs. We include an additional constraint,

which requires multiple time-series points to satisfy the algorithms’ conditions before a de-

tection of an approaching critical transition can be flagged. We apply this procedure to a

simulated study of an infectious disease system undergoing disease elimination. For each

detection algorithm we select the hyper-parameter which minimises classification errors us-

ing ROC analysis. We consider the effect of time-series length on these results, finding that

all algorithms become less accurate as the amount of data decreases. We compare EWS

detection methods with alternate algorithms found from the change-point analysis litera-

ture and assess the suitability of using change-point analysis to detect abrupt changes in a

system’s steady state.

6.2 Introduction

The implementation of EWSs on empirical data will often use Kendall’s τ statistic to

indicate the presence of a critical transition, researchers have reported that the observed

trend of an EWS matches prior beliefs about when a bifurcation occurred in the system.

However, research addressing when the trend of an EWS became significant, which we refer

to as the “time-of-detection”, is limited. Reporting the time when an EWS gives a notable
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signal of an upcoming bifurcation will allow policy-makers to assess when a disease is close

enough to elimination to die out without further intervention, thus prompting the end of

a control campaign. The more advanced the warning, the more valuable EWSs will be in

practice.

The field of change-point analysis is closely linked to the field of EWSs. Change-point

analysis relates to identifying when the probability distribution of a time-series changes. It

is also known as breakpoint, switchpoint, statistical change detection, disorder detection

or regime switching analysis. Change-point analysis is used to identify when any abrupt

change occurs and provides methods designed to detect the timing of such event(s). The

first work in change-point analysis was in the 1950’s [154, 155], motivated by designing

a method to automatically detect failures for quality control in manufacturing. This is a

classical problem for detecting abrupt changes in the statistical behaviour of an observed

signal, with extensive applications to climate modelling [166], network security [215] and

fraud detection [17]. It is broken into two types of change-point analysis: offline, those which

have all available data and desire accurate detection; and online, for real-time monitoring of

change-points. EWSs attempt to infer a single change point, where the system is undergoing

a bifurcation, using signatures of the CSD phenomenon [58, 182]. Manifestations of CSD

include changes in the variance and the autocorrelation of the fluctuations of time-series

data as the system approaches a critical transition. Moreover, change-point analysis can

detect changes in the variance or correlation, by monitoring the probability distribution

describing the time-series data and predicting the most likely timepoint where the change

occurs. Thus change-point analysis allows us to find when a change in an EWS can be

detected rather than detecting the transition itself.

These two areas, although studying related questions, have little overlap in the

literature. In some cases change-point analysis has been dismissed in the field of EWSs as

it does not offer an advanced detection of a bifurcation [15]. However, the offline approach

still offers the potential for predicting when a system underwent a bifurcation, which many in

the field of EWSs desire. Offline change-point methods can be used to test the performance

of EWS based techniques [95, 178, 202] and can provide an upper limit to the diagnostic

performance expected of a real-time detection method.

The only study which proposes using EWSs within a change-point framework is

Carpenter et al., [29] who implement an online change-point analysis (called Quickest De-

tection) by detecting the statistical signatures of CSD. The Quickest Detection method

calculates the likelihood ratio for each data point and the ratio is updated as each data

point becomes available, this is known as the Shiryaev–Roberts (SR) Procedure [167, 189].

To be implemented it requires the users to specify two probability distributions which de-

scribe the data pre- and post-critical transition, as well as specifying the detection threshold
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[162]. Establishing suitable choices for probability distributions and threshold criterion can

influence the result of the time-of-detection, limiting the generality of the method [29]. Un-

kel et al., [209] reviewed the use of the Shiryaev–Roberts procedure for the early detection

of disease outbreaks. In this work, they were interested in methods which could detect

“outbreaks of concern”, rather than methods which detect when a disease crossed through

the R0 = 1 threshold. In particular, we are interested if similar statistical methods can be

used for the early detection of disease elimination by considering the generalised behaviour

of dynamical systems on the approach to a critical transition.

We compare a simple offline change-point analysis approach using the maximum

likelihood estimation with the Quickest Detection method and with three other methods

found in the EWS literature. We combine knowledge of CSD with change-point analysis, to

find the first time an upcoming bifurcation can be detected, applied to an infectious disease

system approaching elimination. In particular, the three methods we consider for detecting

a critical transition using EWSs are:

1. Exceeding two standard-deviations (known as 2-sigma). Drake and Griffen

[76] proposed that an EWS, or composite of EWSs, is significant if it exceeds its long-

run mean plus two long-run standard-deviations. The time-of-detection is given by

the first time the EWS exceeds this threshold.

2. The time changing p-value score of Kendall’s τ statistic. Harris et al. [102],

evaluate the significance (p-value) of Kendall’s τ score of an EWS by using a boot-

strapping method to create a null distribution. This procedure is applied to increasing

lengths of data segments from the start of the time-series up to the critical transition

and the time-of-detection is inferred from the first time the p-value drops below 0.01.

3. Logistic composite measure. Brett and Rohani [21], consider a weighted sum of

EWSs, where the weights are assigned using logistic regression. This composite mea-

sure is said to be significant if it exceeds a threshold which is identified by minimising

classification errors. The time-of-detection is given by the first time when the logistic

measure exceeds the threshold.

Each method is designed for real-time implementation (e.g. an “online” framework),

where the EWSs are updated as new data are observed and a detection is triggered when the

threshold criteria is exceeded. These three methods explore how to detect an approaching

transition and measure the time-of-detection when the approach to a critical transition

becomes significant. The methods present novel methodology, demonstrated with empirical

studies, where the time of the critical transition was known and thus they could report the

“lead-time” of each EWS. The “lead-time” gives an indication of how early on (prior to the
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transition) a change in the system could be anticipated, quantifying the power of EWSs of

critical transitions.

The unknown specificity of available methods found in the literature could lead

to a high false alarm rate, limiting the potential for integrating EWSs with public health

systems. For disease elimination, it is crucial that features of EWSs are not detected in data

that are not undergoing a bifurcation, as this may lead to disease controls being incorrectly

lifted. Therefore a highly specific method is essential. However, it is not necessary to have

a large lead-time; instead of being used to prevent a critical transition, EWSs could be used

to confirm the path to elimination. In contrast, for disease emergence, it is preferred to

identify all possible cases which could lead to an epidemic or pandemic even if they are

incorrect (i.e. high sensitivity) and ideally a method which gives a large lead-time so that

there is enough time for control measures to be implemented and alter the course of the

disease.

We test each method on the same simulated epidemiological time-series data, for

synthetic data that are: (1) at steady state and unchanging, (2) approaching disease elimi-

nation but levels off just before and (3) undergoing disease elimination. The first two data

types represent two different null datasets, where we do not want to identify a bifurcation,

with the second null dataset being more realistic. The purpose of this study is to validate

each detection method and compare their performance. Some of the methods we consider

were initially presented for climate or ecological data and thus have previously been imple-

mented on large datasets that are rarely available in epidemiology. A key limitation with

informing disease elimination with empirical datasets is to understand how EWSs behave

in data poor settings and address their suitability under these circumstances. Therefore, we

test each method for different lengths of time-series data, to provide quantitative evidence

for which method performs best for varying amounts of data.

The 2-sigma method has been previously adapted by Clements et al., who found

that by monitoring when two consecutive timepoints crossed the threshold (rather than 1),

the frequency of false positive detections significantly decreased from 13% to 7% [47]. We

extend the idea of a consecutive point strategy to all of the online detection methods we

consider. We present a ROC analysis to evaluate the “best” number of consecutive points,

which we define as the number of consecutive points which minimises the classification error.

We validate each method using a single point and measure the increased sensitivity and

specificity when a constraint on the number of consecutive points is considered. Using the

consecutive signal approach, we compare the first time disease elimination can be detected

and the lead-time for each detection method and discuss the suitability of detecting disease

elimination with these methods.
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6.3 Methodology

Below we describe the three EWS based methods in detail, followed by the two change-

point analysis based methods (summarised graphically in Fig. 6.1-6.4). The colours used

in Fig. 6.1-6.4 highlight similarities between the different methods. Red shaded boxes

describe the input of the time-series data; green shaded boxes describe the calculation of a

composition of EWSs (if applicable) and blue shaded boxes present the calculation of the

time-of-detection for each methodology.

6.3.1 Normalised Composite (2-sigma threshold)

Early Warning

Signal

statistic of

observed data

{xt}t∈[1,T ]

Control exists: standardised
mean difference between
EWS of control (xCt ) and
EWS of observed (xOt ).

st =
xC
t −x

O
t

std({xC
i |i∈[1,t]}

⋃
{xO

i |i∈[1,t]})

No control exists: At every
timepoint subtract the long-
run mean of the EWS and
divide by its long-run std

st =
xt−mean({xi}i∈[1,t])

std({xi}i∈[1,t])

For each
EWS i,

Ct =∑
i((−1)1s

(i)
t )

k where k = min({t :

|Ct −mean({Ci}i∈[1,t])|
> 2std({Ci}i∈[1,t])}

Step 1:
Standardisation

Step 2:
Composition

Step 3:
Time-of-detection

Figure 6.1: Flow diagram of the 2-sigma threshold method with the indicator ex-
tension from [48] (step 2, indicator function) – multiply the standardised EWS by -1 if the
indicator is expected to decrease prior to the critical transition.

Drake and Griffen first introduced the idea of anticipating a bifurcation with EWSs

using a detection-based method [76]. They discussed taking a composition of normalised

EWSs and detecting a critical transition when the composition crossed two standard-
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deviations (2σ). The use of this method in the literature was reviewed in Chapter 3.6.1.

The 2-sigma method works by monitoring the long-run mean of a single EWS or a

composition of multiple statistics. If a time-series is not going through a bifurcation, its

value tends to revert to its long-run mean and properties of the time-series are not affected

by the change in time [198]. Conversely, a non-stationary time-series (e.g. a time-series

that is going through a bifurcation) does not tend to return to its long-run mean value and

hence, its mean, variance and covariance will change over time. The 2-sigma method utilises

this property of the long-run mean and defines the time-of-detection as the first timepoint

when the EWS exceeds its long-run mean plus two times its long-run standard deviation.

In order to take the composition of multiple different EWSs, which might have dif-

ferent magnitudes, each EWS is standardised before calculating the sum Ct (Fig. 6.1).

In particular, two different approaches are presented for standardising the time-series, de-

pending on whether a control study exists (which is unlikely for epidemiological data). An

adaptation of the methodology was included in [48] using an indicator function which de-

pends on the time-series trend of each EWS. In this research, taking the negation of EWSs

which are expected to decline prior to the tipping point was found to result in a more

robust method than taking the positive summation of all EWSs [45, 48]. As discussed in

Chapter 4, the time-series trend of EWSs depends on the type of data used and hence it is

important to first analyse each complex system analytically to determine the trend of each

EWS, before applying the indicator adaption.

6.3.2 Changing p-value

A detection method based on significance testing of EWSs has been presented by Harris et

al. [102]. In this work, the performance of EWSs are assessed in relation to their p-value

score and the authors propose calculating a time-series of the changing p-value score for each

EWS. This research highlights the issue of estimating the null distribution (in order to find

the p-value) without access to replications. Here, a bootstrapping technique is proposed

(described in Chapter 2.5.3), which preserves the original features of the observed data and

can be used to create the null distribution. However, as discussed in Chapter 3.6.1, the use

of statistical tests and the misinterpretation of p-values have been previously criticised; and

other approaches have been proposed for estimating the null distribution.

The method in Fig. 6.2 tries to infer if a system is going through a critical transition

using a single EWS, by evaluating the p-value of Kendall’s τ score. As shown before (see

Chapter 4.5.3), Kendall’s τ score of an EWS for data which are going through a critical

transition is close to the extremities of the score (e.g. when calculated on incidence data,

Kendall’s τ score is near 1 for CV and near -1 for variance). This method is conditional
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Figure 6.2: Flow diagram of the changing p-value detection method

on the null hypothesis, which states that there is no statistically significant relationship

between Kendall’s τ score and whether the data are undergoing a bifurcation. The p-value

is the probability of observing a more extreme Kendall’s τ score, conditional on the null

hypothesis being true. For each bootstrapped time-series, Kendall’s τ score is calculated to

create a null distribution of scores, which can be used to evaluate the p-value of Kendall’s

τ score of the observed time-series.

The methodology is implemented on a subsample {xt}t∈[1,m],m < T of the observed

time-series. The length of time-series used to calculate the p-value is increased (i.e. by

increasing m), to create a time-series of p-values, where each p-value is calculated with

more complete information of the entire time-series {xt}t∈[1,T ]. The point at which the

p-value crosses below 0.01, is recorded as the time-of-detection.

6.3.3 Logistic Transform Risk

Clements et al., [50] reviewed the use of multivariate statistics in EWS literature and noted

that a more sophisticated analysis, such as the use of machine learning algorithms with

composite statistics would be an obvious expansion. This was subsequently explored by

Brett and Rohani [21]. They computed a logistic regression of a weighted sum of EWSs,

where the weights were determined using a lasso regression with a cross validation technique.

This method can be implemented on a single EWS or on a composition of multiple

EWSs. A supervised machine learning algorithm is implemented (outlined in the pre-steps
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Figure 6.3: Flow diagram of the logistic transform detection threshold method

in Fig. 6.3) on simulated data to train the algorithm’s parameters. In particular, simula-

tions are run under two scenarios: a fixed system (controlled environment) and a system

undergoing a bifurcation (changing environment). These simulations are then labelled as

controlled and changing; and the logistic transform method can be tested on its ability to

correctly classify the simulations. In particular, for each EWS i, a binary logistic regression

with lasso regression (l1−penalty) is used to get the optimum weights w
(i)
t and the intercept

w0, where the training data are used for refining the weights and training the algorithm.

This assumes that the timepoints for each EWS time-series is an independent data point

and assigns equal importance to all data points when fitting the logistic regression.

A logistic transformation of a weighted composition of EWSs, Dt, is considered and

the time-of-detection is inferred when Dt > c, where c is the detection threshold. The value

of c is also found using a supervised learning technique, by computing the ROC curves and

evaluating the value of c which minimises the false positive rate and maximises the true

positive rate. Once the value of c is chosen during training, it is then used with the observed

data (step 1 to 3 in Fig. 6.3).

We adapt the logistic regression method to use normalised training data rather than

raw data. We find that when testing the logistic transform method with data from different

settings, such as with a lower population size or a smaller initial number of infections,
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the weights are not appropriately scaled for the testing data. Instead, we normalise the

training data using a z-score standardisation of EWSs, equivalent to Drake and Griffen’s

long-run standardisation (see Fig. 6.1). A standardisation of EWSs allows the weights to be

independent of the data scale and greatly improves the generality of the logistic transform

method.

We generate the training dataset using the same SIS dynamics as the test dataset.

While Brett and Rohani implemented their method for disease emergence [21], they demon-

strated that the same weights could be used for the emergence of pertussis, mumps and

even plague. Here, by evaluating the obtained weights with a training dataset which has the

same SIS dynamics as the testing dataset, we are assessing the best predictive performance

of the logistic classifier. We only train the classifier using data of length 100, which assumes

that the weights will be independent of sampling or length of the time-series. Additionally,

we calculate the EWSs using a moving window of 50 timepoints for the training dataset

and 30 for the testing dataset, to reduce overfitting.

Our training data consists of 5,000 simulations of Ext incidence data and 5,000 sim-

ulations of Fix incidence data (described in Chapter 4.4.4). We implement the logistic

method using the EWSs: autocorrelation lag-1; autocovariance; standard deviation; skew-

ness; kurtosis; coefficient of variation and index of dispersion. We reduce the total number

of combinations of these nine EWSs from 511 to 17, by removing combinations of EWSs

where the predicted coefficients are zero and by only considering combinations of EWSs

which achieved an AUC ≥ 0.6 with the training data. The weights of each EWS depend

on the combination of EWSs, but in general the autocovariance and the standard deviation

are negative; while AC(1), skewness, kurtosis and coefficient of variation are positive. The

index of dispersion was the only EWS to sometimes be negative and at other times be pos-

itive. The y-intercept, c, gives the probability (p = 1/(1 + e−c)) that an EWS composition

equalling zero is an Ext simulation and for all composites, we find that c is negative.

6.3.4 Change-point Analysis Methods

6.3.4.1 Maximum Likelihood Estimation

Maximum likelihood estimation (MLE) was first proposed by R. A. Fisher in 1922 [83]; it

is a popular method for approximating unknown parameter values that describe or fit to

some observed data. It works by assigning a likelihood L(Θ|X) distribution, describing the

probability of the parameters of the system being Θ giving the data, X.

The MLE approach can also be used to find the optimal timepoint for when the

probability distribution describing the data changes. Analytically, we have shown that the

fluctuations about the steady state can be described with a Gaussian distribution with a
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mean of zero and a variance; thus we use the Gaussian distribution as the likelihood for

the MLE method. We aim to find the optimal timepoint in the data describing when the

variance of the fluctuations changes. Under this framework, the data prior to change point,

τ , is described by a Gaussian distribution with variance σ2
1 such that xi ∼ N (0, σ2

1) for

i = 1, ..., τ and after the change point the underlying probability distribution has a variance

σ2
2 e.g. xi ∼ N (0, σ2

2) for i = τ+1, ..., T . Our null hypothesis assumes that the two variances

(and distributions) are equal, σ2
1 = σ2

2 and the alternative hypothesis is that a single change

point τ exists such that σ1 6= σ2.

Therefore the null hypothesis (H0) is given by,

log(LH0) = log(ΠT
i=1p(xi|Θ0)),

= −1

2
log(2π)− T log(σ1)−

T∑
i=1

(xi)
2

2σ2
1

,

dim(Θ0) = 1,

and the alternate hypothesis (H1),

log(LH1) = log(ΠT
i=1p(xi|Θ1)),

= −1

2
log(2π)− τ log(σ1)− (T − τ)log(σ2)−

τ∑
i=1

(xi)
2

2σ2
1

−
T∑

i=τ+1

(xi)
2

2σ2
2

,

τ̂ = argmax1≤τ≤T (log(LH1(τ)))

dim(Θ1) = 3.

We require the variance to satisfy σ1 ≥ σ2 ≥ 0 for incidence-type data (e.g. the variance of

the fluctuations is decreasing and positive) and σ2 ≥ σ1 ≥ 0 for prevalence-type data (e.g.

the variance is increasing). Compared to the other detection algorithms we analyse, the

MLE technique is performed on the entire time-series, rather than in real-time. Additionally,

this method does not consider that the variance may be changing gradually and so it is

perhaps more useful for examining if a bifurcation has already occurred in the system,

rather than anticipating a future bifurcation. The change-point detection is based on the

likelihood ratio procedure using model selection penalties. Hypothesis testing is performed

with the likelihood ratio test, D = −2log(
LH0
LH1

(τ̂)) and a penalty criteria, to decide whether

the change-point τ is significant or not. If the null hypothesis is rejected then the value of

τ̂ is accepted. In the hypothesis testing, we compare the likelihood of Θ ∈ Θ0 with Θ ∈ Θ1

and often the model selection criteria depends on the property k = dim(Θ1)−dim(Θ0) = 2.
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Different penalty criteria can be considered to decide where to reject the hypothesis and

usually the null hypothesis is rejected when D > λ, where λ can be defined as:

• No model selection: Accept all, λ = 0,

• Hannan-Quinn information criterion (see [101]): λ = 2klog(log(T )),

• Akaike information criterion (AIC) (see [3]): λ = 2k = 4,

• Wilks’ Theorem (see [218]): At the 5% level, λ = χ2
k(0.95) ≈ 7.38,

• Bayesian information criterion (BIC) (see [186]): λ = klog(T ),

• Modified BIC (MBIC) (see [226]): λ = log(T ) + log(τ) + log(T − τ + 1).

Without model selection, the null hypothesis will always be rejected, thus when implement-

ing the MLE approach on a stationary time-series the percentage of false alarms will be

100%. As λ is increased, the specificity of the algorithm will increase, although the sen-

sitivity could decrease. Hannan-Quinn and the two BIC criteria depend on the length of

the time-series T , and for the lengths we examine, the criteria for Hannan-Quinn is always

lower than AIC (λ < 4). The BIC criteria is sometimes lower than Wilks’ Theorem ( e.g.

at T = 20) and other times greater and the MBIC criteria will always be the greatest unless

the value of τ = 0. An important property of the MLE states that limn→∞E(Θ̂) = Θ,

which implies that as the number of samples are increased, the estimated parameter values

are closer to the truth. Thus, we expect the MLE to be more robust for longer lengths of

time-series data.

6.3.4.2 Quickest Detection

User input distributions

f (pre- bifurcation),

g (post- bifurcation)

and detection threshold

A. Can use MLE as a

pre-processing technique

with simulated data

to find f and g.

Detrend the

observed data

{xt}t∈[1,T ]

For each new data

point xi, calculate

Ri = (1+Ri−1)Λi, where

Λi = g(xi)
f(xi)

, and R0 = 0

k where

k = min({t| Rt > A})

Pre-step 1:
User-input parameters

Step 1:
Update S-R statistic

Step 2:
Time-of-detection

Figure 6.4: Flow diagram of the Quickest Detection method
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Quickest detection is an online approach which assumes that the time-series {x1, x2, ..., xT }
is drawn from a probability distribution f(xi) for observation xi and that after a signal is

detected, the time-series is described by the probability distribution g(xi) (see schematic

6.4). A detection is triggered when the likelihood ratio of g(xi) and f(xi) exceeds the

threshold A. The likelihood ratio, also known as the Shiryaev–Roberts (SR) Procedure (see

[189]), is given by the recursive relation Rn = (1+Rn−1)Λn, R0 = 0, where Λn = g(xn)
f(xn) . Like

the EWS based methods for time-of-detection, the quickest detection method is updated

every time a new data point arrives, making it suitable to be an automated process. The

change point τ , is the first time when Rτ > A.

The quickest detection method requires the user to choose useful distributions for f, g

as well as the value of A. The threshold, A, can be described at the expected number of time

steps to a false positive given a tolerance to false alarms. The method can be sensitive to

the choice of f , g and A. Carpenter et al. [29], suggest fitting a Normal distribution f to the

first 50 timepoints of the time-series and then describing g with a Normal distribution with

a larger mean and variance, chosen from tests on simulated time-series. By implementing

the MLE method first, distributions for f(x) and g(x) can be found using the entire time-

series of a single simulated training dataset and then the quickest detection method can be

tested in real-time on the testing datasets.

6.3.5 Evaluating Detection methods

To compare each method, we assess its ability to detect a signal of an approaching disease

elimination critical transition and examine how early the critical transition can be detected.

We also assess each method’s ability to not detect any critical transition in a disease pro-

cess where a transition is not present. We use the same simulation study of incidence data

from Chapter 4.4.4, involving 500 simulations of the SIS model going through a bifurca-

tion (named Ext), 500 simulations of the SIS model at steady state (named Fix) and 500

simulations of the SIS model which have the same initial dynamics at Ext however do not

reach elimination (named NExt). Model parameters are N = 20, 000, β = 1, γ = 0.2 and

p = 1/500 (see Table 4.2).

We evaluate each detection method using the same testing data of Ext, Fix and

NExt simulations. We sample the original time-series (of length 500) and consider how the

detection methods perform for different lengths of available data. In particular, we consider

four different lengths of time-series: 20 timepoints, 50 timepoints, 100 timepoints and 250

timepoints. The study is designed so that the bifurcation should occur at 80%×length(time-

series) and we measure the lead-time between a detected signal and this timepoint.
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6.3.5.1 Sensitivity, specificity and the power metric

We compare the sensitivity and specificity of each method and between EWSs. The power

metric [158] combines the score of sensitivity and specificity into a single performance mea-

sure and can be used to evaluate the predictive power of each method for each EWS. The

power metric is defined as,

PM(x) = TPR(x)− FPR(x) ∈ [−1, 1],

where x represents a detection method and TPR is the true positive rate (e.g. out of the

500 simulations of Ext, the proportion which detect a critical transition) and FPR is the

false positive rate. A score closest to 1 is the best and a score close to -1 is the worst. Using

the power metric allows us to rank indicators and composition of indicators by maximising

both sensitivity and specificity.

As we are considering two null datasets (Fix and NExt data), we define the false

positive rate (FPR) of Fix simulations as FPR1 and of NExt simulations as FPR2. Simi-

larly, the true negative rate (TNR) is given as TNR1 and TNR2 respectively. To account

for two null datasets, we adjust the power metric giving,

PM(x) = 2TPR(x)− FPR1(x)− FPR2(x) ∈ [−2, 2].

6.3.5.2 Extension: consecutive timepoints

In each method discussed above, the time-of-detection is given by the first timepoint when

the metric considered exceeds the defined threshold. We modify this definition, by taking

the time-of-detection to be the first time when multiple consecutive points are above the

threshold. This constraint removes scenarios when an anomalous timepoint, or isolated

timepoints, are observed above the threshold but the majority lie below. As a system

approaches a critical transition, we expect the number of consecutive points above the

threshold to increase, which would more likely reflect a critical transition. Using multi-

ple consecutive timepoints will also help to highlight denser regions which lie above the

threshold, thus giving a stronger confidence of the lead-time.

A consecutive signal approach has previously been suggested with the 2-sigma com-

posite method and evidence showed that using only two consecutive points is sufficient for

reducing the number of false identifications [45, 47]. However, an analysis on the “best”

number of consecutive points has not been conducted. In particular, the most suitable

number of consecutive points may depend on the length of the time-series; the EWSs con-

sidered; the time-series data available (e.g. incidence or prevalence); the system’s dynamics

(e.g. rate of elimination) and the detection method used.
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We extend the proposal of using multiple consecutive points to examine the best

number of consecutive points, which we find by minimising classification errors for each

detection method. We examine the consecutive signal approach for all methods which use a

threshold: 2-sigma composite, changing p-value, logistic transform and quickest detection.

To minimise classification errors, we present discrete ROC curves for each EWS and find the

hyper-parameter (number of consecutive points) which maximises the power metric from

these curves. We study the ratio of consecutive points of the dataset and whether there is

a general trend in the best number of consecutive points by percentage of the time-series

length. In particular, we consider if any significant issues arise when implementing the

methods on shorter time-series.

6.4 Results

In Fig. 6.5, we demonstrate how the online detection methods (2-sigma, changing p-value,

logistic transform and quickest detection) work for a single time-series. Each detection

method was initially described when a single time-point exceeded the threshold (given by

a single bold marker). In the example shown in Fig. 6.5, all methods result in some false

alarms, whereby the null datasets, Fix and NExt, are shown to trigger a detection (green

and purple bold markers respectively). However, for the Fix data these are sparse (e.g for

the 2-sigma method Fig. 6.5(a)) and for the NExt data these are often in small clusters

(e.g. for the 2-sigma and logistic composite method Fig. 6.5(a,c)). This supports the

use of requiring multiple consecutive points to exceed the threshold, in order to trigger a

detection. For a time-series which is undergoing disease elimination (Ext data, blue line),

the concentration of detected points increases on the approach to the transition, until all

points exceed the threshold. By implementing a consecutive point strategy, it will result

in a later time-of-detection (smaller lead-time), since the earlier detected points (Ext data,

blue) which exceeded the threshold will no longer satisfy the additional consecutive point

threshold. Thus, when determining how many consecutive points are sufficient, there is a

play off between whether a high specificity is necessary or a longer lead-time.

The exception is the changing p-value method, where nearly all 500 simulation sets

exhibited a very high false detection rate with the NExt data (Fig. 6.5(b)). This method uses

Kendall’s τ score and previously, we discussed the poor predictive power when classifying

Ext simulations from NExt simulations using Kendall’s τ score (see Chapter 5.5.1). In

some cases, we find that when implementing the changing p-value method, the NExt data

exceeded the threshold earlier and with more dense regions of detected points than the Ext

data.
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(d) Quickest Detection
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Figure 6.5: Comparison of detection methods: For an incidence time-series of length
100, each detection method is demonstrated on a single time-series of Ext data (blue line),
Fix data (green line) and NExt data (purple line). The detection method considered:
(a) 2-sigma composite framework: shown for a single EWS (CV), (b) Kendall’s τ p-value
methodology: shown for a single EWS (CV), (c) the logistic composite methodology: shown
for a single weighted EWS (InD) and (d) the quickest detection approach: shown with
σ1 = 34, σ2 = 2.4 and A = log(T ). Each detection method was initially described by
detecting a critical transition when the statistic crosses the relative threshold; this is shown
in these figures using bold markers. Blue markers highlight true classification and green
or purple markers indicate false classification. Model parameters are N = 20, 000, β = 1,
γ = 0.2 and p = 1/500 (see Table 4.2).

Clement et al., [48] recommended the use of two consecutive points with the 2-sigma

method. However, we observe that in this example (Fig. 6.5(a)) a two consecutive point

constraint is not sufficient to remove the isolated cluster of falsely detected NExt data

points (purple bold markers). However, a two consecutive point constraint will remove

all the anomalous detection points from the Fix data (green bold markers). Hence, by

implementing the 2-sigma method on a more realistic null dataset of declining incidence,

we find that a stricter number of consecutive points are needed. We propose to implement a

similar consecutive point approach with the other online detection methods (Fig. 6.5(b-d))

136



CHAPTER 6. TIME-OF-DETECTION

and use ROC analysis to find the optimal number of consecutive points.

We expect the power metric to initially increase as the number of consecutive points

increases, as this will reflect a reduction in the number of false positive detected points

without influencing the true positive rate. For a time-series of length 100, we present how

the power metric changes when the number of consecutive points are increased from one

(Fig. 6.6) and in Appendix B, we include the power metric for time-series of length 20, 50

and 250 in Fig. B.1. In Fig. 6.6 and Fig. B.1, we show that in general the performance of

all online detection methods improve with the consecutive points. The quickest detection

method is the best method for maximising the power metric for all time-series lengths and

is the only method to return a reasonable power metric score when a single consecutive

point is used (left most column in Fig. 6.6(a-d)). In general, a suitable detection threshold

A for the quickest detection method can be described as A = log(T ), where T is the length

of the time-series.

Although the quickest detection method performs best when comparing the power

metric, we show that when only the first 80% of the time-series is analysed (i.e. data prior to

the critical transition at t∗ = 80) the power metric drops and the quickest detection method

is no longer suitable (Fig. 6.7(d)). The power metric reduces for all detection methods

when only considering data up to the bifurcation point, however this is the most severe for

the quickest detection. This implies that the time-of-detection for the quickest detection

method is delayed (post bifurcation) for nearly all 500 simulation sets and that the method

is detecting disease elimination rather than when R0 crosses through 1. As such, there is

little lead-time with this method, as it does not provide an early signal of the bifurcation.

In comparison, the 2-sigma method also worsens (although more mildly) suggesting that

the time-of-detection for some simulations occur after the bifurcation point. The logistic

composite is the least impacted, implying that the logistic composite method gives the

largest lead-time. In particular, with the 2-sigma method, we find that the composite

CV+Va has a fairly strong power metric, although it is not as robust as CV (Fig. 6.6(a)),

however when using just 80% of the time-series, CV+Va outperforms the other composites

(Fig. 6.7(a)). This is due to the composite, CV+Va, obtaining the lowest FPR1 score. As,

NExt and Ext data are the same up to t = 74, all composites struggle to minimise FPR2

prior to t = 80 and thus the power metric presented in Fig. 6.7 is driven by the FPR1

score.

The power metric can also be used to identify the worst statistics (score ≤ 0) and

this information can be summarised by measuring the AUC score, as shown in Fig. 6.8. In

Fig. 6.8, we illustrate the AUC describing the classification errors between Ext and Fix data

(lower triangles) and for classification errors between Ext and NExt data (upper triangles).
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Figure 6.6: Power Metric Analysis: For a time-series of length T = 100, the power
metric is calculated as 2TPR−FPR1−FPR2 ∈ [−2, 2] for each statistic. The power metric
results are shown for each online detection method considered: (a) 2-sigma composite, (b)
Kendall’s τ p-value, (c) the logistic composite and (d) the quickest detection approach.
Each detection method was initially described when the number of consecutive points was
one (left column in all panels). Each figure demonstrates how the power metric changes
when a stricter constraint on the number of consecutive points are required to cross the
threshold before the detection is triggered.
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(c) Logistic composite

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29

Number consecutive points

InD

Acov + std + InD

std + CV

std + SK + CV

std + InD

Acov + InD

InD + CV

std + KT + AC(1)

std + KT

CV

std

std + AC(1)

Acov + CV

Acov + KT

Acov + KT + AC(1)

Acov

Acov + AC(1)
2.0

1.5

1.0

0.5

0.0

0.5

1.0

1.5

2.0

Po
we

r m
et

ric

(d) Quickest Detection
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Figure 6.7: Power metric for time-series data up to the bifurcation point. For
a time-series of length 100 and bifurcation occurring at t∗ = 80, the total power metric
(2TPR−FPR1−FPR2), is calculated over the time-series data up to the bifurcation. Re-
sults are shown for each detection method considered: (a, 2-sigma composite); (b, Kendall’s
τ p-value); (c, logistic composite) and (d, quickest detection).
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Figure 6.8: ROC Curve analysis (AUC): For each detection method, ROC curves are
calculated for each EWS by recording the TPR and FPR scores for each constraint on
the number of consecutive points required to exceed the detection threshold. The AUC of
the ROC curve results are shown for: (a, 2-sigma method); (b, Kendall’s τ method); (c,
logistic composite method) and (d, quickest detection method), indicating the predictive
performance of each EWS for different length time-series considered (lengths: 250, 100,
50 and 20). Each heatmap shows the ROC curve analysis for the TPR given by disease
elimination simulations and the FPR given by two different null models. The bottom
triangles show the steady state null model (Fix) and the top triangles show decreasing
incidence null model (NExt).

The AUC is calculated from ROC curves which illustrate how the sensitivity and specificity

changes as the number of consecutive points above the threshold are varied. The “best”

number of consecutive points can be found by selecting the best possible cut-off value from

the ROC curves (i.e. the cut-off value which assigns the ROC curve point in the upper

left corner). We find that combinations of AC(1), De and Va perform poorly for all time-

series lengths with the 2-sigma method (Fig. B.1(a), Fig. 6.8(a)). This is reflected with

an AUC score near 0.5, describing a random classification between Ext simulations and

the null datasets. A similar behaviour is observed when considering AC(1) and De with

the changing p-value method (Fig. 6.8(b)) and combinations of AC(1) and Acov with the

logistic composite method (Fig. 6.8(c)).
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An ideal detection method and EWS, would have a robust AUC score (AUC ≥ 0.75)

using both null datasets. In Fig. 6.8 this would correspond to blue shading in both

the lower and upper triangles, which can be found for the quickest detection method

(Fig. 6.8(d)) for all values of A, except for time-series of length 20, where it only holds

for 2.5 ≤ A ≤ 4.5. Whereas, Kendall’s τ changing p-value is not a suitable method, as

the AUC with NExt simulations is near 0.5 for all EWSs and all time-series lengths. For

the 2-sigma method, the best combination of EWSs is CV which has an AUC score of

(AUCFix, AUCNExt) ≥ (0.99, 0.77) for all time-series lengths. In general, for the logistic

composite method, combinations which contain InD perform well and similarly to the 2-

sigma method std + CV is a suitable combination. The combination InD + Acov provides

the highest AUC score with NExt simulation (AUCFix, AUCNExt) = (0.75, 0.68), although

InD gives the highest combined AUC score (AUCFix, AUCNExt) = (0.92, 0.66) — neither

combination are robust for time-series length 20.

We find the best number of consecutive points for each online detection method and

for each EWS and evaluate this as a percentage of the length of the time-series. This is

summarised across all EWSs for each detection method in Fig. 6.9, where blue markers

correspond to the 2-sigma composite; orange markers to Kendall’s τ p-value; green markers

to the logistic composite and red markers to the quickest detection results. Circular mark-

ers indicate the results from the ROC analysis classifying Ext from Fix simulations and

triangular markers correspond to classifying Ext from NExt simulations. Each figure shows

for each EWS (taken from the x-axis in Fig. 6.8) the best number of consecutive points by

the predictive performance of that indicator, given by the AUC score.

In general, we observe that for quickest detection (red) the best number of consec-

utive points is less than 5% of the time-series and that for both null datasets, quickest

detection achieves an AUC ≥ 0.9 (Fig. 6.9(b-d)) except for a time-series of length 20

(Fig. 6.9(a), 0.55 ≤ AUC ≤ 0.9) – agreeing with Fig. 6.8 and Fig. 6.6. Similarly, for the

2-sigma composite method (blue), there is a clear general trend with the best number of

consecutive points being between 5− 10% of the time-series; however as found in Fig. 6.8,

the AUC score is less concentrated and some compositions perform poorly. For the logistic

method (green) a higher number of consecutive points are optimal, with the general trend

suggesting between 10− 25% of the time-series length. However, some composites perform

best with over 30%. There is not a general trend across time-series lengths for Kendall’s τ

p-value method (orange), with results ranging from 1 − 50%. As such, the biggest disad-

vantage of this method is that a large number of points are required to cross the threshold

in order to minimise the classification errors. This is an impractical constraint and limits

the potential of this method to be used in real-time.
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(b) Time-series length 50
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(c) Time-series length 100
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(d) Time-series length 250
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Figure 6.9: Number of consecutive points: For each detection method, the “best”
number of consecutive points are found from the ROC curves by selecting the number
of consecutive points which minimises the classification error. Each scatter plot shows
the best number of consecutive points as a percentage of the time-series length for each
null dataset: triangular markers show NExt results and circular markers show Fix results.
Results are shown for time-series of length (a) 20, (b) 50, (c) 100 and (d) 250 and for each
online detection method: 2-sigma (blue); Kendall’s τ p-value (orange); logistic (green) and
quickest detection (red).
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We consider the EWS (or composite of EWSs) which achieves the highest AUC

for each method and compute the time-of-detection of each simulation set. We evaluate

the first time-of-detection using the consecutive points strategy, where we use the best

number of consecutive points for each EWS which we found during the ROC analysis.

In particular, we examine the CV using 12 consecutive points with the 2-sigma method;

the CV using 5 consecutive points with Kendall’s τ p-value method; the InD using 21

consecutive points with the logistic composite method and the quickest detection method

with A = log(100) ≈ 4.5 using 6 consecutive points. Additionally, we implemented the

MLE method, which is a retrospective method and cannot be considered in real-time.

We find that with the 2-sigma method, the time-of-detection is on average just

after the critical transition (no lead-time), with a mean time-of-detection of 82.2 for the

Ext simulations (blue distribution Fig. 6.10(a)). As we consider a 12 consecutive point

strategy, the points above the threshold begin on average at 70.22, thus, if a less strict

constraint is used, the time-of-detection will on average be before the critical transition.

There are few false detections with the steady state data (8 out of 500, shown in the

green distribution) and 107 simulations of NExt data returned a false detection (purple

distribution). The false positive rate found with the 2-sigma method is much lower than

the high number of false positives returned with the other EWS based methods: Kendall’s τ

p-value approach (Fig. 6.10(b)) and logistic composite (Fig. 6.10(c)). Although, the logistic

method has a fairly predictive performance when tested on the Fix dataset (FPR1 = 0.214),

it is worse when tested with the NExt data (FPR2 = 0.672, correctly classifying only

164 simulations). Even so, it does not perform as poorly as Kendall’s τ p-value method,

which cannot distinguish the NExt simulations from the Ext simulations (Fig. 6.10(b)); this

approach detected disease elimination in 496 (out of 500) NExt simulations and 497 (out of

500) Ext simulations.

The shape of the distribution of detection times is wider for Kendall’s τ p-value

and the logistic composite compared to the 2-sigma method; where a narrower distribu-

tion suggests a higher confidence in the returned time-of-detection. However, the logistic

composite method has a higher sensitivity (blue distribution Fig. 6.10(c)) and the mean

time-of-detection is before the critical transition (mean 79 with a lead-time of 1 timestep).

This implies that the Ext simulations started to cross the threshold on average at t = 58

(lead-time of 22 timesteps). This slight lead-time (with constraint) agrees with our findings

in Fig. 6.7(c) where the power metric reduces for InD when only considering the time-series

up to the bifurcation. However, for other indicators such as the combination of standard

deviation, skewness and CV, the power metric did not decrease and therefore will have a

larger lead-time and may be preferred.

In contrast, the change-point analysis based methods return a perfect sensitivity
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(score of 1, Fig. 6.10(d,e)) and a near perfect specificity for both null datasets. The MLE

method with the MBIC penalty is given in Fig. 6.10(e), we find that the MBIC penalty

reduces the largest number of false detections compared to the other penalties considered,

shown in Fig. B.2. The higher the penalty criteria, the fewer the number of NExt simulations

incorrectly classified. The quickest detection approach does not return any false detections,

although the time-of-detection with Ext data is on average at t = 95.78. This suggests that

the quickest detection method is detecting disease extinction rather than when R0 crosses

through 1, agreeing with our analysis of the power metric up to the bifurcation (Fig. 6.7).

Further, only 10 out of 500 Ext simulations gave a time-of-detection before the critical

transition for the MLE approach. Although we use change-point analysis to detect when

the variance changes (an EWS detection), both MLE and quickest detection signal after the

bifurcation, indicating that change-point analysis approaches do not give an early warning

of the critical transition.

For the quickest detection method, we define the distributions f and g to be Gaussian

and use a mean of zero (since the data are detrended) with the values of σ1 and σ2 found

using the MLE approach. We estimate σ1 = 34 ≥ 2.4 = σ2 and for this distribution

the results of quickest detection are in Fig. 6.10. However, when implementing the quickest

detection method without using MLE to find the parameters, Carpenter et al. [29] suggested

using the first 50 time-points of the time-series. We consider the variance of the first 25 time-

points for a time-series of length 100 and find the range of estimated σ1’s to be [20.5, 53.4]

(from the 500 simulations of Ext). By taking σ2 to be a reduction of σ1, we show in Fig. 6.11

how the quickest detection method performs for a different distribution. In particular, we

find that for σ1 = 40 and σ2 = 10, the time-of-detection is earlier (nearer to the bifurcation),

although the number of false positives increases.

In Table 6.3 we summarise the results of Fig. 6.10 for each time-of-detection method.

We also present the sensitivity and specificity of each method when performed on time-series

data of length: 20 (Table 6.1); 50 (Table 6.2) and 250 (Table 6.4). In particular, bold font

in all tables indicates a robust score (TPR, TNR1 or TNR2) which is greater or equal

to 0.75. The grey shading indicates that the MLE method is an offline approach, which

should be accounted for in the comparison. Violet shading highlights the detection method

which has the maximum sensitivity and specificity. In particular, we find that the quickest

detection method performs best for all time-series lengths. The blue shading highlights any

other suitable method. We find that the 2-sigma method is the only (non change-point

analysis) approach that is robust for the detection of disease elimination. In particular, we

find that the quickest detection method with different parameter values (Fig. 6.11) has a
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(a) 2-sigma composite
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Time

true positives rate: 0.888
false positives 1 rate: 0.016
false positives 2 rate: 0.214

(b) Kendall’s τ p-value

0 20 40 60 80 100
Time

true positives
rate: 0.994
false positives 1
rate: 0.148
false positives 2
rate: 0.992

(c) Logistic Composite Measure
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false positives 2 rate: 0.672

(d) Quickest Detection
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(e) Maximum Likelihood Estimation with
MBIC penalty
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Figure 6.10: Time-of-detection from simulated data: for Ext data (blue boxplots),
Fix data (green boxplots) and NExt data (purple boxplots). For each 500 simulation sets, a
detection is observed following the threshold criteria of each method: (a) 2-sigma composite
with CV and 12 consecutive points; (b) Kendall’s τ p-value with CV and 5 consecutive
points; (c) logistic composite with InD and 21 consecutive points; (d) quickest detection
with weights obtained from the MLE method, A = log(100) and 6 consecutive points and
(e) MLE with the MBIC penalty criteria. Vertical red dashed line shows the time of the true
bifurcation calculated for disease elimination. Model parameters are N = 20, 000, β = 1,
γ = 0.2 and p = 1/500 (see Table 4.2).



2-sigma
composite

Kendall’s τ
p-value

Logistic
composite

Quickest
Detection MLE

True positive rate
(disease elimination) 0.712 0.218 0.992 0.97 0.968
True negative rate 1

(steady state) 0.846 0.998 0.438 0.808 0.986
True negative rate 2
(declining incidence) 0.746 0.82 0.24 0.77 0.936

Table 6.1: Time-series length 20. Statistic used (number consecutive points used): 2-
sigma, CV (2); Kendall’s τ , CV (10); logistic, InD (3); quickest detection, A = log(20)
(3).

2-sigma
composite

Kendall’s τ
p-value

Logistic
composite

Quickest
Detection MLE

True positive rate
(disease elimination) 0.816 0.426 0.968 0.994 1
True negative rate 1

(steady state) 0.984 0.992 0.71 0.994 0.986
True negative rate 2
(declining incidence) 0.85 0.6 0.366 0.99 0.918

Table 6.2: Time-series length 50. Statistic used (number consecutive points used): 2-
sigma, CV (7); Kendall’s τ , CV (25); logistic, InD (10); quickest detection, A = log(50)
(7).

2-sigma
composite

Kendall’s τ
p-value

Logistic
composite

Quickest
Detection MLE

True positive rate
(disease elimination) 0.888 0.994 0.996 1 1
True negative rate 1

(steady state) 0.984 0.852 0.786 1 1
True negative rate 2
(declining incidence) 0.786 0.008 0.328 1 0.88

Table 6.3: Time-series length 100. Statistic used (number consecutive points used):
2-sigma, CV (12); Kendall’s τ , CV (5); logistic, InD (21); quickest detection, A = log(100)
(13).

2-sigma
composite

Kendall’s τ
p-value

Logistic
composite

Quickest
Detection MLE

True positive rate
(disease elimination) 0.964 0.742 1 1 1
True negative rate 1

(steady state) 0.944 0.782 0.844 1 0.996
True negative rate 2
(declining incidence) 0.53 0.288 0.208 1 0.706

Table 6.4: Time-series length 250. Statistic used (number consecutive points used):
2-sigma, CV (15); Kendall’s τ , CV (74); logistic, InD (49); quickest detection, A = log(250)
(33).
Table Notes: Each table provides the TPR, TNR1 and TNR2 for the most predictive
statistic and number of consecutive points of each detection method. This is demonstrated
for different time lengths: 20 (Table 6.1), 50 (Table 6.2), 100 (Table 6.3) and 250 (Table
6.4). The best performing online method is highlighted in violet, the second best in blue
and the MLE (offline method) is highlighted in grey. A result in bold font has a
classification rate ≥ 0.75.
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0 20 40 60 80 100
Time

true positives rate: 1.0
false positives 1 rate: 0.01
false positives 2 rate: 0.072

Figure 6.11: Quickest detection performance for different distributions f and g.
Find σ2

1 as the variance of the first 25 time-points of a time-series of length 100. For our
500 simulation sets, we find σ1 ∈ [20.5, 53.4]. In this example, we take σ1 = 40 and σ2 = 10
and use a 6 consecutive points constraint, as before. Model parameters are N = 20, 000,
β = 1, γ = 0.2 and p = 1/500 (see Table 4.2).

lower false positive rate than the EWS based methods for long time-series (lengths 100 and

250), however, for shorter time-series the 2-sigma method achieves the highest sensitivity

and specificity. Thus, although the TPR and TNR2 are not robust (≥ 0.75) for the 2-sigma

with time-series of length 20, it is the best performing method when the distributions of the

quickest detection method are changed. However, we do not find the 2-sigma method to be

a suitable approach for long time-series, as the TNR2 is near to 0.5 (false classification for

50% of the simulations).

6.5 Discussion

A challenge of using EWSs to anticipate critical transitions is determining how to infer

when an EWS becomes significant and how to measure how early a critical transition can

be detected before it is reached. In this chapter, we reviewed and validated the use of online

detection algorithms from the EWS literature and assessed whether they can be applied to

an infectious disease system for the detection of disease elimination.

Out of the three EWS based methods which we analysed, two of the methods had not

been previously tested with a controlled environment. Communicating the performance of

each algorithm for a controlled environment is clearly important for minimising the number

of false detections when applying the algorithm in practice. In particular, many of the

EWS based methods demonstrated that disease elimination could be distinguished from
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a disease at the endemic steady state. However, we found that if an algorithm is only

tested on data described by a controlled environment at the steady state it may give a

false impression on the reliability of the method. Here, we showed that it is also possible

to distinguish disease elimination from a system of declining incidence which does not go

through a critical transition. We found that the 2-sigma method was the only EWS based

method which provided a robust classification with this null dataset. In particular, the

specificity of all detection methods were markedly worse when using a more realistic null

dataset. We consistently found that change-point analysis based methods reduced the

false positive rate the most for both null datasets. However, we found that change-point

analysis based approaches did not provide a lead-time of the critical transition. This work

supports the use of change-point analysis to identify when a bifurcation occurred, such as

with historical data, although we suggest that they are inappropriate for the detection of

disease emergence, whereby a large lead-time is necessary.

Sufficiently high resolution time-series data are often lacking in epidemiology, there-

fore we considered how the methods performed for shorter time-series datasets. All online

detection methods worsened when considering shorter time-series, although the change-

point analysis based methods were still robust. However, we found that if different input

distributions were used with the quickest detection approach, the method was no longer

suitable and was outperformed by the 2-sigma method for a time-series of length 20. Thus,

a limitation of the quickest detection method is determining suitable distributions which

describe the detrended data.

We found that the most reliable detections occurred when a consecutive point strat-

egy was included. We demonstrated that by requiring multiple time-series points to be

observed above the detection threshold, the performance of all algorithms greatly improved.

The majority of false detections with the steady state data were sparse isolated points which

crossed the threshold. For the more realistic null dataset, small clusters of points were ob-

served above the threshold. Hence, using a consecutive point strategy would reduce the

false positive rate. In this chapter, we examined the number of consecutive points which

would be optimal to minimise the classification errors. We noted that by including an addi-

tional constraint, the lead-time reduced, as multiple points were required before a detection

was alarmed. We found that for some detection methods, a strategy using over 40% of the

length of the time-series would be recommended as the best number of consecutive points,

thus delaying the first possible time-of-detection by over 40%. Therefore, there is a play off

between whether a high specificity is necessary or a longer lead-time.

The advantage of using a combination of multiple EWSs has previously been dis-

cussed and the 2-sigma method and logistic composite method used a combination of EWSs.

With the 2-sigma method we found that the most reliable indicator was a single indicator
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(CV), although the EWSs which provided the best lead-time were the combination CV +

Va. Similarly, for the logistic method, the most reliable indicator was InD, however again a

combination of EWSs provided an earlier detection. Additionally, InD performed best with

a large number of consecutive points (around 20%) while a combination of EWSs worked

well with fewer consecutive points (around 5%). A potential improvement for the 2-sigma

method would be to include a weighted composition, rather than using an indicator func-

tion. We considered using the weights obtained in the logistic regression with the 2-sigma

composite method, testing 2.244CV - 2.3Va (instead of CV-Va) and our initial findings

showed that the TPR improved from 0.454 to 1 and the TNR1 from 0.872 to 1 (Fig. B.3).

However, the TNR2 decreased significantly from 0.87 to 0.084. Thus, further exploration is

needed to find suitable weights of EWSs, such that the false positive rate with NExt data is

minimised. One potential approach could be to train the logistic classifier using the NExt

null dataset rather than the Fix dataset.

A limitation of the methods investigated here is whether they are truly model-

independent. In particular, for the 2-sigma, Kendall’s τ p-value, quickest detection and

MLE methods we used knowledge of the analytical behaviour of variance. We used a neg-

ative coefficient, right-tailed p-value and a decreasing σ1 ≥ σ2 constraint, respectively, to

inform us that the variance of incidence should decrease on the approach to a critical tran-

sition. Even though, the logistic composite method required a computationally exhaustive

pre-processing element to train the algorithm, it did also obtain a negative coefficient for

the variance, agreeing that the EWS decreases. The aim of EWSs is to provide model-

independent approaches for informing critical transitions. However, due to discrepancies

between systems when implementing these methods, in practice it is necessary to under-

stand the expected behaviour of EWSs first.

This chapter strongly supports the use of a consecutive point strategy as suggested

by Clements et al. [45, 47]. We found that the original two-consecutive point strategy is

insufficient for reducing the false positive rate with a more realistic null dataset. We anal-

ysed the best number of consecutive points which would improve the classification of each

detection method and compared the reliability and lead-time of each detection method. We

demonstrated that the 2-sigma method is the most robust EWS based detection method

and found its strong performance was maintained for different lengths of time-series data.

Further work is needed to address the suitability of the consecutive strategy with the detec-

tion of disease emergence and whether any of the detection methods considered will provide

a sufficient lead-time with a disease emergence system. Finally, considerations for the oper-

ational use of detection algorithms remains an open topic. In particular, integrating EWSs

into a decision theory framework to determine how decision makers should interpret the

detection of a disease transition and assign a cost to a false detection of disease elimination.
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CHAPTER 7

Elimination of gambiense human

African trypanosomiasis in the

Democratic Republic of the Congo

7.1 Abstract

We investigate how EWSs perform for detecting elimination of gambiense human African

trypanosomiasis (gHAT), a vector-borne parasitic disease in West and Central Africa. We

demonstrate how EWSs can be used on reported health-zone-level data for gHAT in the

DRC from 2000-2018. Using EWSs in “real-time” as more data becomes available, we

consider how early the detection of elimination may be identified and compare this result

to model simulations which output the year of elimination of transmission for each health-

zone and the first year the time-varying reproduction number went below one. We consider

regions which are likely to be on target to achieve elimination by 2030 (the World Health

Organization goal) and compare the performance to high-risk regions which are thought to

be behind schedule. An abundance of EWSs have been studied in the literature, however

determining which EWSs will provide an accurate signal of disease elimination, in order

to integrate EWS detection methods within decision-making processes, remains uncertain.

We found that no single indicator was the best performing across all health-zones, however

we identified some indicators which were always ranked in the top 25%, suggesting their

suitability.

7.2 Introduction

Gambiense human African trypanosomiasis (gHAT), also known as sleeping sickness, is a

vector-borne disease transmitted to humans by infected tsetse flies. It is an endemic disease

in 24 countries in West and Central Africa and the highest proportion of cases in the past

150



CHAPTER 7. ELIMINATION OF HAT IN THE DRC

decade (over 70% of global cases) occurred in the Democratic Republic of the Congo (DRC)

[222]. This neglected tropical disease is targeted for global elimination of transmission by

2030 [86, 191] and substantial progress has been made in the past two decades whereby

global cases dropped by 97% between 1998 and 2018 [145]. In particular, fewer than 10,000

cases were reported globally in 2009 and fewer than 1,000 cases in 2018 [86]. It is believed

that transmission has already stopped in some countries (including Sierra Leone and the

Gambia) where no cases have been reported in the past decade [86]. However, people

most exposed to the disease live in rural areas which can be difficult to access, restricting

surveillance and diagnosis [222]. Thus, achieving zero detected cases does not necessarily

mean that elimination of transmission (EOT) has been reached [145].

If left untreated, gHAT can lead to death; however a person can be infected for

months or years without any distinct symptoms of the disease. Achieving EOT may not

result in zero cases immediately due to the slow-progressing nature of the disease, which

can result in the time period between infection and detection being years or even decades

[200]. During the first stage of disease, there can be a high risk of misdiagnosis of gHAT, as

malaria or HIV, if laboratory tests are not performed [126]. Once clear symptoms appear

(such as confusion, disturbance of the sleep cycle and extreme fatigue) the person is often

in the second stage of the disease, where the central nervous system is affected. Treatment

for the second stage of gHAT is highly toxic and can cause serious and fatal side effects

[71]. Thus, control efforts rely primarily on case detection followed by treatment for gHAT.

Although a new oral drug, which is currently being trialled, has the potential to be used for

mass drug administration [71, 111]. Active screening programmes consist of mobile teams

that test the population in high-risk villages for gHAT and the intervention follows as a

test-confirm-treat strategy [145]. Alternatively, passive detection is the self-presentation of

an infected person at a fixed health care facility and recently (estimated to be in the mid-

2000s [109]) passive surveillance has improved at the provincial-level in the DRC [133, 192].

Vector control is an additional strategy to reduce transmission by targeting the tsetse fly

and although successful [195], to date it has only been implemented in a few regions due to

the cost and logistical complexities [145].

On average 2.4 million people are screened every year (average for the period 2000-

2018) [86], although active case finding rarely achieves greater than 70% of a village popu-

lation participating, with studies suggesting that the working adult population are always

underrepresented [141]. The majority of detected cases are found with active screening

(56% of cases in 2016 [85]) with most cases being in stage 1 of the infection (≈ 70% in

2012 [133]). Current guidelines recommend that active screening is stopped after observing

three years of zero detections in a village [225] and mathematical models have been devel-

oped to investigate the necessary number of years of zero detections needed to improve the
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certainty of reaching EOT [31, 67]. More broadly, mathematical models have been used to

assess the effectiveness of different control strategies [157, 169], make projections of gHAT

cases [52, 199], estimate when EOT will be reached for different countries [94, 136] and

inform underlying infection dynamics, such as the risk of animal reservoirs [26, 89, 137].

In particular, the Warwick model is an ODE model of gHAT dynamics, which

has been used extensively to assess the progress towards gHAT elimination in the DRC

[4, 5, 7, 31, 52, 65, 67, 168–172]. The Warwick model is a compartmental model with

humans progressing from being susceptible, exposed to the disease, infected with stage 1,

infected with stage 2 and recovered. The tsetse population are also divided into four com-

partments: teneral (unfed); non-teneral (and un-infectious); exposed and infected flies. The

teneral phenomenon is included in the Warwick model to allow for unfed tsetse to be more

susceptible to the infection than flies which have already consumed their first blood-meal.

Humans can also be partitioned into high and low-risk groups, where the high-risk group

has a higher chance of being exposed to the tsetse fly and additionally the high-risk group

does not participate in active screening. This incorporates the effect that high-risk humans

tend to be adults who work near to tsetse populations during the day, resulting in a higher

probability of transmission and no attendance at active screening events which occur during

the daytime.

In this chapter, we consider the simulation outputs from the Warwick model of

yearly passive detections and active screening cases for health-zones in the former Bandundu

province, DRC. The former Bandundu province has the highest share of all cases between

2000 to 2014 in the DRC (42%) [133], thus it is the region we are most interested in. The

simulation outputs were fitted to the observed active and passive cases for each health-zone

between 2000 and 2016, and were projected until 2050; they have previously been published

by Crump & Huang et al. in [52]. Funk et al. [89], gave one of the first estimates of the

basic reproduction number for gHAT in Cameroon to be 1.1. In 1998, a new diagnostic test

(the CAT test) was introduced and active screening began. Thus it is expected that the

system has moved from R0 near one to R0 < 1. We evaluate the time-varying reproduction

number for each health-zone in the Bandundu province, extending the previous study by

Rock et al. [171], who evaluated the basic reproduction number using the NGM approach

for gHAT in the DRC to be 1.046 (average). This initial estimate was calculated in absence

of active detections and treatment, to simulate dynamics when the disease was assumed

to be at endemic equilibrium [171]. We then examine the first year when the time-varying

reproduction number went below one for each health-zone.

This is not the first time that elimination of gHAT seemed within reach. In 1964,

fewer than 4,500 cases were reported globally [221]. However, surveillance and active screen-

ing events were relaxed after 1953 [66] and by 1970 an epidemic was declared in several
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countries, with an estimated 300,000 people infected in 1995 [225]. Despite recent progress,

there is an ongoing risk of disease resurgence. We assess whether EWSs can be used to

confirm if gHAT is on the path to elimination. We demonstrate how EWSs can be used on

reported health-zone-level data for gHAT in the DRC from 2000-2018 and with the model

projections from 2000-2050. Active cases are a product of incidence and screening efforts,

and can be thought of as a biased point prevalence survey, while the passive case data

are a type of incidence subject to reporting errors. We use the knowledge developed in

Chapter 4 of prevalence and incidence data to understand how EWSs change with active

and passive cases respectively. We consider regions which are likely on target to achieve

elimination by 2030 and compare the performance to high-risk regions which are thought to

be behind schedule. We use the online detection methods which we validated in Chapter 6

to detect the first time a signal gives significant evidence of disease elimination. Finally, we

compare the detection year to the first year when the estimated time-varying reproduction

number went below one and to the model simulations which output the year of elimination

of transmission for each health-zone.

7.3 Methods

7.3.1 The Warwick model

We consider the “model 4” variant of the Warwick model, which treats the human popula-

tion as either low-risk and randomly participating in active screening, or high-risk with no

participation [171]. Animal reservoirs are not included in this model. Here we summarise

the model, which we will use in the following section to calculate the time-varying repro-

duction number. The model is described by Eqn. 7.1, where the human dynamics follow a

SEI1I2R progression with stage 1 infections given by I1 and stage 2 infections given by I2.

Tsetse dynamics follow an SEI framework with initial ecological dynamics of pupal stage

tsetse (PV ) which emerge into teneral tsetse (SV ) and after the first blood-meal will be-

come non-teneral tsetse (GV ) or exposed to the infection. The model structure includes the

pupal stage of tsetse biology to incorporate more biological aspects such as a density depen-

dent mortality, allowing for parasitism and predation on pupae, as well as target-dependent

deaths with feeding [172]. The model as below:
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Humans: i = 1, 2



dSHi
dt = µHNHi + ωHRHi − αmeff fi

SHi
NHi

IV − µHSHi ,
dEHi
dt = αmeff fi

SHi
NHi

IV − (σH + µH)EHi ,

dI1Hi
dt = σHEHi − (ϕH + ηH(Y ) + µH)I1Hi ,

dI2Hi
dt = ϕHI1Hi − (γH(Y ) + µH)I2Hi ,

dRHi
dt = ηH(Y )I1Hi + γH(Y )I2Hi − (ωH + µH)RHi ,

Tsetse



dPV
dt = BVNH − (ξV + PV

K )PV ,

dSV
dt = ξV P(survive pupal stage)PV − αSV − µV SV ,
dGV
dt = αSV − αpV ε(

∑2
i=1 fi

I1Hi+I2Hi
NHi

)GV − µVGV ,
dE1V
dt = αpV (

∑2
i=1 fi

I1Hi+I2Hi
NHi

)(SV + εGV )

−(3σV + µV )E1V ,

dE2V
dt = 3σVE1V − (3σV + µV )E2V ,

dE3V
dt = 3σVE2V − (3σV + µV )E3V ,

dIV
dt = 3σVE3V − µV IV .

(7.1)

Table 7.1: Model variables. Notes: * known as the teneral phenomenon; ** there are
three exposed classes to incorporate a more realistic extrinsic incubation period (gamma-
distributed).

Variable Notation Description

Humans SHi Susceptible

low-risk, i = 1 EHi Exposed
high-risk, i = 2 I1Hi Stage 1 Infection

I2Hi Stage 2 Infection
RHi Recovered

Pupal Tsetse PV Pupal stage

SV Susceptible Adults (teneral)

GV

Following first-blood meal,
reduced susceptibility to the parasite *

E1V , E2V , E3V Extrinsic Incubation period **
IV Infection

There are three exposed classes of tsetse to incorporate a more realistic extrinsic

incubation period (gamma distributed). Table 7.1 summarises the variables found in the

Warwick model. The model parameters are described in Table 7.2 and 7.3. Table 7.2 pro-

vides estimates of the fixed parameters in the model found from the literature, as described
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by Crump & Huang et al. [52]. The vector equations are non-dimensionalised by using the

scaling NH/NV , where NH is the human population and NV is the vector population. This

results in a new non-dimensionalised parameter, named meff = pHNV
NH

, representing the ef-

fective tsetse density and the probability of human infection per single infective bite. Table

7.3 contains parameters which were fitted during Crump & Huang et al. model fitting.

These parameters are fitted for each health-zone in the Bandundu province. In particu-

lar, improved passive detection is included in this model using the logistic functions ηH(Y )

(stage 1) and γH(Y ) (stage 2). By construction, it was assumed that improvements in pas-

sive detections affected both stage 1 and stage 2, resulting in the same year of improvement

(dchange) and speed of improvement (dsteep). For each health-zone, the model outputs 1,000

realisations by sampling the posterior distributions from the fitted parameters (Table 7.3).

Table 7.2: Model fixed parameters. Notes: * the vector equations are non-
dimensionalised using the scalingNH/NV , resulting in a new non-dimensionalised parameter
meff.

Variable Notation Description Value Source

Humans NH Population size in 2015
Fixed for each

health-zone [147]

rNH Population growth rate 0.03 year−1 [52]
µH Natural mortality rate 5.4796× 10−5 days−1 [204]
σH Incubation rate 0.0833days−1 [173]
ϕH Stage 1 to 2 progression rate 0.0019 days−1 [37, 38]
ωH Recovery rate 0.006 days −1 [141]

Tsetse BV Birth rate 0.0505 days−1 [172]

ξV Pupal death rate 0.037 days−1 [172]
K Pupal density dependence = 111.08NH [172]

P(pupating) Probability of pupating 0.75 [52]
µV Tsetse mortality rate 0.03 days −1 [173]
σV Incubation rate 0.034 days −1 [68, 165]
α Bite rate 0.333 days −1 [225]

pV

probability of tsetse infection
per single infective bite 0.065 [173]

ε
Reduced non-teneral susceptibility

factor 0.05 [171]

fH

Proportion of blood-meals
on humans 0.094 [44]

meff Effective vector density* = pHNV
NH

[52]
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Table 7.3: Model fitted parameters (posteriors of fitted parameters for each
health-zone). Notes: * assumes that high risk humans are r-fold more likely to receive
bites; ** assumes that improvements in stage 1 and stage 2 detection share the same mid-
point year and speed of improvement.

Variable Notation Description

Humans s1 = 1, s2 = r Relative bites taken on humans *

k1 Proportion of low-risk people

NHi

Population size in each
risk-class, NH1 = k1NH

fi proportion of tsetse bites take on humans in class i

=
siNHi∑
j sjNHj

ηH

Pre-1998 treatment rate
from stage 1 (days −1)

γH

Pre-1998 treatment rate
from stage 2 (days −1)

ηHamp

Relative improvement in
passive stage 1 detection rate

γHamp

Relative improvement in
passive stage 2 detection rate

δchange**
Midpoint year for passive

improvement

δsteep **

Speed of improvement in

passive detection rate (years−1)
ηH(Y ) Improved passive stage 1 detection rate in year Y

= ηH

(
1 +

ηHamp
1+exp(−dsteep(Y−dchange))

)
γH(Y ) Improved passive stage 2 detection rate in year Y

= γH

(
1 +

γHamp
1+exp(−dsteep(Y−dchange))

)
7.3.2 Next generation matrix (NGM)

As described in Chapter 2.1.1, we can use the NGM approach to calculate the time-varying

reproduction number. The transmission matrix, T, is given by,

T =



αmeff f1
SH1
NH1

0

0

αmeff f2
SH2
NH2

0

0

0 A f1
NH1

A f1
NH1

0 A f2
NH2

A f2
NH2

0 0 0 0

0

0

0



, (7.2)
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where A = pvα(Sv + εGv). In particular, the matrix entries depend on the model output

of the number of susceptible humans: SH1 (low-risk) and SH2 (high-risk), and the number

of susceptible vectors: SV (teneral) and GV (non-teneral), each year.

The transition matrix, Σ, is given by

Σ =

B B

C

 , (7.3)

where B =

−(σH + µH)

σH −(ϕH + µH + ηH(Y ))

ϕH −(γH(Y ) + µH)

 , (7.4)

C =


−(3σV +muV )

3σV −(3σV + µV )

3σV −(3σV + µV )

3σV −µV

 , (7.5)

and the improved passive detection is considered in its formulation. Although coverage of

active screening has increased, it is not directly considered in the NGM. It is indirectly

incorporated by including the model outputs of susceptible individuals each year. Addi-

tionally, if a health-zone has imposed a vector control strategy (such as Yasa Bonga, Table

7.4) then vector control is indirectly included in the NGM using model outputs of SV and

GV . The time-varying reproduction number is given by the spectral radius of the NGM.

7.3.3 Early-warning signals

We calculate EWSs using the observed passive and active cases and the simulation pro-

jections of passive and active cases for 30 of the 52 health-zones in the former Bandundu

province. The analysis of EWSs was deemed to be possible for health-zones with 10 or

more years of active screening events, where each screening event had more than 100 people

in attendance (approximately ≥ 0.1% of the health-zone population). We also analyse the

distance metric, a multivariate time-series constructed from active and passive data, which

is described in Chapter 4.4.3.

We include a spatial detrending approach for pre-processing the time-series data

(outlined in Chapter 5), for both the observed data sets and for the synthetic data produced

by the model. We spatially detrend over the 30 health-zones in the former Bandundu

province and we also consider a localised spatial detrending approach. The localised spatial

detrending uses the current provinces (former Bandundu was divided into three provinces:

Kwilu, Mai Ndombe and Kwango in 2015) and we detrend using the health-zones within
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the current provincial-levels. For an additional test of the spatial detrending technique, we

compare the results with an “incidence category” detrending method, whereby health-zones

are categorised as low, moderate or high risk and health-zones are detrended based upon

these categories. This latter approach is case specific and is not a generalised detrending

strategy.

After detrending, the EWSs are calculated using a rolling right-window average with

a bandwidth of 20% of the time-series length. The online detection methods from Chapter

6 compute the first year when an EWS can be detected and this is considered for active,

passive and distance datasets.

7.3.3.1 Ranking detection methods

After implementing the online detection methods on the model projections (1,000 realisa-

tions for each health-zone), we obtain a distribution of the first year when each EWS was

detected. We compare each distribution to the first year that the estimated R(t) went below

one and to the estimated year of elimination of transmission. The Warwick model outputs

the estimated number of new infections each year, in addition to the detected active and

passive cases. The year of elimination of transmission is calculated by evaluating when the

number of new infections is less than one. Computing when the number of new infections

is less than one suggests that EOT has been achieved; however there is no direct way to

observe EOT from active and passive cases due to imperfect case ascertainment [109].

We assess the suitability of each EWS and online detection method by comparing

the time-of-detection distributions to the model outputs. In particular, we consider an

informative EWS to have:

• Similarity across data types. The distributions for active, passive and distance

data should produce a similar result for the year of detection. We measure the similar-

ity between the distributions of different datasets using Jensen-Shannon Divergence

(JSD). In particular, for the respective distributions,

JSD(P1, P2, P3) = H(

3∑
i=1

πiPi)−
3∑
i=1

πiH(Pi),

where H(P ) is the Shannon entropy of distribution P and πi are the weights assigned

to distribution i. Here we weight all data types equally, such that π = 1/3. If the

three distributions are the same then JSD(P1, P2, P3) = 0 and the potential range is

0 ≤ JSD ≤ log2(3).

• High proportion of realisations detected. For each data type, there are 1,000

realisations. We assign a higher confidence in the result if a large proportion of the
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realisations return a detection. The mean proportion is calculated over all three data

types.

• Compactness of distribution. For each data type, we evaluate how densely com-

pacted the distribution is, favouring distributions with a small interquartile range

(IQR). The mean IQR is calculated over all three data types.

• Difference in the median year of detection of the EWS-based distribution with

either:

1. the median year of elimination of transmission,

2. or the median year the time-varying reproduction number is less than

one,

to be maximal, which will provide a measure of the lead-time of the EWS detection

OR for the absolute difference to be minimal, which will provide a measure of the

closeness. We calculate the mean difference between all three data types.

We test each EWS’s suitability for detecting the year of elimination of transmission or the

first year when R(t) < 1 and we rank the EWSs by their performance subject to these

objectives.

7.4 Results

We consider six health-zones in the former Bandundu province. We compare the perfor-

mance of EWSs for regions that were predicted to have EOT before 2018 (Moanza and Yasa

Bonga in Table 7.4) with regions with a prediction greater than 2030. A summary of the

studied health-zones is given in Table 7.4.

Yasa Bonga is the only health-zone to have begun vector control (in 2015) and has

had the highest levels of active screening (average of 50.9% of the population screened each

year). Moanza has had the fewest number of screening events (17 events) and the lowest

percentage of the population screened (average of 6.7%). However, Moanza is in the lowest

WHO incidence category (less than 1 case per 10,000 people [225]) and the model outputs

suggest that EOT was reached in 2013. Three of the health-zones we consider are said

to be at moderate incidence levels (WHO category; incidence of 1 case per 1,000-10,000

people). While Kwamouth and Bolobo are categorised as high risk (more than 1 new case

per 1,000 people). In general, the WHO incidence category is correlated to the predicted

year of EOT, whereby places with higher incidence are likely to take more time to reach

elimination. The exception is Mosango and Bolobo; Mosango has a moderate incidence,
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Table 7.4: Descriptive summaries of 6 health-zones in the former Bandundu
province. Rows with grey shading indicate descriptors taken from the output of the
Warwick model.

Moanza Mosango Yasa Bonga Bagata Kwamouth Bolobo

Former Province
(current province)

Bandundu
(Kwilu)

Bandundu
(Kwilu)

Bandundu
(Kwilu)

Bandundu
(Kwilu)

Bandundu
(Mai Ndombe)

Bandundu
(Mai Ndombe)

Population (2015) 167,963 121,433 215,453 165,990 127,205 137,103

Area (km2) 3,255 2,644 2,707 5,846 14,744 4,252

Average active
screening (%) 2012-2018

(min, max)
6.7

(0, 9.9)
27.8

(11.6, 57.1)
50.9

(26.9, 85.5)
34.5

(21.0, 44.4)
50.1

(40.0, 60.3)
44.2

(30.6, 55.6)

Number of years screened
(2000-2018) 17 19 19 19 19 19

Average yearly incidence
per 10,000 (2012-2018) 0.23 1.78 4.26 4.4 13.41 15.22

WHO Incidence category Low Moderate Moderate Moderate High High

Current control strategy
Active

Screening
Active

Screening
Vector control

begun 2015
Active

Screening
Active

Screening
Active

Screening

Prob. EOT by 2030 (2040)
with current control strategy 1 0.461 (0.907) 1 0 (0.045) 0 (0.098) 0.91 (0.997)

Predicted number of new cases
detected in 2020 to 2040 < 1 42.71 0 365.61 555.9 33.51

Predicted number deaths
reported (2020-2040) < 1 26 1.75 153 213.21 16.34

Predicted year of EOT
(95% prediction interval)

2013
[2012, 2017.5]

2030
[2023, 2041]

2017
[2016, 2017]

> 2050
[2038, > 2050]

2047
[2035, > 2050]

2024
[2020, 2033]

however the percentage of active screening is low and therefore the prediction interval for the

year of EOT is similar to health-zones with higher levels of incidence. While Bolobo has the

highest incidence level (out of the 6 health-zones) but the probability that EOT is reached

by 2030 is 0.91, which is a greater probability than Mosango, Bagata and Kwamouth.

In Fig. 7.1(a), the time-varying reproduction number is given for the 6 health-zones.

The blue line presents the NGM output using the endemic equilibrium for the vectors, S∗V
andG∗V , and the purple lines give the NGM output using the model to simulate the dynamics

of the susceptible vectors. Using the dynamic model output for the vector population

indirectly takes into account any vector control, as shown for Yasa Bonga. In Fig. 7.1(b),

the distribution for the first time R(t) goes below 1 is shown for each health-zone. For

Yasa Bonga and Bolobo, including the vector dynamics increases the certainty in the year

when R(t) < 1, whilst for the other health-zones it delays the first year when R(t) < 1.

Bolobo is the last health-zone to reach R(t) < 1 and this result is to be expected as Bolobo

is in the high-risk WHO incidence category. However the distribution for Bolobo is more

compact compared to the other high-risk health-zone, Kwamouth. Although Mosango has

a moderate incidence risk, it also attains a wide spread distribution which relates to the

large prediction interval with its predicted year of EOT (Table 7.4).

We also analyse the system without the improvements to passive detections by ap-

plying the pre-1998 treatment rate and we find that although R(t) reduces, it does not drop
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Figure 7.1: Calculating Rt from the NGM. We can calculate the time resolution of
the effective reproduction number (Rt) by evaluating the NGM with the model outputs of
susceptible humans at time t (blue, susceptible vectors taken at endemic steady state) and
susceptible humans and vectors at time t (purple). The distribution of when the effective
reproduction number drops below 1, is shown in the bottom figure (boxplots).

below one (Fig. 7.2 for Moanza). This implies that active screening alone (without improv-

ing passive detections) is not enough and that active screening does not notably contribute

towards the reduction in R(t). However, a combination of active screening and improved

passive detections results in the earliest year when R(t) < 1.

To calculate EWSs we implement a spatial detrending strategy. In Fig. 7.3 and

Fig. 7.4, we examine the suitability of a spatial detrending approach given that this assumes

spatial ergodicity will be satisfied. The population size of each health-zone is approximately

100,000 (DRC division of provinces into health divisions), however Bandundu covers a large

161



7.4. RESULTS

2000 2005 2010 2015
0.65

0.70

0.75

0.80

0.85

0.90

0.95

1.00

Ef
fe

ct
iv

e 
re

pr
od

uc
tio

n 
nu

m
be

r, 
R t

No passive improvements
Passive improvements

Figure 7.2: Calculating Rt without improvements to passive detection. We can
calculate the time resolution of the effective reproduction number for Moanza by evaluating
the NGM with the improvement to passive detection (blue) and with the pre-1998 passive
screening rates (pink). For both calculations we consider the vectors at the endemic steady
state.

geographical area and it may not be the case that we can assume that health-zones in

the north of Bandundu can be detrended with health-zones in the south. We compare

the spatial mean over all health-zones in Bandundu (dashed line) with the observed active

(Fig. 7.3, blue markers) and passive cases (Fig. 7.4, orange markers), and with the model

fits (grey lines within shading represents one standard-deviation). Additionally, we consider

a spatial mean calculated over the current provincial divisions (a smaller geographical area,

shown with dotted lines); the mean over health-zones in the same WHO incidence category

(solid lines) and using a Gaussian smoothing approach (dashed dotted line). In general,

we find that the Gaussian smoothing overfits to the observed data, such as with active

screening data in Yasa Bonga and Bolobo (Fig. 7.3(c, f)), where the Gaussian smoothing

curves closely follow the noisy fluctuations in the observed data. In contrast, the spatial

detrending approaches are very similar to detrending using the WHO categories for both

passive and active cases, although the spatial detrending approach performs less well with

passive data (e.g Kwamouth in Fig. 7.4(e)). This suggests that we can spatially detrend

using the mean over all health-zones in the former Bandundu province for active cases and

we implement a spatial detrending approach for passive cases as well, even though it is less

clear whether the assumptions of spatial detrending hold true.

From our validation study in Chapter 6, we implement a multiple consecutive point

approach when using the online detection algorithms. The majority of the health-zones

reached R(t) < 1 by 2015 (Fig. 7.1(b)) and EOT by 2030 (Table 7.4); thus there are

few time-points to be used with each online detection method (yearly data from 2000).

We therefore consider the best number of consecutive points for a short time-series (e.g.
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Figure 7.3: Detrending active screening cases. Investigating whether the spatial de-
trending assumptions are satisfied by considering the mean proportion of active cases over
all health-zones in the former Bandundu province (dashed lines); over health-zones within
the current provincial borders (dotted lines); over health-zones in the same WHO incidence
categories (solid line) and the mean calculated using a Gaussian smoothing technique with a
bandwidth of 10% and standard-deviation set by Silverman’s rule of thumb (dashed dotted
lines). Each panel also shows the model outputs of active cases (grey shading).

our analysis from Chapter 6 for time-series of length 20) and expect to have a moderate

specificity with our results. We take a 4 point constraint with the logistic method and a 2

point constraint with the 2-sigma method; we do not consider Kendall’s τ p-value method

as this was not found to be robust for disease elimination.

As R(t) reduces below one for all six health-zones and the predicted median year

of EOT is within the time period we consider (2000-2050); our objective is to detect EWS

behaviours for all health-zones within that period. In Fig. 7.5, we present the distributions

for the year an EWS is detected for each of the 1,000 realisations of active cases (blue

distributions), passive cases (orange distributions) and distance data (green distributions)

for Yasa Bonga (Fig. 7.5(a)) and Mosango (Fig. 7.5(b)); all other health-zones are shown

in Appendix Fig. C.1. The corresponding crosses (blue, orange and green, respectively)

identify if a detection was found using the observed time-series dataset only. In each figure,

the background shading groups together detection methods which are from change-point

analysis (pink background), using the 2-sigma detection method (green background) or
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(c) Yasa Bonga
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(d) Bagata
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(e) Kwamouth
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(f) Bolobo
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Figure 7.4: Detrending passive detection cases. Investigating whether the spatial de-
trending assumptions are satisfied by considering the mean proportion of passive cases over
all health-zones in the former Bandundu province (dashed lines); over health-zones within
the current provincial borders (dotted lines); over health-zones in the same WHO incidence
categories (solid line) and the mean calculated using a Gaussian smoothing technique with a
bandwidth of 10% and standard-deviation set by Silverman’s rule of thumb (dashed dotted
lines). Each panel also shows the model outputs of active cases (grey shading).

using the logistic detection algorithm (purple background) and boxplots presented on the

white background show the descriptors from the model output, presenting the year of EOT

for each realisation and the first year the time-varying reproduction number went below

one. The vertical dashed line gives the first possible year a detection can be made; the

factors which cause the initial delay in detection are due to the consecutive point constraint

and the effect of using a moving window method to calculate the EWSs, which requires at

least a certain number of time-points (5%) to be within the window to be able to compute

the statistic. Thus, the EWS based detection methods cannot detect a signal before 2005

with the 2-sigma method or before 2007 with the logistic method.

We find that for health-zones with a predicted year of EOT prior to 2018 (Yasa

Bonga Fig. 7.5(a) and Moanza Fig. C.1(a)), the median year R(t) < 1 was prior to 2010

and the online detection methods returned detections concentrated around 2010-2030. For

Yasa Bonga, the EWSs CV and InD alarmed a detection when using the logistic detection

algorithm with all three observed datasets (crosses) and this detection occurred before the

164



CHAPTER 7. ELIMINATION OF HAT IN THE DRC

(a) Yasa Bonga
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(b) Mosango
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Figure 7.5: Distribution of time-of-detection. For Yasa Bonga and Mosango three
different detection methods are implemented: change-point analysis (pink shading), two-
sigma composition (green shading) and the logistic transform method (purple shading).
Each algorithm is demonstrated with different EWS composites and implemented on active
screening data (blue boxplots), passive detection data (orange boxplots) and the distance
between these two data types (green boxplots). The bottom boxplots (black) give the
distribution of the first year R(t) went below one and the year of elimination of transmission
was reached, outputted from the Warwick model.

predicted EOT. While CV+std only returned a detection when using the observed active

case dataset, the distributions found using the simulated data of CV+std were consistent

for all three datasets and have a narrow interquartile range. In particular, the detections

occurred before EOT was reached. In contrast, for Moanza few EWSs returned a detection

using the simulated active cases; which may be explained by the low levels of active screening

(Table 7.4). The 2-sigma algorithm with CV was the only method to return a detection with

active cases and this distribution overlapped with the year of EOT and with the detection

results when using passive cases. Due to the unpreventable lag in the calculation of EWSs,

no online method could return a detection before R(t) < 1 was reached for Yasa Bonga or

Moanza.

Health-zones which are further away from reaching EOT return EWS based detec-

tions with wider distributions that span multiple decades (e.g. Mosango Fig. 7.5(b)). In

particular, for Mosango, CV + std (logistic) was the only EWS to return a tight cluster of

165



7.4. RESULTS

detections (small interquartile range) with all three datasets and these distributions over-

lapped with the estimated year R(t) < 1 (dynamic vectors). This performance of CV+std

is also seen for Kwamouth (Fig. C.1(d)) and the other EWSs also behave similarly with

Mosango – returning a wide range of detected years. Interestingly, Bolobo (Fig. C.1(b)) is

the last to reach R(t) < 1 and returns very precise detections; whereby all simulations de-

tect the same year (shown by boxplots with equal quartiles). This response can be observed

with multiple EWSs, for both the logistic and 2-sigma algorithms and with the quickest

detection algorithm.

To interpret which online detection is the most informative across health-zones in

Bandundu, we rank the performance of each detection distribution. We consider the in-

terquartile range of the detected distribution; the similarity in response between active,

passive and distance datasets and the number of samples (out of 1,000) which returned a

detection. We examine two potential criteria to assess the success of a detection response,

(i) lead-time before the year of EOT is reached and (ii) closeness to the first year R(t) < 1

is reached. We measure the performance of each EWS based detection with this criteria by

comparing the median year detected with the median year of (i) and (ii).

In Fig. 7.6 we present the highest ranked online detection method for each health-

zone in the former Bandundu province. From our initial examination of the distributions in

Fig. 7.5 and Fig. C.1, we noted that CV + std (logistic) gave an early detection of the year

of EOT across the three datasets. Fig. 7.6 further reinforces this result, as we find that the

CV + std (logistic) was the highest ranked detection method for the majority of the health-

zones in Bandundu. However, some interesting spatial trends suggest that CV (logistic)

is the preferred EWS for health-zones further south in Bandundu. When considering the

performance of the methods for detecting when R(t) < 1, we find a similar spatial pattern

with the only difference in one health-zone (Bandjau) where the recommended EWS changed

from CV + InD (logistic) (dark blue in Fig. 7.6) to CV + Va (2-sigma). Since R(t) went

below one before the first possible detection in some health-zones, we find that the “closest”

detected EWS to R(t) < 1 is the same EWS which provides the best lead-time to EOT and

satisfies the other conditions.

To understand the performance of all online detection methods, we consider the

overall ranking. In particular, a robust detection method could be one that is never the

worst, but is not necessarily the best. In Fig. 7.7, we demonstrate how the different EWS

detection responses are ranked across the six health-zones. Here, the health-zones are

ordered by the predicted year of EOT. An EWS ranked 11 indicates that it provides the

most informative detection. We find that the quickest detection method (purple) is above

the 50th percentile for all health-zones when we consider the lead-time to EOT and R(t),
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Bagata
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Quickest Detection
No model output

Figure 7.6: Highest ranked online detection methods. For all health-zones in Ban-
dundu, the highest ranked online detection method is shaded. To rank the performance of
different metrics, we measure the similarity in distributions between different data types,
the compactness of each distribution and the number of samples which detected a signal.
Finally, we consider the difference in the median of distributions as a measure of lead-time.
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Figure 7.7: Ranking of online detection methods. For 6 health-zones in Bandundu,
the detected years from the online detection methods are compared to (a), the year of
elimination of transmission is reached and (b), the year when R(t) < 1. To rank the
performance of different metrics, we measure the similarity in distributions between different
data types, the compactness of each distribution and the number of samples which detected
a signal. Finally, we consider the difference in the median of distributions for (a) as a
measure of lead-time and the absolute difference in the median of distributions for (b) as a
measure of closeness.
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thus even though it is not the “best” performing metric for five of the health-zones, it is

never the “worst”. Although CV + std is a strong detection candidate (as shown spatially

in Fig. 7.6), the success is not found when considering Bolobo where it is ranked 8th,

implying it is less consistent than the quickest detection method. Conversely, the highest

ranked statistic in Bolobo (CV with 2-sigma method) returns a rank lower than the 25th

percentile in Bagata. Instead, CV (logistic) or CV + Va (2-sigma) could be more suitable

detection candidates as they are ranked mildly and are above the 25th percentile for all 6

health-zones.
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Figure 7.8: Ranking of online detection methods for all health-zones in Ban-
dundu. The calculation of rank for each detection method is given in Fig. 7.7. Diagonal
hatching (white) of the histogram refers to comparing the distributions to the year of EOT.
Dotted bars refers to comparing the distributions to R(t) < 1. The 25th percentile is given
by the dashed vertical line (rank of 5) and the 75th percentile is given by the dotted vertical
line (rank of 9).

In Fig. 7.8, we present histograms of the rank of each online detection method

across all 30 health-zones in Bandundu. These results agree with our findings shown for 6

health-zones. In particular the quickest detection method and CV + std (logistic) are the

highest ranking detection methods across all health-zones and for both lead-time to EOT

and closeness to R(t) < 1 (Fig. 7.8(a, b)). Although the CV (logistic) EWS is not ranked

as highly as CV + std (logistic), it is an effective method for informing the model outputs

of EOT and is above the 25th percentile for all health-zones (Fig. 7.8(c)). In Fig. 7.8(d-f)

we demonstrate some EWS based detections which vary in performance depending on the
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health-zone considered. In particular, CV + Va (2-sigma) is a fairly informative method

for the majority of health-zones (skewed to the right) and performs on average around the

50th percentile. While, CV+InD (logistic) is informative for comparing to R(t) < 1 (dotted

bars) and is poor for comparing to EOT (diagonal hatching). This analysis can also be used

to highlight the lowest ranking EWSs and we find that InD + std (logistic) is the weakest

metric, ranking below the 25th percentile on average (Fig. 7.8(f)).

7.5 Discussion

Here, we considered which online detection methods should be selected to understand the

progress towards the elimination of gHAT. We investigated the time-varying reproduction

number, R(t), and found that the reduction in R(t) primarily came from the improvement

in passive detections. It can be shown that without improvements to passive detections,

R(t) will not be pushed below one, however increasing active screening can reduce the

level of infection low enough such that stochastic extinction is likely. We considered how

R(t) behaves when information on vector dynamics were used and we conclude that it is

better to include the information on the vector dynamics due to the normalisation, NV /NH ,

meaning that the endemic steady state can not be scaled with the population growth of

humans. Overall, we found that the first time R(t) went below one was prior to 2010 for

most health-zones.

As there are only yearly data available at the health-zone level from 2000, the prac-

ticality of using EWSs to detect the approach towards gHAT elimination is unknown. From

our previous work in Chapter 6, we found that ideally we would require at least 50 time-

points in order to make accurate detections. Hence, we applied EWSs to the simulation

outputs from the Warwick model, which produce yearly estimates of passive and active cases

from 2000 to 2050 at the health-zone level. We used simulations from a deterministic model

of gHAT whereby the stochasticity between the simulations was caused by the selection of

model parameters from the posterior distribution. This is not the type of stochasticity which

is assumed in the description of CSD, especially as stochasticity in model parameters will

affect the steady state of each simulation. We assumed that a spatial detrending approach

could be used to find the noise away from the steady state for each health-zone, however

due to the environmental noise in the deterministic simulations, perhaps this assumption

is overreaching. Additionally, although the population size is similar between health-zones

which suggests that the spatial ergodicity assumptions could be held; we demonstrated

that the average number of passive cases over the Bandundu province does not represent

the steady state in all health-zones, implying that there is significant heterogeneity which

could limit the use of spatial detrending. Future studies could investigate the limitation of
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testing EWSs with deterministic simulations and examine whether the recommended EWSs

based from this study agree if stochastic simulations were used instead.

Our aim was to understand if there was a consensus of the best online detection

method for gHAT elimination. We ranked each EWS by assessing key features of the

obtained distribution, which was found by evaluating the first year the EWS was detected for

each realisation. We measured the similarity between the distributions for the different data

types (active, passive and distance); the compactness of each distribution; the proportion

of realisations which returned a detection and how the median year of detection compared

to the median year R(t) < 1 and finally the median year EOT was reached. We found

that some online detection methods gave a wide range of potential years for when an EWS

was detected and there was a broad range of results across the different methods. This

highlights the state of uncertainty in online detection methods, presenting an issue if EWS

based methods are to be used to inform the path to elimination. In particular, if some EWSs

are found to be successful for some health-zones but not others, it leads us to question how

we measure success and whether EWSs can be used in a model-independent framework

or applied to other diseases near to elimination. In general, we found that for health-

zones which are closer to reaching EOT, the distribution of when an EWS was detected

was narrower; however, due to the nature of prioritising active screening events in high-

risk regions, a lower level of active screening and participation is achieved in health-zones

close to elimination and we found that fewer EWSs would detect the approach towards

elimination with active cases.

Across the former Bandundu province, we found CV + std (logistic) to be the highest

ranked EWS, while the quickest detection method was one of the top recommended alterna-

tives. This is in line with our findings in Chapter 6, which considered a synthetic study to

validate EWSs and we concluded that the quickest detection minimised classification errors,

however it provided a delayed detection (post critical transition). We demonstrated that

CV + std performed fairly robustly with the logistic method and was one of the only com-

binations of EWS’s which achieved a high sensitivity (although low specificity) for shorter

time-series. We previously found that the 2-sigma method presented the highest sensitivity

and specificity out of all EWS based detection methods. However, we did not find the

response of CV + Va (2-sigma) for gHAT to meet the objectives as strongly as the logistic

method.

Other studies of EWS’s have shown that there was no single best EWS or method

for identifying a critical transition [30, 56, 57, 59]. Although we found that overall CV +

std (logistic) performed the best; by using a ranking system to compare EWSs, we found

that for some health-zones this indicator ranked in the bottom 25%. This was shown for

Bolobo, where a different EWS and method performed best (CV (2-sigma)). However, a
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ranking system can be used to support evidence for which EWSs are on average better and

can also identify any outliers. Additionally, spatial trends can be examined; in particular we

found that CV + InD (logistic) ranked lower for health-zones which are further away from

reaching EOT and CV (logistic) was the highest ranking EWS for health-zones in south

Bandundu. Interestingly, the health-zones in south Bandundu which ranked CV (logistic)

as the highest, all have a median predicted year of EOT prior to 2018. Further work could

address spatial correlations between which EWSs are recommended and the model outputs.

An additional further study could also consider vote-processing rules to combine the

ranks of EWSs and methods, rather than just taking the overall highest ranking EWS.

This idea has been explored by Probert et al. [163], for the selection of a control inter-

vention during a disease outbreak. They investigated multiple epidemiological models and

ranked different control interventions from each model based upon some objective. Using

an application of electoral vote-processing rules, they combined the rankings of all control

interventions. We could apply electoral vote-processing rules to recommend which EWS

should be selected, such as first-past-the-post (the EWS which is ranked first in the most

health-zones wins); Borda Count (the ranking of each EWS is tallied and the EWS with

the highest overall ranking score wins) or Coombs Method (if an EWS is ranked first for

> 50% of health-zones, then it is selected). In particular, we found in this case-study that

CV + std (logistic) was the preferred outcome for all three vote-processing rules.

For many infectious diseases, mathematical models have not yet been constructed

in order to understand the disease system and thus, it is not possible to apply EWSs to

model outputs. It is therefore vital that we understand which EWSs and methods are

most suitable for identifying disease elimination, so that they can be applied to observed

data only. We applied online detection methods to model simulations of gHAT and to the

observed data. We found that for some EWSs, the detected year in the observed datasets

overlapped with distributions obtained with the model outputs. However, the majority of

EWSs did not achieve a response when applied to the observed data only. We considered

which EWSs and methods provided a reasonable detection of R(t) < 1 and the year of EOT

across the former Bandundu province and highlighted EWSs which performed well for all

health-zones. We have previously shown the poor specificity of some of these methods and

therefore we should be cautious of any false detections. Instead, as EWSs tend to have

a high sensitivity and low specificity they would be more useful for detecting emergent

behaviours of gHAT. In particular, further work could address whether EWSs can be used

to detect signs that passive detection has worsened over time, or to address whether R(t)

has increased above one, after active screening events have stopped.

172



CHAPTER 8

Conclusion

This thesis set out to investigate the potential of using early warning signals (EWSs) to

detect disease elimination before it has been reached by observing trends in time-series data.

Although EWSs have been widely studied in the context of ecology and climate science,

applications in epidemiology have focused on anticipating disease emergent events and in

this thesis we filled a gap in the literature and present the first documented empirical study

of EWSs with a disease approaching elimination. The overarching aim has been to motivate

the use of EWSs for providing evidence that a disease is on the path to elimination and to

develop current methods by investigating their underlying pre-processes and assumptions.

8.1 Summary of thesis

A significant part of this thesis was devoted to analytically deriving the behaviour of EWSs

for systems approaching disease elimination and assessing the suitability of EWSs with

different types of epidemiological data. The behaviour of EWSs when calculated with inci-

dence type data are not well studied and in Chapter 4 we demonstrated some inconsistencies

in EWSs when calculated with incidence data. We derived good estimates for EWSs cal-

culated with incidence data, with a method that is simple to implement and generalise to

other systems. We compared EWSs calculated on incidence data with prevalence data and

compared EWSs prior to disease emergence with disease elimination, finding that not all

EWSs behave the same in every setting. Moreover, we found that variance behaves dif-

ferently when approaching disease elimination compared to disease emergence and thus it

can be used to distinguish between the two transitions. This is particularly valuable for

examining whether a disease near to elimination is at risk of resurgence.

In deriving theoretical approximations for EWSs, we presented a novel data metric

by taking the composition of multiple data sources. This is opposed to previous studies

which have taken the composition of multiple EWSs, whereby each EWS is calculated from

the same data set [21, 48, 76]. We defined the metric using the two most commonly collected

173



8.1. SUMMARY OF THESIS

data types in epidemiology, incidence and prevalence. We found that EWSs calculated on

this new dataset were more predictive before the critical transition than compared to using

a single dataset. In Chapter 7 we demonstrated how to construct our new dataset using

the collected data of gHAT disease in the DRC; applied to active cases and passive cases.

Further, in this study, we investigated a two-fold composition, presenting a composite of

multiple EWSs with our composite dataset. Using multiple streams of data can provide

greater confidence in detections of disease elimination, particularly if there is a strong

consensus across data types. We also derived analytical estimates for EWSs of the rate

of incidence, finding that these EWSs will behave similarly to those studied on prevalence

data. Thus, for diseases where only incidence data are collected, the rate of incidence can

be extracted and offers an additional dataset to make predictions from. However, further

studies are needed to develop suitable methods for the extraction of this data type.

In Chapter 5, we considered the practical elements of implementing EWSs on time-

series data, by assessing the impact of pre-processing techniques on the computation of

EWSs. We contributed towards methodological developments for detrending time-series

data in order to obtain the fluctuations. We found that detrending time-series data was the

main cause for the lack of correspondence between analytical predictions and the computa-

tion of EWSs on simulated data. We found that to preserve the “true” stochasticity in the

time-series data, suitable parameters for window or Gaussian detrending need to be chosen;

thus, these approaches are often case specific and highly sensitive. We found that removing

the mean from just four realisations of the same stochastic process produced EWSs which

aligned with our analytical predictions. This led us to hypothesise that a suitable detrending

approach would be to remove the mean over multiple subpopulations, assuming some level

of spatial ergodicity. We presented a framework for detrending spatially-structured data,

specifically, a detrending method that avoided using any input parameters. Analytically, we

derived a metapopulation model to evaluate the accuracy of our proposed spatial detrending

method and found that the performance in detrending improved when the population was

separated into more subdivisions. Additionally, as the conditions of spatial ergodicity were

eased, we showed that even highly heterogeneous and random network structures could be

used within the spatial-detrending framework to produce accurate predictions and main-

tain the predictive power. In this thesis, we applied our spatial detrending approach to an

empirical dataset of pertussis emergence in the USA (Chapter 5) and to a dataset of gHAT

elimination in the DRC (Chapter 7). Moreover, the general spatial-detrending technique

which we presented could be useful for systems outside the scope of epidemiology.

In Chapter 6 we analysed currently available online detection methods from the

EWS literature and change-point analysis literature. Online detection methods determine

when an EWS can be detected, based on the metric exceeding a detection threshold. We
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considered three methods (Kendall’s τ p-value, logistic method and quickest detection)

which use a constant threshold and one method (2-sigma) which uses a dynamic threshold.

A question of ongoing concern is determining the frequency of false detections, in order

to be suitable for disease elimination applications, it is necessary that elimination is not

detected where it is not present. We addressed this challenge by validating the online

detection methods with two types of data that were not undergoing disease elimination.

In particular, we found that most methods successfully did not detect elimination in data

that were unchanging at the steady state. However, we demonstrated using data that were

declining in incidence but not undergoing elimination, that few methods could distinguish

this dataset from a dataset that underwent disease elimination. This was a tougher test of

these algorithms and our findings present a limitation of using these algorithms in practice.

Ideally, online detection methods should be capable of not detecting a signal in time-series

data that have reduced reporting, which can occur if mass screening events stop or if a

disease is no longer notifiable, given that this type of data may not be bifurcating. We

identified the quickest detection algorithm to be the only approach which achieved a high

specificity score with our more realistic null dataset. The 2-sigma method was the only EWS

based algorithm that returned a mild specificity with this dataset, although this result was

only found with a few statistical indicators.

Prior work by Clements et al. [48] hypothesised that the number of false detections

could be reduced by implementing a consecutive point strategy. We strongly support the use

of a consecutive point strategy, finding that sparse isolated points and clusters were observed

above the threshold for the null datasets, whereas dense increasing regions of points crossed

the threshold in data which was undergoing disease elimination. Furthermore, we were able

to optimise the number of consecutive points which would minimise classification errors and

assess the improvement in the predictive power of online detection algorithms when using

this constraint. Even for just a two consecutive point constraint, we found large differences

in the performance of online detection methods. However, we highlighted the by-product

of the consecutive point strategy: to achieve a better specificity, the lead-time of detection

will need to be reduced.

One key issue which we identified during our implementation of EWSs was address-

ing how EWSs perform in data-poor settings. In particular, during our study on gHAT

elimination, we only had access to 18 data points for our analysis. During our validation

analysis in Chapter 6, we investigated the performance of online detection methods for

shorter time-series. We found that the specificity of all algorithms worsened when less than

50 data points were used, while the sensitivity could be maintained.

In Chapter 5 and Chapter 7, we have demonstrated how the techniques we developed

throughout this thesis can be applied to empirical datasets. Our goal was to outline how
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EWSs may be used to improve control outcomes. We considered the emergence of pertussis

and investigated the sensitivity of our results to the detrending technique used, the time

period considered and the quantity of data. This work indicated that all three decisions

influenced the results and altered which conclusions were drawn, highlighting the lack of

resilience of EWSs.

We implemented online detection algorithms with gHAT, to understand whether

EWSs can be used to provide additional evidence that the 2030 elimination of transmission

goal will be achieved. We compared the year an EWS was detected to the model outputs,

assessing whether the first year the time-varying reproduction number went below one or the

year of elimination of transmission could be detected in advance. In particular, if we could

find the single best EWS or method for detecting the model outputs; this would suggest that

this method could be used for cases where model outputs have not yet been produced. We

outlined a selection process for ranking EWSs and detection methods, to measure whether

there was a consensus for the best EWS for detecting elimination of transmission over all

health zones in the former Bandundu province. We found uncertainty over which EWSs

are best, suggesting that electoral vote-processing rules could be used to decide which EWS

to recommend. In particular, we highlighted that a suitable EWS does not need to be the

overall winner (first past the post), instead a strong characteristic was an EWS that was

never ranked the worst. We found that the EWS CV + std with the logistic algorithm

was the highest ranked across all health zones; however this statistical indicator was not

found to be robust during our validation analysis in Chapter 6. In particular, although

we suggested refinements to the logistic regression method to allow us to use the same

coefficients derived during our validation analysis, we did not adjust for confounding, which

should be the subject of further work. Future studies should also consider incorporating

information on our validation study into the ranking process; weighting a method more

favourably if it is found to have a high specificity with synthetic datasets.

8.2 Future research

Many future directions with this topic exist and some have been identified throughout this

thesis. Specifically we believe that the following three areas should be the focus for future

studies. Firstly, resolving the suitability of EWSs with insufficient data remains of critical

importance and further theoretical studies are needed to investigate the quality of data

required. In particular, studies should address whether the temporal range of a dataset

is more important than the temporal resolution. Our study on how the time-series length

affects the results of EWSs could be extended to consider the frequency data are sampled

and we anticipate the results to be reliant on the speed a disease approaches elimination.
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Given sufficient data, further empirical cases of diseases approaching elimination should

be studied. In particular, historical examples of eradicated diseases, such as smallpox or

rinderpest, should be considered within an EWS framework. Some new challenges may arise

when examining other empirical examples, such as the inaccessibility of publicly available

spatially-structured data for the implementation of spatial detrending or the impact of

spatial synchrony on spatial detrending. Therefore, other detrending approaches should be

built on the method presented here, for example an age-category detrending method or by

WHO risk category, as explored with gHAT disease.

Secondly, an investigation into integrating EWSs with complementary approaches

from statistical inference that estimateRt in real-time should be conducted. Semi-mechanistic

statistical modelling has been implemented in real-time for recent outbreaks of concern (in-

cluding Ebola [27, 206], SARS [214] and COVID-19 [1]), and provides an analysis of when

Rt crosses through one. However, these methodologies require disease-specific parameters,

such as an accurate specification of the generation interval [93]. Many infectious disease

problems represent complex dynamics and may not be captured by these techniques. There-

fore a dual approach could be considered, such as comparing real-time estimates of Rt with

EWSs that provide an advanced detection of Rt = 1, to give an overview of the status of

a disease. Further, a key challenge with the use of EWSs is the possibility of false alarms,

therefore, it may be appropriate to use statistical inference of Rt for validating EWSs in

real-time, which should be the subject of future work.

Finally, the interpretation of the results obtained from the analysis of EWSs remains

a challenging problem. In this thesis, we have provided examples of contrasting results for

the same disease that are generated by different EWSs, when applied to different datasets

or due to different pre-processing techniques. A key goal within the field of EWSs is to

develop a framework for incorporating the results within a public health system, to inform

the implementation of control. Specifically, an automated procedure for EWSs which can

support traditional surveillance methods, such as the development of a GUI tracking soft-

ware. However, the uncertainty of results remains an open issue before policies based on

EWSs can be confidently used. To be beneficial for policy purposes, further work is needed

to quantify the delay time from detection to elimination and identify the optimal lead-time

required. Future work should address the operational use of EWSs and how EWSs can be

integrated into a decision theory framework, in particular, in relation to uncertainties in

epidemiological data and costs surrounding false detections of disease elimination.
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8.3 Concluding remarks

In summary, this thesis has explored the use of EWSs for studying the advanced detection

of disease elimination. We have addressed some of the challenges for the practical compu-

tation of EWSs and have provided an in depth analysis of the expected behaviour of EWSs

for multiple disease systems and for different types of infectious disease data. We have

contributed towards the development of online detection algorithms and identified some

limitations where further research is required. Finally, we have promoted the use of EWSs

for real-time surveillance of disease elimination for neglected tropical diseases. We have

offered a framework for identifying the most informative and suitable EWSs. While further

work is necessary, our results advance the growing evidence of using EWSs to inform disease

transitions.
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[13] Bjornstad, O. N., Finkenstädt, B. F., and Grenfell, B. T. Dynamics of

measles epidemics: estimating scaling of transmission rates using a time series SIR

model. Ecological monographs 72, 2 (2002), 169–184. [Cited on page 62.]

[14] Boers, N., and Rypdal, M. Critical slowing down suggests that the western

Greenland Ice Sheet is close to a tipping point. Proceedings of the National Academy

of Sciences 118, 21 (2021). [Cited on page 30.]

[15] Boettiger, C., and Hastings, A. Quantifying limits to detection of early warning

for critical transitions. Journal of the Royal Society Interface 9, 75 (2012), 2527–2539.

[Cited on pages 45, 47, and 123.]

[16] Boettiger, C., Ross, N., and Hastings, A. Early warning signals: the charted

and uncharted territories. Theoretical ecology 6, 3 (2013), 255–264. [Cited on page 8.]

[17] Bolton, R. J., and Hand, D. J. Statistical fraud detection: A review. Statistical

science 17, 3 (2002), 235–255. [Cited on page 123.]

[18] Brett, T., Ajelli, M., Liu, Q.-H., Krauland, M. G., Grefenstette, J. J.,

van Panhuis, W. G., Vespignani, A., Drake, J. M., and Rohani, P. Detecting

180



critical slowing down in high-dimensional epidemiological systems. PLoS computa-

tional biology 16, 3 (2020), e1007679. [Cited on pages 31, 33, 38, 42, 43, and 47.]

[19] Brett, T. S., Drake, J. M., and Rohani, P. Anticipating the emergence of

infectious diseases. J. R. Soc. Interface 14 (2017), 20170115. [Cited on pages 31, 32,

36, 37, 40, and 57.]

[20] Brett, T. S., O’Dea, E. B., Marty, É., Miller, P. B., Park, A. W., Drake,
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Appendix A to Chapter 4
A.1 Deterministic Behaviour of moments

Deterministic Behaviour of moments: SIS model with reduced transmission

A.1.1 Mean

The mean of the fluctuations can be found by taking moments to achieve,

dµ

dt
=
∂〈ζ〉t
∂t

= (β(1− 2φ)− γ − ν)〈ζ〉t, (A.1)

and solving the ODE gives 〈ζ〉t = 〈ζ〉0exp(−
∫
β(1− 2φ)− γ − νdt). Since we initially have

no fluctuations, we find that for all t, 〈ζ〉t = 0 or in words the mean of the Gaussian Process

is zero.

A.1.2 Variance

The solution for the analytical variance can be deduced by multiplying the FPE through

by ζ2 and integrating over the domain,

∂〈ζ2〉t
∂t

=

∫ ∞
−∞

ζ2∂Π

∂t
dζ,

= −(β(1− 2φ)− γ − ν)

∫ ∞
−∞

ζ2∂ζΠ

∂ζ
dζ +

1

2
(β(1− φ)φ+ γφ+ ν(1− φ))

∫ ∞
−∞

ζ2∂
2Π

∂ζ2
dζ,

then implementing integration by parts twice,

= 2(β(1− 2φ)− γ − ν)

∫ ∞
−∞

ζ2Πdζ + (β(1− φ)φ+ γφ+ ν(1− φ))

∫ ∞
−∞

Πdζ.

∂〈ζ2〉t
∂t

= 2(β(1− 2φ)− γ − ν)〈ζ2〉t + β(1− φ)φ+ γφ+ ν(1− φ),

= N
dσ2

dt
= (β(1− 2φ)− γ − ν)Nσ2 + β(1− φ)φ+ γφ+ ν(1− φ). (A.2)

At steady state when dφ
dt = 0 and dσ2

dt = 0, we obtain φ∗ = 1− γ
β and σ2∗ = 1

N
1
R0

.

A.1.3 Coefficient of Variation

The coefficient of variation (CoV) represents the ratio of the standard deviation to the

mean. As the mean of the fluctuations is zero, we find the coefficient of variation of the

un-detrended data of I to avoid the division by the zero mean in the fluctuations. From

ii



Ito’s Formulae we can write the SDE of I and the following change in moments of 〈I〉 and

〈I2〉 to be,

dI =
(
(β(1− 2φ)− γ − ν)I +Nφ2β

)
dt

+
√
βφ(1− φ) + γφ+ ν(1− φ)dWt, (A.3)

d〈I〉
dt

= (β(1− 2φ)− γ − ν)〈I〉+Nφ2β, (A.4)

d〈I2〉
dt

= 2(β(1− 2φ)− γ − ν)〈I2〉+ 2Nφ2β〈I〉+ β(1− φ)φ+ γφ+ ν(1− φ),

and the coefficient of variation is defined by,

√
〈I2〉−〈I〉2
〈I〉 .

A.1.4 Skewness

Since we have approximated ζ with a Gaussian SDE, it follows that the Skewness ζ is zero.

By considering the 3rd moments and the fact that 〈ζ〉0 = 0 and 〈ζ3〉0 = 0 then,

dµ

dt
=
∂〈ζ〉t
∂t

= (β(1− 2φ)− γ − ν)〈ζ〉t, (A.5)

〈ζ〉t = 0, (A.6)

∂〈ζ3〉t
∂t

= 3(β(1− 2φ)− γ − ν)〈ζ3〉t + 3(β(1− φ)φ+ γφ+ ν(1− φ))〈ζ〉t = 0.

However the Skewness of I is non-zero and we solve the third moment of I to be,

d〈I3〉
dt

= 3(β(1− 2φ)− γ − ν)〈I3〉+ 3Nφ2β〈I2〉+ 3(β(1− φ)φ+ γφ+ ν(1− φ))〈I〉,

where the standardised skewness is defined as, 〈I
3〉−3〈I2〉〈I〉+2〈I〉3
(〈I2〉−〈I〉2)3/2

.

A.1.5 Kurtosis

We consider the excess standardised kurtosis statistic, KT= 〈ζ
4〉
〈ζ2〉 − 3 which standardises the

kurtosis with respect to the variance. Excess kurtosis (subtracting 3) is usually reported in

order to make a Gaussian distribution have a kurtosis score of zero. The 4th moment of ζ

can be found to be,

∂〈ζ4〉t
∂t

= 4(β(1− 2φ)− γ − ν)〈ζ4〉t + 6(β(1− φ)φ+ γφ+ ν(1− φ))〈ζ2〉t. (A.7)
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A.2. FOKKER-PLANCK EQUATION: SIS MODEL WITH VACCINATION

A.1.6 lag-τ autocorrelation

The autocorrelation function can be achieved by finding moments from the Fokker-Planck

Equation, as shown in Chapter 2.3.5. In particular, lag-τ autocorrelation for prevalence is

ρ(τ) = e−|β(1−2φ)−γ|τ . Hence, lag-1 AC at steady state is e−|β−γ|.

A.2 Fokker-Planck Equation: SIS model with vaccination

For the SIS model with vaccination, it is no longer true that N = S+I, due to an additional

compartment for immunity following vaccination. This results in a Multivariate FPE. The

mean-field dynamics are described by a system of ODEs, where ψ(t) = <S>
N and φ(t) = <I>

N

and,

dψ

dt
= µ(1− p(t)− ψ)− β0ψφ+ γφ,

dφ

dt
= β0ψφ− φ(µ+ γ).

The critical point of the mean-field equations gives rise to the basic reproduction ratio,

R0 = β0(1−p(t))
µ+γ . We can describe the stochastic dynamics using the master equation with

two step operators ES ,EI and the corresponding transition probabilities for these dynamics.

dP (S, I, t)

dt
= (ESE−1

I − 1)P (S, I, t)T (S − 1, I + 1|S, I) + (E−1
S − 1)P (S, I, t)T (S + 1, I|, S, I)

+ (E−1
S EI − 1)P (S, I, t)T (S + 1, I − 1|S, I) + (EI − 1)P (S, I, t)T (S, I − 1|S, I).

(A.8)

Equation A.8 is non-linear and results in the N -expansion being necessary to determine

variance in fluctuations. The linear noise approximation anzats are taken to be

S = Nψ(t) +N1/2ζ1,

I = Nφ(t) +N1/2ζ2,

where ζ1 defines the fluctuations about the susceptibles (ψ = 〈S〉
N ) and ζ2 defines the fluc-

tuations about the infecteds (φ = 〈I〉
N ). We can define a new probability distribution

P (S, I, t) = Π((ζ1, ζ2), t) and substitute this into the master equation A.8 to get:
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−N1/2dψ

dt

∂Π

∂ζ1
−N1/2dφ

dt

∂Π

∂ζ2
+
∂Π

∂t
= (ESE−1

I − 1)T (S − 1, I + 1|S, I)Π

+ (E−1
S EI − 1)T (S + 1, I − 1|, S, I)Π

+ (E−1
S − 1)T (S + 1, I|S, I)Π

+ (ES − 1)T (S − 1, I|S, I)Π

= (ESE−1
I − 1)βN(ψ +N−1/2ζ1)(φ+N−1/2ζ2)Π(ζ, t)

+ (E−1
S EI − 1)(γ + µ)N(φ+N−1/2ζ2)Π(ζ, t)

+ (E−1
S − 1)µN(1− ψ − φ−N−1/2ζ1 −N−1/2ζ2)Π(ζ, t)

+ (ES − 1)µNp(t)Π(ζ, t). (A.9)

The multivariate Fokker-Planck Equation is fully described in terms of matrices A

and B, where B is symmetric and positive definite. If both A and B are constant matrices

then the solution is Gaussian (linear Fokker-Planck Equation). For the SIS model with

vaccination the matrices are given by:

A =

[
−βφ− µ γ − βψ
βφ βψ − µ− γ

]
,

B =

[
βψφ+ µ(1− ψ + p(t)) + γφ −φ(βψ + µ+ γ)

−φ(βψ + µ+ γ)) φ(βψ + µ+ γ)

]
.

The Gaussian solution is determined by the first and second moments, which are

used to derive analytical solutions of statistical indicators. From the covariance matrix Θ,

where each element equals, Θij〈〈xixj〉〉 = 〈xixj〉 − 〈xi〉〈xj〉 and ∂tΘ = AΘ + ΘAT +B, the

variance of the infectious fluctuations, ζ2, is given by Θ22

A.2.1 lag-τ autocorrelation: SIS model with vaccination (prevalence)

For the multivariate FPE, it is easier to calculate the lag-τ autocorrelation using the Power

Spectrum method with the Wiener-Khinchin Theorem. The fluctuations of the system can

be described by the equivalent form of the SDE:[
dζ1
dt
dζ2
dt

]
= A

[
ζ1

ζ2

]
+

[
Γ1(t)

Γ2(t)

]
, (A.10)

where Γ1(t) and Γ2(t) are white noise processes with the covariance matrix B. To analyse

Eqn. A.10 about the quasi-stationary approximation, we take the Fourier transformation

of Aζ = d
dtζ − γ where ζ = (ζ1, ζ2) and γ = (Γ1,Γ2). The a Fourier Transform (FT) is
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A.2. FOKKER-PLANCK EQUATION: SIS MODEL WITH VACCINATION

performed using the FT of a derivative. If Y (t) = dn

dtn (X(t)) then ˜Y (ω) = (iω)n ˜X(ω), for

our system this achieves,

iω

[
ζ̃1(ω)

ζ̃2(ω)

]
= A

[
ζ̃1

ζ̃2

]
+

[
Γ1

Γ2

]
,

giving,

[
ζ̃1(ω)

ζ̃2(ω)

]
= (iωI −A)−1

[
Γ1

Γ2

]
.

We are interested in the FT of the infectious noise term, ζ1. Thus, the Power Spectrum is

derived, and from this the quasi stationary variance and autocorrelation can be found as,

ζ̃2(ω) =
1

d− ω2 + iωT
[a21Γ1(ω)− (a11 − iω)Γ2(ω)] ,

where, d = det(A) and T = trace(A).

The spectral density defines the factor of proportionality of the variance, such that,

S(ω) = lim
T→∞

1

T
〈ζ̃2(ω)ζ̃2

∗
(ω)〉,

which leads to the Power Spectrum being determined as,

Sζ2(ω) = 〈ζ̃2ζ̃2
∗〉,

=
a2

21B11 − 2a21a11B12 + a2
11B22 +B22ω

2

(d− ω2)2 + T 2ω2
.

The Wiener-Khinchin theorem states that the inverse transform of S(ω) is the auto-

covariance function C(τ) [217], which offers a fast numerical estimate of the autocorrelation

lag τ function: C(τ)/C(0), where C(0) determines the variance and,

C(τ) =
1

2π

∫ ∞
−∞

Sζ2(ω)cos(ωτ)dω,

σ2 = C(0) =
1

2π

∫ ∞
−∞

Sζ2(ω)dω.

A.2.2 lag-τ autocorrelation: SIS model with vaccination (rate of inci-

dence)

To derive an analytical approximation for autocorrelation of the rate of incidence (RoI, η),

we take the FT of the identity, η = β(φζ1+ψζ2). For this reason, we follow the above method

in Section A.2.1 to derive the power spectrum of the fluctuations about the susceptibles to
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be,

ζ̃1 =
1

d− itω − ω2
(a12Γ2 + (a22 − iω)Γ1),

Sζ1(ω) =
a2

22B11 − 2a12a22B12 + a2
12B22 +B11ω

2

(d− ω2)2 + t2ω2
,

which leads to the power spectrum of the RoI being derived as,

η̃ =
β

d− itω − ω2
[(ψa21 + φ(a22 − iω))Γ1 + (φa12 − ψ(a11 − iω))Γ2] ,

Sη(ω) =
β2

(d− ω2)2 + t2ω2
((a2

22φ
2 − 2a21a22φψ + a2

21ψ
2)B11

+ (a2
12φ

2 − 2a12a11φψ + ψ2a2
11)B22

+ 2((a12a21 + a22a11)φψ − a22a12φ
2 − a21a11ψ

2)B12

+ (φ2B11 + ψ2B22 + 2φψB12)ω2).

Using the Wiener-Khinchin theorem, arrives at the autocorrelation function of the rate of

incidence,

C(τ) =
1

2π

∫ ∞
−∞

Sη(ω)cos(ωτ)dω,

σ2 = C(0) =
1

2π

∫ ∞
−∞

Sη(ω)dω.

A.3 Figures of EWSs calculated on stochastic simulations
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Figure A.1: Comparing predictions to simulations for Coefficient of Variation For
each model (SIS social distancing (elimination); SIS increasing vaccination (elimination);
SIS increasing transmission, (emergence)) we calculate the CV between 500 homogeneous
realisations at every time step (daily). Each figure shows: Poisson Process distribution
(green line); dynamic predictions (red line) and Gillespie simulations (Ext and Emg, blue
line; and Fix, light blue line).
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Figure A.2: Comparing predictions to simulations for Skewness For each model
((SIS social distancing (elimination); SIS increasing vaccination (elimination); SIS increas-
ing transmission, (emergence)) we calculate the skewness between 500 homogeneous reali-
sations at every time step (daily). Each figure shows: Poisson Process distribution (green
line); dynamic predictions (red line) and Gillespie simulations (Ext and Emg, blue line; and
Fix, light blue line).
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Figure A.3: Comparing predictions to simulations for Kurtosis. For each model
(SIS social distancing (elimination); SIS increasing vaccination (elimination); SIS increasing
transmission, (emergence)) we calculate the kurtosis between 500 homogeneous realisations
at every time step (daily). Each figure shows: Poisson Process distribution (green line);
dynamic predictions (red line) and Gillespie simulations (Ext and Emg, blue line; and Fix,
light blue line).
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Figure A.4: Comparing predictions to simulations for autocorrelation lag-1 For
each model (SIS social distancing (elimination); SIS increasing vaccination (elimination);
SIS increasing transmission, (emergence)) at each point t we calculate the lag-1 AC over
multiple realisations. Each figure shows: Poisson Process distribution (green line); dynamic
predictions (red line) and Gillespie simulations (Ext and Emg, blue line).
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(a) 2-sigma composite
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(b) Kendall’s τ p-value
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(c) Logistic composite
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(d) Quickest Detection
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Figure B.1: Power Metric Analysis: for different time-series lengths considered (lengths:
20, 50, 100 and 250). Each heatmap shows the total power metric (2TPR−FPR1−FPR2 ∈
[−2, 2]) for the two null models considered, where TPR is calculated as the proportion of
disease elimination simulations which are successfully detected; FPR1 is the proportion
of steady state simulations which are incorrectly detected and FPR2 is the proportion of
declining incidence (but not bifurcating) simulations which are incorrectly detected. Each
group of subplots shows the results for each detection method considered: (a) 2-sigma com-
posite framework, (b) Kendall’s τ p-value methodology, (c) the logistic composite methodol-
ogy and (d) the quickest detection approach. Each figure demonstrates how the performance
of the total power metric changes when stricter constraints on the number of consecutive
points required to cross the threshold are applied.
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(a) Hannan-Quinn information criterion
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(d) Bayesian information criterion
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(e) Modified Bayesian information
criterion

0 20 40 60 80 100
Time

true positives rate: 1.0
false positives 1 rate: 0.0
false positives 2 rate: 0.12

Figure B.2: Maximum likelihood estimation with different penalties: For a time-
series of length 100, the time-of-detection of Ext data (blue boxplots); Fix data (green box-
plot) and NExt data (purple boxplots). For each 500 simulation set, the time-of-detection
is calculated using the MLE approach and the alternative hypothesis is accepted following
a penalty criteria. Penalty criteria considered: (a) Hannan-Quinn, (b) AIC, (c) Wilk’s
Theorem, (d) BIC and (e) MBIC. The TPR, FPR1 and FPR2 are given in the legend.
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(a) Original: CV-Va
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(b) Weighted: 2.244CV - 2.3Va
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Figure B.3: Weighted composite with the 2-sigma approach: For a time-series of
length 100, the time-of-detection is calculated for the 500 simulations sets. We compare the
composite CV-Va using the 2-sigma method and an 6 consecutive point constraint, with a
weighted composite of the two indicators CV and Va. The weights are determined using
the logistic regression from the logistic composite method, and the composition 2.244CV -
2.3Va is presented.
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(a) Moanza
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Figure C.1: Distribution of time-of-detection. For 6 health zones three different detec-
tion methods are implemented: change-point analysis (pink shading), two-sigma composi-
tion (green shading) and the logistic transform method (purple shading). Each algorithm
is demonstrated with different EWS composites, and implemented on active screening data
(blue boxplots), passive detection data (orange boxplots) and the distance between these
two data types (green boxplots). The bottom boxplots gives the distribution for year of
elimination of transmission and the first time the time-varying reproduction number went
below one.
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